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Chi-squared tests

What	kind	of	fi	lms	do	you	enjoy?
To	help	decide	when	to	show	trailers	for	future	
programmes,	the	manager	of	a	cinema	asks	a	sample	
of	its	customers	to	fi	ll	in	a	brief	questionnaire	saying	
which	types	of	fi	lm	they	enjoy.	The	manager	wants	to	
know	whether	there	is	any	relationship	between	the	
type	of	fi	lm	people	enjoy	and	the	times	they	come	to	the	
cinema.

Discussion	point
How	do	you	think	the	
management	should	
select	the	sample	of	
customers?

The fact that the criterion 
which we happen to use 
has a fi ne ancestry of 
statistical theorems does 
not justify its use. Such 
justifi cation must come 
from empirical evidence 
that it works.

W.	A.	Shewhart

6

131
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1		The	chi-squared	test	for	a	
contingency	table

The manager of the cinema takes 150 randomly chosen questionnaires and records 
those patrons’ first preference of film type and whether they were attending 
matinee or evening showings.

Table	6.1

Observed frequency f
o

Matinee Evening

Action films 28 20

Horror films 11 22

Romantic films 21 48

This method of presenting data is called a 3 × 2 contingency table. It is used 
when there are two variables (here ‘performance attended’ and ‘type of 
film preferred’) and each can take different values (`matinee’/’evening’, 
‘action’/’horror’/’romantic’).

You want to determine the extent to which the variables are related.

It is conventional, and useful, to add the row and column totals in a contingency 
table: these totals are called the marginal totals of the table.

Table	6.2

Observed frequency f
o

Matinee Evening Total

Action films 28 20 48

Horror films 11 22 33

Romantic films 21 48 69

Total 60 90 150

A formal version of the cinema manager’s question is, ‘Is film preference 
associated with sessions attended?’. You can use the sample data to investigate this 
question.

You can estimate the probability that a randomly chosen cinema-goer will prefer 
action films as follows. The number of cinema-goers in the sample who prefer 
action films is 28 + 20= 48.

So the proportion of cinema-goers who enjoyed  
action films is 48

150
.

In a similar way, you can estimate the probability  
that a randomly chosen cinema-goer will prefer horror  
movies. The number of cinema-goers who prefer horror  
movies is 11 + 22 = 33.

So the proportion of cinema-goers who enjoy horror films is 33
150

.

If preference for action films were independent of sessions attended, with the 
probabilities you have just estimated, then you would expect to find, for instance 
that:

Notice	how	you	use	
the	marginal	totals	
48	and	33	which	
were	calculated	
previously.
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Number of matinee attenders preferring action films

= 150 × P(matinee attender prefers action films)

= 150 × P(matinee attender) × P(prefer action film)

150 60
150

48
150

19.2.

= × ×

=

In the same way, you can calculate the number of people you would expect to 
correspond to each cell in the table.

Table	6.3

Expected 
frequency f

e
Matinee Evening Total

Action  
films

150 60
150

48
150 19.2× × = 150 90

150
48
150 28.8× × =

48

Horror  
films

150 60
150

33
150 13.2× × = 150 90

150
33

150 19.8× × =
33

Romantic 
films

150 60
150

69
150 27.6× × = 150 90

150
69
150 41.4× × =

69

Total 60 90 150

Note that it is an inevitable consequence of this calculation that these expected 
figures have the same marginal totals as the sample data.

You are now in a position to test the original hypotheses, which you can state 
formally as:

H0: enjoyment of the three types of film is independent.

H1: enjoyment of the three types of film is not independent.

The expected frequencies were calculated assuming the null hypothesis is true. 
You know the actual sample frequencies and the aim is to decide whether those 
from the sample are so different from those calculated theoretically that the null 
hypothesis should be rejected.

A statistic which measures how far apart a set of observed frequencies is from 
the set expected under the null hypothesis is the χ 2 (chi-squared) statistic. It is 
given by the formula:

( ) ( )= Σ
−

= Σ
−observed frequency expected frequency

expected frequency
2

2 2

X
f f

f
o e

e

You can use this here: the observed and expected frequencies are summarised 
below.

Table	6.4

Observed  
frequency f

o
Matinee Evening

Action films 28 20

Horror films 11 22

Romantic films 21 48

The	value	of	the	χ 2	test	
statistic	is	denoted	by	X 2.

Expected  
frequency f

e
Matinee Evening

Action films 19.2 28.8

Horror films 13.2 19.8

Romantic films 27.6 41.4
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The χ2 statistic is:

X
f f

f
o e

e
 

28 19.2
19.2

20 28.8
28.8

11 25.52
13.2

22 19.8
19.8

21 27.6
27.6

48 41.4
41.4

4.033 2.689 0.367 0.422 1.578 1.052

9.96 (3 s.f .)

2
2

2 2 2 2

2 2

∑ ( )

( ) ( ) ( ) ( )

( ) ( )

=
−

= − + − + − + −

+ − + −

= + + + + +
=

Following the usual hypothesis-testing methodology, you want to know whether 
a value for this statistic at least as large as 9.96 is likely to occur by chance when 
the null hypothesis is true. The critical value at the 5% signifi cance level for this 
test statistic is 5.991.

Since 9.96 > 5.991, you reject the null hypothesis, H0, and conclude that 
people’s enjoyment of the three types of fi lm preferred is not independent of the 
session attended. 

In fact the manager can say more. The largest contribution to the value of X2 is 
4.033 which comes from the fi rst cell in the table. Inspection of this cell shows 
that this largest discrepancy corresponds to a larger number of matinée attenders 
than expected who prefer action fi lms. So the manager may decide that it is 
sensible to programme more action fi lms in matinée sessions.

The	chi-squared	distribution
The χ2 distribution with n degrees of freedom is the distribution of the sum of 
the squares of n independent standard Normal random variables.

You can use it to test how well a set of data matches a given distribution. Many 
examples of such tests are covered in this chapter.

These tests include that used in the example of the cinema-goers: that is, 
whether the two classifi cations used in a contingency table are independent of 
one another. The hypotheses for such a test are:

H0: The two variables whose values are being measured are independent in the 
population.

H1: The two variables whose values are being measured are not independent in 
the population.

In order to carry out this test, you need to know more about the χ2 distribution.

Figure 6.1 shows the shapes of the χ2 distribution for various numbers of 
degrees of freedom, v.

You	will	see	how	to	fi	nd	
critical	values	for	a	χ 2	
test	later	in	this	chapter.

note	
Notice	that	you	cannot	
conclude	that	attending	
one	session	or	the	
other	causes	people	to	
enjoy	one	type	of	fi	lm	in	
preference	to	another.	
The	test	is	whether	
enjoyment	of	the	two	
types	is	associated.	It	
could	be	that	audiences	
for	the	different	
sessions	are	dominated,	
for	instance,	by	different	
age	groups,	but	you	
do	not	know.	The	test	
tells	you	nothing	about	
causality.
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Figure	6.1

You can see in Figure 6.2 a typical χ2 distribution curve together with the critical 
region for a signifi cance level of p%. An extract from a table of critical values of 
the χ2 distribution for various degrees of freedom is also shown. The possible use 
of the left-hand tail probabilities (99%, 95% etc.) is discussed later in this chapter.

X2

p%

99p%

v = .0001
.0201
0.115
0.297

12.83

1
2
3
4

5
6
7
8
9 23.59

21.95
20.28
18.55
16.75

21.67
20.09
18.48
16.81
15.09

19.02
17.53
16.01
14.45

16.92
15.51
14.07
12.59
11.07

14.68
13.36
12.02
10.64
9.236

4.168
3.490
2.833
2.204
1.610

3.325
2.733
2.167
1.635
1.145

2.700
2.180
1.690
1.237
0.831

2.088
1.646
1.239
0.872
0.554

.0010

.0506
0.216
0.484 1.064

0.584
0.211

0.711
0.352
0.103

.0158

14.86
12.84
10.60
7.879

13.28
11.34
9.210
6.635

11.14
9.348
7.378
5.024

9.488
7.815
5.991
3.841

7.779
6.521
4.605
2.706.0039

97.5 95 90 10 5.0 2.5

0

1.0 0.5

Figure	6.2

Properties	of	the	test	statistic	X 2
You have seen the test statistic is given by

2

2

All classes

X
f f

f
o e

e
∑ ( )=

−

Some	typical	critical	values	
of	p	are	10%,	5%,	2.5%,	1%	
and	0.5%.

note	
As	you	can	see,	the	
shape	of	the	chi-
squared	distribution	
depends	very	much	
on	the	number	of	
degrees	of	freedom.	
So	the	critical	region	
also	depends	on	the	
number	of	degrees	of	
freedom.
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Here are some points to notice.

●● It is clear that as the diff erence between the expected values and the observed 
values increases then so will the value of this test statistic. Squaring the top 
gives due weight to any particularly large diff erences. It also means that all 
values are positive.

●● Dividing ( fe − fo)2 by fe has the eff ect of standardising that element, allowing 
for the fact that, the larger the expected frequency within a class, the larger 
will be the diff erence between the observed and the expected.

●● The usual convention in statistics is to use a Greek letter for a parent 
population parameter and the corresponding Roman letter for the equivalent 
sample statistic. Unfortunately, when it comes to χ2, there is no Roman 
equivalent to the Greek letter χ since it translates into ‘CH’. Since X looks 
rather like χ a sample statistic from a χ2 population is denoted by X 2. (In the 
same way Christmas is abbreviated to χmas but written Xmas.)

For	example:

Population	parameters	 Sample	statistics

Greek	letters	 	 Roman	letters

m	 	 	 m
σ	 	 	 s
ρ	 	 	 r

Continuing	with	tests	on	contingency	tables

The 4 × 3 contingency table below shows the type of car (saloon, sports, 
hatchback or SUV) owned by 360 randomly chosen people, and the age 
category (under 30, 30–60, over 60) into which the owners fall.

Table	6.5

Observed 
frequency f

o
 

Age of driver
Total

under 30 30–60 over 60

Saloon 10 67 57 134

Sports car 19 14 3 36

Hatchback 32 47 34 113

SUV 7 56 14 77

Total 68 184 108 360

(i)   Write down appropriate hypotheses for a test to investigate whether 
type of car and owner’s age are independent.

(ii)   Calculate expected frequencies assuming that the null hypothesis 
is true.

(iii)  Calculate the value of the test statistic X 2.

(iv) Find the critical value at the 5% signifi cance level.

(v)  Complete the test.

(vi)  Comment on how the ownership of diff erent types of car depends on 
the age of the owner.

Example 6.1

note	
An	alternative	notation	
which	is	often	used	is	
to	call	the	expected	
frequency	in	the	
ith	class	Ei	and	the	
observed	frequency	in	
the	ith	class	Oi.
In	this	notation

O2

2

X
E
Ei

i i

i

( )= Σ
−
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Solution
(i) H0: Car type is independent of owner’s age.

 H1: Car type is not independent of owner’s age.

(ii) Table	6.6

Expected 
frequency f

e

Age of driver
Total

under 30 30–60 over 60

Saloon 25.311 68.489 40.200 134

Sports car 6.800 18.400 10.800 36

Hatchback 21.344 57.756 33.900 113

SUV 14.544 39.356 23.100 77

Total 68 184 108 360

note
You	need	to	check	that	all	the	frequencies	are	large	enough	to	make	
the	χ2	distribution	a	good	approximation	to	the	distribution	of	the	
X 2	statistic.	The	usual	rule	of	thumb	is	to	require	all	the	expected	
frequencies	to	be	at	least	5.
This	requirement	is	(just)	satisfi	ed	here.	However,	you	might	be	
cautious	in	your	conclusions	if	the	X 2	statistic	is	very	near	the	
relevant	critical	value.	If	some	of	the	cells	have	small	expected	
frequencies,	you	should	either	collect	more	data	or	amalgamate	
some	of	the	categories	if	it	makes	sense	to	do	so.	For	instance,	two	
adjacent	age	ranges	could	reasonably	be	combined,	but	two	car	
types	probably	could	not.

note
This	illustrates	the	general	result	for	contingency	tables:
Expected	frequency	for	a	cell

= product of marginal totals for that cell
number of observations

(iii) The value of the X 2 statistic is X
f f

f
o e

e
∑ ( )

=
−2

2

  The contributions of the various cells to this are shown in the table below.

Table	6.7

Contribution 
to test statistic

Age of driver

under 30 30–60 over 60

Saloon 9.262 0.032 7.021

Sports car 21.888 1.052 5.633

Hatchback 5.319 2.003 0.000

SUV 3.913 7.039 3.585

Total = 9.262 + 0.032 + 7.021 + 21.888 + … + 3.585

 X 2 = 66.749

You	need	to	calculate	
the	expected	
frequencies	in	the	
table	assuming	that	
the	null	hypothesis	is	
true.

Use	the	probability	
estimates	given	by	
the	marginal	totals.

For	instance	the	
expected	frequency	
for	hatchback	and	
owner’s	age	is	over	
60	is	given	by	

360 113
360

108
360

× ×
	

=	 113 108
360

33 900× = .

An	example	of	the	
calculation	is

10 25.311
25.311

9.262
2( )− =

	
for	the	top	left	cell.
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(iv) The degrees of freedom are given by ν = (m − 1)(n − 1).

 ν = (4 − 1) × (3 − 1) = 6

From the χ2 tables, the critical value at the 5% level with six degrees of 
freedom is 12.59.

(v)  The observed X 2 statistic of 66.749 is greater than the critical value of 
12.59. So the null hypothesis is rejected and the alternative hypothesis 
is accepted at the 5% signifi cance level:

 that car type is not independent of owner’s age,

 or that car type and owner’s age are associated.

(vi)  In this case, the under-30 age group own fewer saloon cars and SUVs, 
more hatchbacks and many more sports cars than expected. Other 
cells with relatively large contributions to the X 2 statistic correspond 
to SUVs being owned more often than expected by 30–60-year-olds, 
and less often than expected by older or younger drivers, and over-60s 
owning more saloon cars and fewer sports cars than expected.

The	number	of	rows,	
m,	is	4

The	number	of	
columns,	n,	is	3

note
You	reject	the	null	
hypothesis	if	the	test	
statistic	is	greater	than	
the	critical	value.

note
You	should	always	
refer	to	the	size	of	the	
contributions	when	
commenting	on	the	
way	that	one	variable	
is	associated	with	
the	other	(assuming,	
of	course,	that	the	
conclusion	to	your	
test	is	that	there	is	
association).

uSing	iCT

Statistical	software
You	can	use	statistical	software	to	carry	out	a	χ2	test	for	a	contingency	table.
In	order	for	the	software	to	process	the	test,	you	need	to	input	the	information	
in	the	table	of	observed	frequencies.	This	consists	of	category	names	and	the	
observed	frequencies,	so,	in	this	case,	it	is	the	information	in	this	table.
Table	6.8

Observed frequency f
o

Age of driver

under 30 30–60 over 60

Saloon 10 67 57

Sports car 19 14 3

Hatchback 32 47 34

SUV 7 56 14

The	software	then	carries	out	all	the	calculations.	Here	is	a	typical	output.

under 30
ChiSquared test

Saloon

Sports car

Hatchback

30–60

34
0.0003
33.9

3
5.633
10.8

57
7.0209
40.2

over 60

Result

ChiSquared test

6

0.0000
66.7493

df

p

X2

SUV

47
2.003

57.7556

14
1.0522
18.4

67
0.0324
68.4889

56
7.0394
39.3556

10
9.2619
25.3111

19
21.8882

6.8

32
5.3195
21.3444

7
3.9134
14.5444

14
3.5848
23.1

Figure	6.3

Discussion	points
The	output	includes	the	
following	information.

➜●the	expected	
frequencies

➜●the	contributions	to	
the	X 2	statistic

➜●the	degrees	of	
freedom

➜●the	value	of	the	X 2	
statistic

➜●the	p-value	for	
the	test

Identify	where	each	
piece	of	information	is	
displayed.
What	other	information	
is	contained	in	the	
output	box?
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A	spreadsheet
You can also use a spreadsheet to do the fi nal stages of this test. To set it up, you 
would need to take the following steps.

●● Enter the same information as before: the variable categories and the 
observed frequencies.

●● Use a suitable formula to calculate the expected frequencies.
●● Combine classes as necessary if any expected frequencies are below 5.
●● Use a suitable formula to calculate the contributions to the test statistic.
●● Find the sum of the contributions. 
●● Find the p-value using the formula provided with the spreadsheet, for 

example =CHISQ.DIST.RT(H1,6).

In this case, a typical spreadsheet gives the value of p as 1.894E-12, ie 1.894 × 10-12, 
so much less than the upper bound of 0.000 05 inferred from the statistical software.

Cell	H1	contains	the	value	of	
the	test	statistic,	X 2.

There	are	6	degrees	
of	freedom.

Notice	that	the	p-value	is	stated	to	be	0.0000.	This	requires	some	interpretation.
●	 	 	The	other	output	fi	gures	are	given	either	to	4	decimal	places	or	as	whole	

numbers.
●	 	 	So	you	can	conclude	that	p	=	0.0000	to	4	decimal	places	and	therefore	

that	p	<	0.000	05.
●	 	 So	the	result	is	signifi	cant	even	at	the	0.01%	signifi	cance	level.

yates’s	correction
The chi-squared distribution is a continuous random variable but you are using 
it for probabilities associated with observed frequencies, which are discrete. In 
this situation, as you will see further in Chapter 9, greater accuracy is achieved 
by using a continuity correction. Unfortunately there is no  good way to do this for 
contingency tables of dimensions other than 2×2, but with 2×2 tables it is easy 
to make the improvement. The magnitude of the diff erence between observed 
and expected frequencies is reduced by 0.5 in each cell, so that the formula 
becomes

(| | 0.5)2
2

X
O E

E
i i

ii
∑=

− −

The following example shows how this is done.

This	is	used	only	for	2×2	
tables.
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The cinema manager wishes to see if there is any relationship between 
people’s enjoyment of horror films and action films. He selects a random 
sample of 150 questionnaires and records whether those patrons enjoy or do 
not enjoy horror films and action films.

Table	6.9

Observed frequency fo Enjoy horror films
Do not enjoy  
horror films

Enjoy action films 51 41

Do not enjoy action films 15 43

Test at the 5% significance level whether there is evidence of association 
between enjoying action films and action films.

Solution
H

0
: There is no association between enjoyment of action films and  

enjoyment of horror films.

H
1
: There is association between enjoyment of action films and enjoyment 

of horror films.

Table	6.10

Observed frequency fo
Enjoy horror 

films
Do not enjoy 
horror films Total

Enjoy action films 51 41  92

Do not enjoy action films 15 43  58

Total 66 84 150

Table	6.11

Expected frequency fo
Enjoy horror 

films
Do not enjoy 
horror films Total

Enjoy action films
66 92

150 40.48× = 84 92
150 51.52× =

 92

Do not enjoy action films
66 58

150 25.52× = 84 58
150 32.48× =

 58

Total 66 84 150

The value of (O
i
 – E

i
) in each of the four cells is either 10.52 or –10.52. 

Hence for each cell

 |O
i
 – E

i
| = 10.52

⇒ |O
i
 – E

i
| – 0.5 = 10.02

⇒ 10.02
40.48

10.02
51.52

10.02
25.52

10.02
32.48

2
2 2 2 2

X = + + +

 = 11.454 (3 s.f.)

For a 2 × 2 table, ν = 1, and the corresponding critical value for p = 0.95 is 
3.841.

11.5 > 3.841, so reject H
0
. There is significant evidence that enjoyment of 

action films and enjoyment of horror films are associated.

Example 6.2

It	is	not	by	chance	that	
all	four	numbers	have	
the	same	magnitude;	
it	will	always	happen	
with	a	2×2	table.
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①	 A group of 330 students, some aged 13 and the rest aged 16 is asked ‘What 
is your usual method of transport from home to school?’ The frequencies of 
each method of transport are shown in the table.

Table	6.12

Age 13 Age 16

Walk 43 35

Cycle 24 42

Bus 64 49

Car 41 32

(i)	 Find the total of each row and each column.

	 A student is going to carry out a test to determine whether method of 
transport is independent of age.

(ii)	 Show that the expected frequency for age 16 students who walk is 
37.35.

(iii)	 Show that the expected frequency for age 13 students who cycle is 
34.40.

(iv)	 Would you expect the method of transport to be independent of age?

②	 A random sample of 80 students studying for a first aid exam was selected. 
The students were asked how many hours of revision they had done for the 
exam. The results are shown in the table, together with whether or not they 
passed the exam.

Table	6.13

Pass Fail

Less than 10 hours 13 18

At least 10 hours 42 7

(i)	 Find the expected frequency for each cell for a test to determine 
whether the number of hours of revision is independent of passing 
or failing.

(ii)	 Find the corresponding contributions to the chi-squared test statistic.

③	 A group of 281 voters is asked to rate how good a job they think the 
Prime Minister is doing. Each is also asked for the highest educational 
qualifications they have achieved. The frequencies with which responses 
occurred are shown in the table.

Table	6.14

Rating of 
PM

Highest qualifications achieved

None
GCSE

or equivalent
A-level

or equivalent
Degree

or equivalent

Very poor 11 37 13 6

Poor 12 17 22 8

Moderate 7 11 25 10

Good 10 17 17 9

Very good 19 16 8 6

Exercise 6.1
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	 Use these figures to test whether there is an association between rating of 
the Prime Minister and highest educational qualification achieved.

④	 A medical insurance company office is the largest employer in a small town. 
When 37 randomly chosen people living in the town were asked where 
they worked and whether they belonged to the town’s health club, 21 were 
found to work for the insurance company, of whom 15 also belonged to 
the health club, while 7 of the 16 not working for the insurance company 
belonged to the health club.

	 Test the hypothesis that health club membership is independent of 
employment by the medical insurance company.

⑤	 In a random sample of 163 adult males, 37 suffer from hay-fever and 51 
from asthma, both figures including 14 men who suffer from both. Test 
whether the two conditions are associated.

⑥	 In a survey of 184 London residents brought up outside the south-east of 
England, respondents were asked whether, job and family permitting, they 
would like to return to their area of origin. Their responses are shown in 
the table.

Table	6.15

Region of origin Would like to return to Would not like to return to

South-west 16 28

Midlands 22 35

North 15 31

Wales 8 6

Scotland 14 9

Test the hypothesis that desire to return is independent of region of origin.

⑦	 A sample of 80 men and 150 women selected at random are tested for 
colour-blindness. Twelve of the men and five of the women are found to 
be colour-blind. Is there evidence at the 1% level that colour-blindness is 
sex-related?

⑧	 Depressive illness is categorised as type I, II or III. In a group of depressive 
psychiatric patients, the length of time for which their symptoms are 
apparent is observed. The results are shown below.

Table	6.16

Length of depressive episode

Type of symptoms

I II III

Brief 15 22 12

Average 30 19 26

Extended 7 13 21

Semi-permanent 6 9 11

	 Test, at the 2.5% significance level, whether the length of the depressive 
episode is independent of the type of symptom.
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⑨	 The personnel manager of a large firm is investigating whether there is 
any association between the length of service of the employees and the 
type of training they have received from the firm. A random sample of 
100 employees is taken from the current payroll and is classified according 
to two criteria: length of service and type of training. The data are as follows.

Table	6.17

Type of training

Length of service

Short Medium Long

Induction 7 17 6

Continuous 27 33 10

	 The output from a statistical package for these data is shown below.

	 Figure	6.4

Short

ChiSquared test

Result

ChiSquared test

4

0.022859
11.354

df

p

X2 

Induction course

Initial on-the-job

Continuous

32
0.57344
36.580

7
0.85952
9.9200

23
3.6290
15.500

14
0.018519
13.5000

12
1.3067
8.6400

28
0.46766
313.860

Medium

58
1.4373
49.560

13
0.01440
13.440

13
3.0476
21.000

Long

	 Test at the 10% significance level whether there is evidence that length of 
service and type of training are associated.

⑩	 In the initial stages of a market research exercise to investigate whether a 
proposed advertising campaign would be worthwhile, a survey of newspaper 
readership was undertaken. 100 people selected at random from the target 
population were interviewed. They were asked how many newspapers they 
read regularly. They were also classified as to whether they lived in urban or 
rural areas. The results were as follows.

Table	6.18

Number of newspapers read regularly Urban Rural

None 15 11

One 22 18

More than one 27 7
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	 The output from a statistical package for these data is shown below.

	 Figure	6.5

Urban

ChiSquared test

Result
ChiSquared test

2

0.0686
5.3603

df

p
X2

None

One

More than one

7
2.2433
12.24

18
0.9
14.4

11
0.2874
9.36

15
0.1616
16.64

22
0.5063
25.6

27
1.2618
21.76

Rural

(i)	 Use the output to examine at the 10% level of significance whether 
these data provide evidence of an association between the categories. 
State clearly the null and alternative hypotheses you are testing.

(ii)	 Justify the degrees of freedom for the test.

(iii)	 Discuss the conclusions reached from the test.

⑪	 Public health officers are monitoring air quality over a large area. Air quality 
measurements using mobile instruments are made frequently by officers 
touring the area. The air quality is classified as poor, reasonable, good or 
excellent. The measurement sites are classified as being in residential areas, 
industrial areas, commercial areas or rural areas. The table shows a sample 
of frequencies over an extended period. The row and column totals and the 
grand total are also shown.

Table	6.19

Measurement site

Air quality

Poor Reasonable Good Excellent Row totals

Residential 107 177 94 22 400

Industrial 87 128 74 19 308

Commercial 133 228 148 51 560

Rural 21 71 24 16 132

Column totals 348 604 340 108 1400

	 Examine at the 5% level of significance whether or not there is any association 
between measurement site and air quality, stating carefully the null and 
alternative hypotheses you are testing. Report briefly on your conclusions.

⑫	 In an investigation of small business development in England, researchers 
are examining whether there is any association between the geographical 
area where such a business is located and the lifespan of the business. A 
random sample of records has been obtained from a national database. The 
geographical areas are classified very broadly as South-east, Midlands, North 
and ‘Rest’. Lifespans are classified as short, medium and long. The table 
shows the frequencies obtained in the sample; row and column totals and 
the grand total are also shown.
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Table	6.20

Geographical area

Lifespan of business
Row totals

Short Medium Long

South-east 140 72 56 268

Midlands 104 53 45 202

North 71 51 48 170

Rest 57 48 59 164

Column totals 372 224 208 804

	 Examine at the 1% level of significance whether or not there is any 
association between geographical area and lifespan, stating carefully the 
null and alternative hypotheses you are testing. Report briefly on your 
conclusions. [MEI]

⑬	 The bank manager at a large branch was investigating the incidence of 
bad debts. Many loans had been made during the past year; the manager 
inspected the records of a random sample of 100 loans, and broadly classified 
them as satisfactory or unsatisfactory loans and as having been made to 
private individuals, small businesses or large businesses. The data were as 
follows.

Table	6.21

Satisfactory Unsatisfactory

Private individual 23 3

Small business 35 15

Large business 22 2

(i)	 Discuss any problems which could occur in carrying out a χ2 test to 
examine if there is any association between whether or not the loan 
was satisfactory and the type of customer to whom the loan was made.

(ii)	 State suitable null and alternative hypotheses for the test described in 
part (i).

(iii)	 Carry out a test at the 5% level of significance without combining any 
groups.

(iv)	 Explain which groups it might be best to combine and carry out the 
test again with these groups combined.

⑭	 A survey of a random sample of 44 people is carried out. Their musical 
preferences are categorised as pop, classical or jazz. Their ages are categorised 
as under 20, 20 to 39, 40 to 59 and 60 or over. A test is to be carried out to 
examine whether there is any association between musical preference and 
age group. The results are as follows.

Table	6.22

Musical preference

Pop Classical Jazz

Age group

Under 20 8 4 1

20–39 3 3 0

40–59 2 4 3

60 or over 1 7 8
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(i)	 Calculate the expected frequencies for ‘Under 20’ and ‘60 or over’ for 
pop music.

(ii)	 Explain why the test would not be valid using these four age categories.

(iii)	 State which categories it would be best to combine in order to carry 
out the test.

(iv)	 Using this combination, carry out the test at the 5% significance level.

(v)	 Discuss briefly how musical preferences vary between the combined 
age groups, as shown by the contributions to the test statistic. 
 [MEI ADAPTED]

2	goodness	of	fit	tests
The χ2 test is commonly used to see if a proposed model fits observed data.

goodness	of	fit	test	for	the	uniform	distribution

The	extraordinary	world	of	roald	Drysdale	and	
the	dice	that	roald	rolled
Roald Drysdale claims to be able to 
influence the world around him by 
mind alone.

One demonstration of this is his 
influence over throwing dice. ‘You 
must realise that objects we take to 
be inanimate do in fact have a spirit,’ 
he explained. ‘Take these dice. At the 
moment their spirits are willing them to 
produce a certain result. I can’t change 
that, but by concentrating my thought 
field on the dice, I can enhance their 
spirits and help them to produce the 
outcome that they are seeking.’

The	power	of	the	mind	–	roald	Drysdale	
claims	to	have	psychic	influence

One evening the spirits of the dice were 
clearly willing them to show 1, as you 
can see from these remarkable results 
from 120 throws.

Table	6.23

Score 6 5 4 3 2 1

Frequency 12 16 15 23 24 30

Discussion	point
Do	you	think	that	Roald	
Drysdale	actually	used	
biased	dice	to	fool	
people?

Do these figures provide evidence that Roald had influenced the outcomes, or 
is this just the level of variation you would expect to occur naturally? Clearly, a 
formal statistical test is required.

If Roald’s claim had been that he could make a particular number, say 6, turn up 
more often than the other numbers, you could use a binomial test.

However, all he said was that he could ‘enhance the spirits of the dice’ by 
making some number come up more than the others. So all six outcomes are 
involved and a different test is needed.

Discussion	point
Why	is	it	the	model	
that	should	fit	the	
data	and	not	the	other	
way	round?

9781510414501.indb   146 07/10/17   3:47 PM

DRAFT C
OPY



6

C
hapter 6  C

hi-squared tests

147

This	means	that	it	is	
unlikely	that	the	null	
hypothesis	(that	the	
dice	scores	really	are	
random)	would	not	be	
rejected	without	very	
strong	evidence.

The expected distribution of the results, based on the null hypothesis that the 
outcomes are not biased, is easily obtained. The probability of each outcome is 1

6 

 
and so the expectation for each number 120  × 16  = 20.

Table	6.24

Outcome 1 2 3 4 5 6

Expected frequency, f
e

20 20 20 20 20 20

You would not, however, expect exactly this result from 120 throws. Indeed, you 
would be very suspicious if somebody claimed to have obtained it, and might 
well disbelieve it. You expect random variation to produce small differences in 
the frequencies. The question is whether the quite large differences in Roald’s 
case can be explained in this way or not.

When this is written in the formal language of statistical tests, it becomes:

H0: p = 1
6  for each outcome.

H1: p ≠ 1
6  for each outcome.

The expected frequencies are denoted by f
e
 and the observed frequencies by 

fo. To measure how far the observed data are from the expected, you clearly 
need to consider the difference between the observed frequencies, fo, and the 
expected, f

e
. The measure which is used as a test statistic for this is denoted by X 2 

and given by:

2

2

All classes

X
f f

f
o e

e
∑ ( )=

−

You have already met this statistic when carrying out tests involving contingency 
tables earlier in this chapter. In this case, the calculation of X 2 is as follows.

Table	6.25

Outcome 6 5 4 3 2 1

Observed frequency, f
o

12 16 15 23 24 30

Expected frequency, f
e

20 20 20 20 20 20

Difference, f
o
 – f

e
−8 −4 −5 3 4 10

(  f
o
– f

e
)2 64 16 25 9 16 100

(  f
o
 – f

e 
)2/f

e
3.2 0.8 1.25 0.45 0.8 5

X 2 = 3.2 + 0.8 + 1.25 + 0.45 + 0.8 + 5 = 11.5

The test statistic X 2 has the χ2 (chi-squared) distribution. Critical values for this 
distribution are given in tables but, before you can use them, you have to think 
about two more points.

What is to be the significance level of the test?

This should really have been set before any data were collected. Because many 
people will be sceptical about Roald’s claim, it would seem advisable to make 
the test rather strict, and so the 1% significance level is chosen.

How many degrees of freedom are involved?

Notice	that	these	are	the	
same	hypotheses	that	
you	would	use	for	a	test	
on	whether	the	dice	are	
biased.
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As mentioned in the section on contingency tables, the shape of the χ2 
distribution curve depends on the number of free variables involved, the 
degrees of freedom, ν. To fi nd the value for ν you start off  with the number of 
cells which must be fi lled and then subtract one degree of freedom for each 
restriction, derived from the data, which is placed on the frequencies.

In this case, there are six classes (corresponding to scores of 1, 2, 3, 4, 5 and 6) 
but since the total number of throws is fi xed (120) the frequency in the last class 
can be worked out if you know those of the fi rst fi ve classes.

 ν = 6 − 1

Looking in the tables for the 1% signifi cance level and ν = 5 gives a critical 
value of 15.09; see Figure 6.6.

Since 11.5 < 15.09, there is no evidence to reject H0.

There is no reason at this signifi cance level to believe that any number was any 
more likely to come up than any other. Roald’s powers are not proved.

99p%

= .0001
.0201
0.115
0.297

12.83

1
2
3
4

5
6
7
8
9 23.59

21.95
20.28
18.55
16.75

21.67
20.09
18.48
16.81
15.09

19.02
17.53
16.01
14.45

16.92
15.51
14.07
12.59
11.07

14.68
13.36
12.02
10.64
9.236

4.168
3.490
2.833
2.204
1.610

3.325
2.733
2.167
1.635
1.145

2.700

0 15.0911.5

2.180
1.690
1.237
0.831

2.088
1.646
1.239
0.872
0.554

.0010

.0506
0.216
0.484 1.064

0.584
0.211

0.711
0.352
0.103

.0158

14.86
12.84
10.60
7.879

13.28
11.34
9.210
6.635

11.14
9.348
7.378
5.024

9.488
7.815
5.991
3.841

7.779
6.521
4.605
2.706.0039

97.5 95 90 10 5.0 2.5 1.0 0.5

X 2

critical
region, 1%

The test statistic
 X  2 = 11.5

is outside the
critical region.

u

Figure	6.6

Notes
This is a 1-tail test with only the right-hand tail under consideration. The 
interpretation of the left-hand tail (where the agreement seems to be too good) 
is discussed later in the chapter.

You do not use Yates’s Correction for a goodness of fi t test even when ν = 1.

Degrees	of	freedom Number	of	classes Number	of	restrictions

note
As	with	the	test	for	a	
contingency	table,	the	
expected	frequency	of	
any	class	must	be	at	
least	fi	ve.	If	a	class	has	
an	expected	frequency	
of	less	than	fi	ve,	then	
it	must	be	grouped	
together	with	one	or	
more	other	classes	
until	their	combined	
expected	frequency	is	at	
least	fi	ve.
When	a	particular	
distribution	is	fi	tted	
to	the	data,	it	may	
be	necessary	to	
estimate	one	or	more	
parameters	of	the	
distribution.	This,	
together	with	the	
restriction	on	the	total,	
will	reduce	the	number	
of	degrees	of	freedom:
ν	=		number	of	classes	–	

number	of	estimated	
parameters	–	1
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Solution
H0: the number of calls can be modelled by the Poisson distribution.  
H1: the number of calls cannot be modelled by the Poisson distribution.

Nothing is known about the form of the Poisson distribution, so the data 
must be used to estimate the Poisson parameter.

From the data, the mean number of calls per hour is

× × × × × × = =0 6 + 1 13 + 2 26 + 3 14 + 4 7 + 5 4
70

155
70 2.214

The Poisson distribution with parameter λ = 2.214 is as follows.

Table	6.27

x P X x( )= P X x70 ( )× = Expected frequency

0 0 2.214P X e( )= × − 70 0.1093× 7.65

1 1 2.214
1P X( )= × 70 0.2419× 16.93

2 2 2.214
2P X( )= × 70 0.2678× 18.74

3 3 2.214
3P X( )= × 70 0.1976× 13.84

4 4 2.214
4P X( )= × 70 0.1094× 7.66

5 5 2.214
5P X( )= × 70 0.0484× 3.39

 6 1 6− <P( )X 70 0.0256× 1.79

The	expected	frequencies	
are	not	rounded	to	the	
nearest	whole	number.	
To	do	so	would	invalidate	
the	test.	Expected	
frequencies	do	not	need	
to	be	integers.

The	expected	frequency	for	the	last	class	is	worked	out	as	1	−	P(X	<	6)	
and	not	as	P(X	=	6),	which	would	have	cut	off	the	right-hand	tail	of	the	
distribution.	The	classes	need	to	cover	all	possible	outcomes,	not	just	those	
that	occurred	in	your	survey.

goodness	of	fit	test	for	the	Poisson	distribution

The number of telephone calls made to a counselling service is thought to be 
modelled by the Poisson distribution. Data are collected on the number of 
calls received during one-hour periods, as shown in the table. Use these data 
to test at the 5% significance level whether a Poisson model is appropriate.

Table	6.26

No. of calls per hour 0 1 2 3 4 5 6 Total

Frequency 6 13 26 14 7 4 0 70

Example 6.3
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Figure	6.7

The expected frequencies for the last two classes are both less than 5 but 
if they are put together to give an expected value of 5.18, the problem is 
overcome.

The table for calculating the test statistic is shown below.

Table	6.28

No. of calls, X 0 1 2 3 4 5+ Total

Observed  
frequency, f

o
6 13 26 14 7 4 70

Expected  
frequency, f

e
7.65 16.93 18.74 13.84 7.66 5.18

( f
o 

—
  
f
e
) −1.65 −3.93 7.26 0.16 −0.66 −1.18

( f
o 

—
  
f
e 
)2/f

e
0.3544 0.9126 2.8080 0.0020 0.0567 0.2702 4.4040

X 2 = 0.3544 + 0.9126 + 2.8080 + 0.0020 + 0.0567 + 0.2702 = 4.4040

The degrees of freedom are

ν = number of classes – number of estimated parameters – 1

Table	6.29

No. of calls, X 0 1 2 3 4 5+ Total

Observed frequency, f
o

6 13 26 14 7 4 70

ν    =   6   –   1   –   1   = 4

From the tables, the critical value for a significance level of 5% and 4 degrees 
of freedom is 9.488.

The calculated test statistic, X 2 = 4.404. Since 4.404 < 9.488, H
0
 is accepted.

The data are consistent with a Poisson distribution for the number of calls.

The	number	of	
classes	is	6	because	
2	of	the	original	7	
classes	have	been	
combined.

λ	was	estimated	
as	2.214,	one	
restriction.

The	total	frequency	
(70)	is	one	restriction.
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goodness	of	fi	t	test	for	the	binomial	distribution

uSing	iCT

A	spreadsheet
You	can	also	use	a	spreadsheet	to	carry	out	the	steps	for	a	goodness	of	fi	t	test	for	
the	Poisson	model.	To	set	it	up,	you	would	need	to	take	the	following	steps.
●	 	 	Enter	the	variable	categories	and	the	observed	frequencies.	In	this	example	

they	are:
Table	6.30

No. of calls, X 0 1 2 3 4 5+

Observed frequency, f
o

6 13 26 14 7 4

●	 	 Find	the	mean	value.
●	 	 	Calculate	the	Poisson	probabilities	and	use	them	to	work	out	the	expected	

frequencies.
●	 	 Combine	classes	as	necessary	if	any	expected	frequencies	are	below	5.
●	 	 Calculate	the	individual	contributions	to	the	test	statistic.
●	 	 Find	the	sum	of	the	contributions.
●	 	 Find	the	degrees	of	freedom.
●	 	 	Find	the	p-value	using	the	formula	provided	with	the	spreadsheet,	for	

example	=	CHISQ.DIST.RT.
A	typical	display	for	this	example	is	shown	below.

Figure	6.7

You	can	adapt	these	steps	to	use	a	spreadsheet	to	test	for	goodness	of	fi	t	of	other	
distributions.

Example 6.4 An egg packaging fi rm has introduced a new box for its eggs. Each box holds 
six eggs. Unfortunately, it fi nds that the new box tends to mark the eggs. Data 
on the number of eggs marked in 100 boxes are collected.

Table	6.31

No. of marked eggs 0 1 2 3 4 5 6 Total

No. of boxes, f
o

3 3 27 29 10 7 21 100

It is thought that the distribution may be modelled by the binomial 
distribution. Carry out a test on the data at the 0.5% signifi cance level to 
determine whether the data can be modelled by the binomial distribution.

In	this	case,	the	
mean	works	out	to	
be	2.21429.

This	includes	the	
fi	nal	class	which	is	
open-ended.
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Solution
H0: The number of marked eggs can be modelled by the binomial 
distribution.

H1: The number of marked eggs cannot be modelled by the binomial 
distribution.

The binomial distribution has two parameters, n and p. The parameter n is 
clearly 6, but p is not known and so must be estimated from the data.

From the data, the mean number of marked eggs per box is

0 3 1 3 2 27 3 29 4 10 5 7 6 21
100 3.45× + × + × + × + × + × + × =

Since the population mean is np you may estimate p by putting 6p = 3.45

⇒ estimated p = 0.575 and estimated q = 1 − p = 0.425.

These parameters are now used to calculate the expected frequencies  
of 0, 1, 2, ... , 6 marked eggs per box in 100 boxes.

Table	6.32

x P(X = x)
Expected frequency, f

e

100 × P(X = x)

0 0.4256 0.0059 0.59

1 6 × 0.5751 × 0.4255 0.0478 4.78

2 15 × 0.5752 × 0.4254 0.1618 16.18

3 20 × 0.5753 × 0.4253 0.2919 29.19

4 15 × 0.5754 × 0.4252 0.2962 29.62

5 6 × 0.5755 × 0.4251 0.1603 16.03

6 0.5756 0.0361 3.61

In this case, there are three classes with an expected frequency of less than 5. 
The class for x = 0 is combined with the class for x = 1, bringing the 
expected frequency just over 5, and the class for x = 6 is combined with 
that for x = 5.

Table	6.33

No. of marked eggs, x 0, 1 2 3 4 5, 6 Total

Observed frequency, fo 6 27 29 10 28 100

Expected frequency, fe 5.37 16.18 29.19 29.62 19.64 100

( fo - fe) 0.68 10.82 −0.19 −19.62 8.36

( fo – fe)
2/fe 0.07 7.24 0.00 13.00 3.56

The test statistic, X 2 = 0.07 + 7.24 + 0.00 + 13.00 + 3.56 = 23.87
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Figure	6.8

From the tables, for the 0.5% significance level and ν = 3, the critical value  
of χ 2

3
 is 12.84.

Since 23.87 > 12.84, H0 is rejected.

The data indicate that the binomial distribution is not an appropriate model 
for the number of marked eggs. If you look at the distribution of the data, as 
illustrated in Figure 6.9, you can easily see why, since it is bimodal.

Marked eggs per box
0

0

10

30

20

2 3 4 5 61

f0

Figure	6.9

You	can	see	that	the	
distribution	has	two	
peaks.	They	are	not	both	
exactly	the	same	height,	
but	the	second	peak	
is	sufficiently	high	to	
suggest	bimodality.
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Example 6.5 It is generally believed that a particular genetic defect is carried by 10% 
of people. A new and simple test becomes available to determine whether 
somebody is a carrier of this defect, using a blood specimen. As part of a 
research project, 100 hospitals are asked to carry out this test anonymously on 
the next 30 blood samples they take. The results are as follows.

Table	6.34

Number of positive tests 0 1 2 3 4 5 6 7+

Frequency, f
o

11 29 26 20 9 3 1 1

Do these figures support the model that 10% of people carry this defect, 
independently of any other condition, at the 5% significance level?

Solution
H0: the model that 10% of people carry this defect is appropriate. 

H1: the model that 10% of people carry this defect is not appropriate.

The expected frequencies may be found using the binomial distribution 
B(30, 0.1).

Table	6.35

Number of 
positive tests 0 1 2 3 4 5 6 7+

Expected 
frequency, fe 4.24 14.13 22.77 23.61 17.71 10.23 4.74 2.58

The calculation then proceeds as follows.

Table	6.36

No. of positive 
tests 0, 1 2 3 4 5 6+ Total

Observed  
frequency, fo 40 26 20 9 3 2 100

Expected  
frequency, fe 18.37 22.77 23.61 17.71 10.23 7.32

(  fo – fe) 21.63 3.23 −3.61 −8.71 −7.23 −5.32

(  fo – fe)2/fe 25.47 0.46 0.55 4.28 5.11 3.87

The test statistic X 2 = 25.47 + 0.46 + 0.55 + 4.28 + 5.11 + 3.87

= 39.74

The degrees of freedom,

ν    =   6   –   0   –   1   = 5

Number	of	classes
No	parameters	
were	estimated

One	degree	of	freedom	
lost	because	of	the	
restriction	of	the	total

Since	the	expected	
frequencies	for	0	and	
1	positive	tests	are	
less	than	5,	you	need	
to	combine	these	two	
classes.	The	same	is	true	
for	6	and	7+.
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From the tables, for 5% signifi cance level and ν = 5, the critical value of χ2
5 is 

11.07. Since 39.74 > 11.07, H
0
 is rejected.

The data indicate that the binomial distribution with p = 0.1 is not an 
appropriate model.

ACTiviTy 6.1
Carry	out	a	goodness	of	fi	t	test	for	the	data	in	Example	6.4	using	the	p-value	
estimated	from	the	data	in	the	previous	example.

note	
1	 	Although	this	

example	is	like	the	
previous	one	in	
that	both	used	the	
binomial	distribution	
as	a	model,	the	
procedure	is	
different.	In	this	
case,	the	given	
model	included	the	
information	p =	0.1	
and	so	you	did	not	
have	to	estimate	
the	parameter	p.	
Consequently,	a	
degree	of	freedom	
was	not	lost	from	
doing	so.

2	 	The	value	of	X 2	
was	very	large	in	
comparison	with	the	
critical	value.	What	
went	wrong	with	the	
model?

You	will	fi	nd	that	if	
you	use	the	data	to	
estimate	p,	it	does	not	
work	out	to	be	0.1	but	a	
little	under	0.07.	Fewer	
people	are	carriers	of	
the	defect	than	was	
believed	to	be	the	case.	
If	you	work	through	the	
example	again	with	the	
model	p =	0.07,	you	will	
fi	nd	that	the	fi	t	is	good	
enough	for	you	to	start	
looking	at	the	left-hand	
tail	of	the	distribution.

The	left-hand	tail
The χ2 test is conducted as a 1-tail test, looking to see if the test statistic gives a 
value to the right of the critical value, as in the previous examples.

However, examination of the left-hand tail also gives information. In any 
modelling situation you would expect there to be some variability. Even when 
using the binomial to model a clear binomial situation, like the number of 
heads obtained in throwing a coin a large number of times, you would be very 
surprised if the observed and expected frequencies were identical. The left-hand 
tail may lead you to wonder whether the fi t is too good to be credible. The 
following very famous example was one of the fi rst published examples that 
brought the Poisson distribution to public notice.

Death from horse kicks
For a period of 20 years in the 19th century data were collected of the annual 
number of deaths caused by horse kicks per army corps in the Prussian army.

Table	6.37

No. of deaths 0 1 2 3 4

No. of corps, f
o

109 65 22 3 1
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These data give a mean of 0.61. The variance of 0.6079 is almost the same, 
suggesting that the Poisson model may be appropriate.

The Poisson distribution (0.61) gives these figures.

Table	6.38

No. of deaths 0 1 2 3 4 or more

No. of corps, f
e

108.7 66.3 20.2 4.1 0.7

This looks so close that there seems little point in using a test to see if the data 
will fit the distribution. However, proceeding to the test, and remembering to 
combine classes to give expected values of at least 5, the null and alternative 
hypotheses are as follows.

H0: Deaths from horse kick can be modelled by a Poisson distribution.

H1: Deaths from horse kick cannot be modelled by a Poisson distribution.

Table	6.39

No. of deaths 0 1 2 or more

Observed frequency, fo 109 65 26

Expected frequency, fe 108.7 66.3 25

(  fo − fe ) 0.3 −1.3 1

(  fo − fe )2/fe 0.001 0.025 0.040

The test statistic X 2 = 0.001 + 0.025 + 0.040

= 0.066

The degrees of freedom are given by

ν    =   3   −   1   −   1   = 1

The critical value of χ2 for 1 degree of freedom at the 5% significance level is 
3.841.

As 0.066 < 3.841 it is clear that the null hypothesis, that the Poisson distribution 
is an appropriate model, should be accepted.

The tables relating to the left-hand tail of the χ2 distribution give critical values 
for this situation. For example, the value for 95% significance level for ν = 1 is 
0.0039. This means that if the null hypothesis is true, you would expect a value 
for X 2 less than 0.0039 from no more than 5% of samples.

In this case, the test statistic is X 2 = 0.066. This is greater than the 95% critical 
value, and so you can conclude that a fit as good as this will occur with more 
than 1 sample in 20. That may well help allay your suspicions.

If your test statistic does lie within the left-hand critical region, you should 
check the data to ensure that the figures are genuine and that all the procedures 
have been carried out properly. There are three situations you should particularly 
watch out for.

Number	of	classes
One	parameters	
was	estimated

The	total	frequency	
imposes	one	restriction

Discussion	point
Looking	at	the	
expected	values	of	the	
Poisson	distribution	
in	comparison	with	
the	observed	values	
suggests	that	the	fit	is	
very	good	indeed.	Is	it	
perhaps	suspiciously	
good?	Might	the	data	
have	been	fixed?
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●● The model was constructed to fi t a set of data. It is then being tested by 
seeing how well it fi ts the same data. Once the model is determined, new 
data should be used to test it.

●● Some of the data have been omitted in order to produce a better fi t.
●● The data are not genuine.

Although looking at the left-hand tail of the χ2 distribution may make you 
suspicious of the quality of the data, it does not provide a formal hypothesis test 
that the data are not genuine. Thus the term critical region is not really appropriate 
to this tail: warning region would be better.

The χ2 test is a distribution-free test; this means that there are no modelling 
assumptions associated with the test itself. This has the advantage that the test 
can be widely used, but, on the other hand, it is not a very sensitive test. The 
test for rank correlation which you met in Chapter 4 is another example of 
a distribution-free test: one can test for rank correlation without knowing 
anything about the underlying bivariate distribution, but one frequently fi nds 
there is no signifi cant evidence of correlation.

  If you obtain a p-value for a goodness of fi t test, you need to take a little 
care interpreting it. The lower the p-value, the less likely it is that the sample 
could have been drawn from a distribution for which the null hypothesis 
is true; conversely, the higher the p-value, the more likely it is that that the 
sample could have been drawn from such a distribution. 

Quite often you will want to show that a certain distribution is appropriate 
and so you will associate a high p-value with a successful outcome. By contrast, 
in many other hypothesis tests, you are hoping to show that the null hypothesis 
is false, and so something special has happened; in such cases, a low p-value can 
be regarded as a successful outcome.

note	
You	will	meet	more	
distribution-free	tests	
in	Chapter	12.

①	 Find the expected frequencies of 0, 1, 2, 3, ≥ 4 successes if 80 observations 
are taken of a binomial random variable with n = 20 and p = 0.09.

②	 You are given that X ∼ Po(1.6). Find the expected frequencies of 
x = 0, 1, 2, 3, 4, ≥5 if 60 observations of X are taken.

③	 Part of a large simulation study requires the provision of many simulated 
observations that can be taken as coming from the Poisson distribution 
with parameter 2. There is a suspicion that this part of the simulation is not 
working properly.

	 Two hundred of the simulated observations are recorded in the form of a 
frequency table as follows.

Table	6.40

Number of simulated observations 0 1 2 3 4 ≥ 5

Frequency 20 40 52 49 27 12

	 Carry out a χ2 test, at the 5% level of signifi cance, to examine whether 
the required Poisson distribution can be assumed for the simulated 
observations.  [MEI, PART]

Exercise 6.2
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④	 A typist makes mistakes from time to time in a 200-page book. The number 
of pages with mistakes are as follows.

Table	6.41

Number of Mistakes 0 1 2 3 4 5

Number of Pages 18 62 84 30 5 1

(i)	 Test at the 5% significance level whether the Poisson distribution is an 
appropriate model for these data.

(ii)	 What factors would make it other than a Poisson distribution?

⑤	 A biologist crosses two pure varieties of plant, one with pink flowers, 
the other white. The pink is dominant so that the flowers of the second 
generation should be in the ratio pink : white = 3 : 1.

	 He plants the seeds in batches of 5 in 32 trays and counts the numbers of 
plants with pink and with white flowers in each tray.
Table	6.42

Number of White flowers 0 1 2 3 4 5

Frequency 9 12 7 2 1 1

(i)	 What distribution would you expect for the number of plants with 
white flowers in each tray?

(ii)	 Use these figures to test at the 2.5% significance level whether the 
distribution is that which you expected.

⑥	 As part of a survey, a railway company took a sample of 80 people, each of 
whom had recently travelled three times on a particular route, and asked 
them on how many of these three occasions they were generally satisfied 
with their journeys. The results were as follows.

Table	6.43

Number of occasions generally satisfied 0 1 2 3

Number of people 4 20 44 12

	 The company is considering fitting a binomial model to these data, with p 
taken as the probability of being generally satisfied on a journey.

(i)	 Estimate the value of p.

(ii)	 Use a suitable statistical procedure and 10% significance level to assess 
the goodness of fit of a binomial model.

(iii)	 What assumption is required about the sample? Discuss briefly whether 
this assumption is likely to hold. [MEI]

⑦	 An examination board is testing a multiple-choice question. They get 100 
students to try the question and their answers are as follows.

Table	6.44

Choice A B C D E

Frequency 32 18 10 28 12

	 Are there grounds, at the 10% significance level, for the view that the 
question was so hard that the students guessed the answers at random?
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⑧	 A student on a geography field trip has collected data on the size of rocks 
found on a scree slope. The student counts the number of large rocks (that 
is, heavier than a stated weight) found in a 2  m square at the top, middle and 
bottom of the slope.

Table	6.45

Top Middle Bottom

Number of large rocks 5 10 18

(i)	 Test at the 5% significance level whether these data are consistent 
with the hypothesis that the size of rocks is distributed evenly on the 
scree slope.

(ii)	 What does your test tell the student about the theory that large 
rocks will migrate to the bottom of the slope?

⑨	 A university student working in a small seaside hotel in the summer 
holidays looks at the records for the previous holiday season of 30 weeks. 
She records the number of days in each week on which the hotel had to 
turn away visitors because it was full. The data she collects are as follows.

Table	6.46

Number of days visitors 
turned away 0 1 2 3 4 5+ Total

Number of weeks 11 13 4 1 1 0 30

(i)	 Calculate the mean and variance of the data.

(ii)	 The student thinks that these data can be modelled by the binomial 
distribution. Carry out a test at the 5% significance level to see if the 
binomial distribution is a suitable model.

(iii)	 What other distribution might be used to model these data? Give your 
reasons.

⑩	 Morag is writing a book. Every so often she uses the spell check facility in 
her word processing software, and, for interest, records the number of mistakes 
she has made on each page. In the first 20 pages, the results were as follows.
Table	6.47

Number of mistakes/page 0 1 2 3 4+ Total

Frequency 9 6 4 1 0 20

(i)	 Explain why it is not possible to use the 
2χ  test on these data to decide 

whether the occurrence of spelling mistakes may be modelled by the 
Poisson distribution.

	 In the next 30 pages Morag’s figures are as follows.

Table	6.48

Number of mistakes/page 0 1 2 3 4+ Total

Frequency 14 7 7 0 2 30

(ii)	 Use the combined figures, covering the first 50 pages, to test whether 
the occurrence of Morag’s spelling mistakes may be modelled by the 
Poisson distribution. Use the 5% significance level.
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(iii)	 If the distribution really is Poisson, what does this tell you about the 
incidence of spelling mistakes? Do you think this is realistic?

⑪	 A local council has records of the number of children and the number of 
households in its area. It is therefore known that the average number of 
children per household is 1.40. It is suggested that the number of children 
per household can be modelled by the Poisson distribution with parameter 
1.40. In order to test this, a random sample of 1000 households is taken, 
giving the following data.

Table	6.49

Number of children 0 1 2 3 4 5+

Number of households 273 361 263 78 21 4

(i)	 Find the corresponding expected frequencies obtained from the 
Poisson distribution with parameter 1.40.

(ii)	 Carry out a χ2 test, at the 5% level of significance, to determine 
whether or not the proposed model should be accepted. State clearly 
the null and alternative hypotheses being tested and the conclusion 
which is reached. [MEI]

⑫	 Properties where people live are placed in one of eight bands for council 
tax assessment. Band A represents the lowest-value properties (up to  
£40 000) and band H represents the highest-value properties (over £320 000).

	 It is desired to investigate whether the distribution of properties within the 
eight bands in the city of Trumpton matches the national distribution.

	 A random sample of 500 properties in Trumpton is taken. The percentage 
of properties in each band nationally and the number of properties in each 
band in the sample are as follows.

Table	6.50

Band
Percentage of properties 
nationally

Number of properties in 
sample

A 14.2%  53

B 22.6% 105

C 20.8% 111

D 14.3%  80

E 11.4%  63

F 9.8%  49

G 5.9%  36

H 1.0%   3

Total 100.0% 500

(i)	 Find the expected frequency within each band in Trumpton based on 
the national proportions.

(ii)	 Carry out an appropriate hypothesis test, at the 10% significance level. 
State your hypotheses and conclusions carefully.

(iii)	 If a random sample of 1000 properties had been taken and there had 
been precisely twice as many properties in each band, what effect would 
this have on your conclusions in part (ii)? [MEI]
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⑬	 (i)  A random sample of supermarkets were sent a questionnaire on which 
they were asked to report the number of cases of shoplifting they had 
dealt with in each month of the previous year. The totals for each 
month were as follows.

Table	6.51

J F M A M J J A S O N D

16 12 10 17 6 18 16 17 10 22 14 16

Carry out a χ2 test at an appropriate level of significance to determine 
whether or not shoplifting is more likely to occur in some months than 
others. (You may take all months to be of the same length.) Make clear 
your null and alternative hypotheses, the level of significance you are 
using, and your conclusion.

You may, if you wish, use the fact that, when all the values of f
e
 are 

equal, the usual X2 test statistic may be written as

f f f
e

e
1  0

2Σ − Σ

(ii)	 Prove the result given at the end of part (i). [MEI]

⑭	 A man accuses a casino of having two loaded dice. He throws them 360 
times with the following outcomes for their sum at each throw.

Table	6.52

Total 2 3 4 5 6 7 8 9 10 11 12

Frequency 5 15 30 35 45 61 53 45 31 24 16

(i)	 State null and alternative hypotheses for a test to investigate whether 
the dice are fair.

(ii)	 Show that the expected frequency for totals of 2 and 5 are 10 and 40, 
respectively.

(iii)	 Does the man have grounds for his accusation at the 5% significance level?

⑮	 The manager of a large supermarket has recently moved from one store to 
another. At the previous store, it was known from surveys that 42% of the 
customers lived within 5 miles of the store, 35% lived between 5 and 10 
miles from the store and the remaining 23% lived more than 10 miles from 
the store. The manager wishes to test whether the same proportions apply at 
the new store.

	 One Saturday morning, the first 100 customers to enter the store after  
11.00 am were asked how far from the store they lived. The results, grouped 
into the same categories as for the previous store, were as follows.

Table	6.53

Distance (miles) 0–5 5–10 more than 10

Number of customers 34 48 18

(i)	 Assuming that this is a random sample of all the customers at the 
store, test at the 5% level of significance whether the proportions at 
the manager’s new store may be taken to be the same as those at the 
previous store. Discuss your conclusions briefly.

(ii)	 Discuss whether this is likely to be a random sample. [MEI]
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⑯	 In a survey of five towns, the population of the town and the number of 
petrol-filling stations were recorded as follows.

Table	6.54

Town
Population
(to nearest 10 000)

Number of filling 
stations

A 4 22

B 3 16

C 7 35

D 6 27

E 12 60

Totals 32 160

	 A researcher decided to test the hypothesis that the number of filling 
stations was directly proportional to the size of the town’s population. Show 
that, on this basis, the expected number of garages for town A would be 20, 
and test the hypothesis at the 10% significance level stating your conclusions 
clearly.  [MEI ADAPTED]

Key	PoinTS

1	Contingency	tables
	 To	test	whether	the	variables	in	an	m ×	n contingency	table	are	independent	the	

steps	are	as	follows.
(i)	 	 	The	null	hypothesis	is	that	the	variables	are	independent,	the	alternative	

is	that	they	are	not.
(ii)	 	 Calculate	the	marginal	(row	and	column)	totals	for	the	table.
(iii)		 	Calculate	the	expected frequency	in	each	cell.
(iv)		 	Check	that	the	expected	frequencies	are	all	at	least	5.	If	not,	combine	

rows	or	columns.

(v)	 	 	The	χ 2	statistic	is	given	by	X 2	 f f
f

o e

e

2

∑( )−
	where	fo	is	the	observed	

frequency	and	fe	is	the	expected	frequency	in	each	cell.
(vi)		 Apply	Yates’s	Correction	in	the	case	of	a	2	×	2	table.
(vii)	 		The	degrees of freedom,	ν,	for	the	test	is	(m	–	1)(n	–	1)	for	an	m	×	n	table.
(viii)			Read	the	critical	value	from	the	χ 2	tables	(alternatively,	use	suitable	

software)	for	the	appropriate	degrees	of	freedom	and	significance	level.	
If	X 2	is	less	than	the	critical	value,	the	null	hypothesis	is	accepted;	
otherwise	it	is	rejected.

(ix)		 	If	two	variables	are	not	independent,	then	there	is	an	association	between	
them.

2	goodness	of	fit	tests
	 To	test	whether	a	distribution	models	a	situation,	the	steps	are	as	follows.

(i)	 	 Select	your	model,	binomial,	Poisson,	etc.
(ii)	 	 Set	up	null	and	alternative	hypotheses	and	choose	the	significance	level.
(iii)		 Collect	data.	Record	the	observed	frequency	for	each	outcome.
(iv)		 	Calculate	the	expected	frequencies	arising	from	the	model.
(v)	 	 	Check	that	the	expected	frequencies	are	all	at	least	5.	If	not,	combine	

classes.
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(vi)		 	Calculate	the	test	statistic.

	 	 The	χ 2	statistic	is	given	by	X 2	
f f
f

o e

e

2

∑( )−
.

(vii)	 	Find	the	degrees	of	freedom,	v,	for	the	test	using	the	formula.		
ν	=	number	of	classes	–	number	of	estimated	parameters	–	1		
where	the	number	of	classes	is	counted	after	any	necessary	combining	
has	been	done.

(viii)			Read	the	critical	value	from	the	χ 2	tables	for	the	appropriate	degrees	of	
freedom	and	significance	level.	If	X 2	is	less	than	the	critical	value,	the	
null	hypothesis	is	accepted;	otherwise	it	is	rejected.

(ix)		 	Draw	conclusions	from	the	test	–	state	what	the	test	tells	you	about	the	
model.

leArning	ouTComeS
When	you	have	completed	this	chapter	you	should	be	able	to:
➤● interpret	bivariate	categorical	data	in	a	contingency	table
➤● know	when	to	combine	cells,	rows	or	columns
➤● know	when	and	how	to	use	Yates’s	Correction
➤● apply	the	χ 2	test	to	a	contingency	table
➤● carry	out	a	χ 2	test	for	goodness	of	fit	of	a	uniform,	binomial,	geometric,	

Poisson	or	other	specified	model
➤● interpret	the	results	of	a	χ 2	test	using	tables	of	critical	values
➤● comment	on	which	cells	produce	the	largest	discrepancies.
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It is utterly implausible 
that a mathematical 
formula should make 
the future known to us, 
and those who think it 
can would once have 
believed in witchcraft.

Betrand	de	Jouvenel

Bivariate data (regression lines)5

Janice	grows	tomatoes	in	her	greenhouse.	Every	year,	she	uses	a	liquid	feed	to	
try	to	get	a	bigger	yield.	One	year,	she	wonders	if	there	is	a	relationship	
between	the	amount	of	fertiliser	she	uses	and	the	yield	of	the	tomatoes.	She	
does	an	experiment	where	she	takes	seven	tomato	plants	and	gives	each	of	
them	a	different	amount	of	feed.	The	following	table	shows	the	amount	of	
fertiliser,	x	ml,	and	the	yield,	y	kg,	for	each	of	the	plants.
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Table	5.1

x 40 80 120 160 200 240 280

y 3.1 3.8 3.6 4.0 4.4 4.4 4.3

Figure 5.1 shows a scatter diagram for the data that Janice collected.

0 
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80 120 160 200 240 280
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y

Figure	5.1

Looking at her scatter diagram, Janice thinks that there is probably a relationship 
between the amount of fertiliser and the yield. She considers drawing a line of 
best fit by eye but then a friend suggests that she should use a calculation to find 
the equation of a suitable line.

1		The	least	squares	regression	line	
(random	on	non-random)

A correlation coefficient provides you with a measure of the level of linear 
association between the two variables in a bivariate distribution.

If this indicates that there is a relationship, your question will be ‘What is it?’ In 
the case of linear correlation, it can be expressed algebraically as a linear equation 
or geometrically as a straight line on the scatter diagram.

Before you do any calculations, you first need to look carefully at the two 
variables that give rise to your data. It is normal practice to plot the dependent 
variable on the vertical axis and the independent variable on the horizontal axis. 
In the example above, the independent variable was the dose the tomatoes 
were given. In many situations, the independent variable is the time at which 
measurements are made. Notice that these are non-random variables. The 
procedure that follows leads to the equation of the regression line, the line of best 
fit in these circumstances. The same procedure is used for bivariate data when 
you are estimating a value of y from a specified value of x, with the usual x- and 
y-axes.

Look at the scatter diagram (Figure 5.2) showing the n points A(x
1
, y

1
),  

B(x
2
, y

2
), ..., N(xn, yn). On it is marked a possible line of best fit l. If the line l 

passed through all the points there would be no problem since there would be 
perfect linear correlation. It does not, of course, pass through all the points and 
you would be very surprised if such a line did in any real situation.

Notice	that	the	
amount	of	liquid	
feed	is	not	a	random	
variable;	it	is	a	
controlled	variable.

You	can	see	this	from	
the	way	that	the	
values	of	x	go	up	in	
steps	of	40.	These	are	
the	doses	given	in	ml.
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ε2    y2 – (a + bx2)
is positive. 

ε1 is negative

Line l has equation

y = a + bx

(xn , yn)
(x2 , y2)

(x1 , y1)

(x3 , y3)

N
εn

A

B

C ε3

A‘(x1, a + bx1)

x

y

ε2

y1 – (a + bx1)ε1=

=

Figure	5.2	Bivariate data plotted on a scatter diagram with the regression line, l, 
y = a + bx, and the residuals	 nε ε ε…, , ,1 2

By how much is it missing the points? The answer to that question is shown by 
the vertical lines from the points to the line. Their lengths nε ε ε…, , ,1 2  are called 
the residuals and represent any variation which is not explained by the line l. The 
least squares regression line is the line which produces the least possible value of the 
sum of the squares of the residuals, ε ε ε+ +…+1

2
2
2 2

n .

If the equation of the line l is y = a + bx, then it is easy to see that the point 
A´ on the diagram, directly above A, has co-ordinates (x

1
, a + bx

1
) and so the 

corresponding residual, ε1 , is given by ε1  = y
1
 - (a + bx

1
). Similarly, for n, ,2ε ε… .

The problem is to fi nd the values of the constants a and b in the equation of the 
line l which make nε ε ε+ +…+1

2
2
2 2 a minimum for any particular set of data, 

that is, to minimise

y x y x y xn1 1

2

2 2

2
− +( )  + − +( )  + + − +a b a b a b...

nn( ) 
2

The mathematics involved in taking this step is beyond the scope of this book.

However, there will be times when you want to use resulting equation of the 
regression line; it is given below.

y y b x x

b
S
S
xy

xx

( )− = −

=where

For Janice’s data on the yield from tomato plants you can fi nd the equation of 
the regression line as follows.

note
You	have	already	met	
Sxx and	Sxy in	Chapter	4.	
They	are	defi	ned	as:

S x x x nx
xx

= − = −Σ Σ( )2 2 2

= Σ( − )( − )

= Σ −

S x x y y

xy nx y
xy
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Table	5.2

x y x2 xy
  40  3.1   1600  124

  80  3.8   6400  304

 120  3.6  14 400  432

 160  4.0  25 600  640

 200  4.4  40 000  880

 240  4.4  57 600 1056

 280  4.3  78 400 1204

Total 1120 27.6 224 000 4640

x x
n y y

n= = = = = = …Σ Σ1120
7 160 27 6

7 3 94. .

S x nxxx 224000 7 160 448002 2 2= Σ − = − × =

S xy nx y
S
Sxy
xy

xx
  4640 7 160 3.94 224  224

44800 0.005b= Σ − = − × × … = = = =

Hence the least squares regression line is given by

y y x x− = −( )b

y x( )− … = −3.94  0.005 160

y x= +3.14 0.005

notes
1 In	the	preceding	work	you	will	see	that	only	variation	in	the	y values	has	been	

considered.	The	reason	for	this	is	that	the	x values	represent	a	non-random	
variable.	That	is	why	the	residuals	are	vertical	and	not	in	any	other	direction.	
Thus	y1,	y2,...	are	values	of	a	random	variable	y given	by	y =	a +	bx +	E,	where	
E	is	the	residual	variation,	the	variation	that	is	not	explained	by	the	regression	
line.

2	 The	goodness	of	fi	t	of	a	regression	line	may	be	judged	by	eye	by	looking	at	a	
scatter	diagram.	An	informal	measure	which	is	often	used	is	the	coeffi	cient	of	
determination,	r2,	which	measures	the	proportion	of	the	total	variation	in	the	
dependent	variable,	Y,	which	is	accounted	for	by	the	regression	line.	There	is	
no	standard	hypothesis	test	based	on	the	coeffi	cient	of	determination.

3	 This	form	of	the	regression	line	is	often	called	the	regression line of	y on x.	
If,	for	some	reason,	you	had	y as	your	independent	variable,	you	would	use	
the	‘x on	y’	form	obtained	by	interchanging	x and	y in	the	equations.

As	when	calculating	the	
correlation	coeffi	cient,	
the	fi	rst	step	in	
calculating	the	equation	
of	the	reg	ression	line	is	
to	fi	nd	the	mean	values	of	
x	and	y.

Controlled and response variables
In the random-on-non-random scenario the non-random variable is often 
called the independent variable and the random variable is called the dependent or 
response variable. It is often the case that the independent variable is controlled – 
its values are determined by the experimenter or are inherent in the structure 
of the experiment. Examples might include the quantity of fertiliser added to 
produce varying quantities of crop yield, or the temperature at which diff erent 
masses of a chemical will dissolve in a fi xed volume of water.

9781510414501.indb   117 07/10/17   3:46 PM

DRAFT C
OPY



The least squares regression line (random on non-random)

118

Table	5.3

Time, x (hours) 0 1 2 3 4 5

Concentration, y 2.4 4.3 5.2 6.8 9.1 11.8

(i) Find the equation of the regression line of y on x.
(ii) Illustrate the data and your regression line on a scatter diagram.
(iii) Estimate the concentration of the chemical in the patient’s blood at

(a) 3½ hours,
(b) 10 hours after treatment started.
Comment on the likely accuracy of your predictions.

(iv) Calculate the residuals for each data pair. Check that the sum of the 
residuals is zero and find the sum of the squares of the residuals.

Solution
(i) n = 6

Table	5.4

x y x2 xy

 0  2.4  0   0.0

 1  4.3  1   4.3

 2  5.2  4  10.4

 3  6.8  9  20.4

 4  9.1 16  36.4

 5 11.8 25  59.0

15 39.6 55 130.5

x x
n y y

n= Σ = = = Σ = =15
6 2.5  39.6

6 6.6

S x nxxx = Σ − = − × =55 6 2.5 17.52 2 2

S xy nxyxy = Σ − = − × × =  130.5 6 2.5 6.6 31.5
S
S
xy

xx
= = =31.5

17.5 1.8b

Hence the least squares regression line is given by

y y x x( )− = −b

y − 6.6 = 1.8(x − 2.5)

y x= +2.1 1.8

You	can	see	from	the	
intervals	that	x	is	a	
controlled	variable.

A patient is given a drip feed containing a particular chemical and its 
concentration in his blood is measured, in suitable units, at one hour intervals 
for the next five hours. The doctors believe the figures to be subject to 
random errors, arising both from the sampling procedure and the subsequent 
chemical analysis, but that a linear model is appropriate.

Example 5.1
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Figure	5.3

(iii) When x = 3.5,
 y = 2.1 + 1.8 × 3.5
     = 8.4.
 When x = 10,
 y = 2.1 + 1.8 × 10
     = 20.1.

 The concentration lies between the measured values of the concentration 
at a time between 3 hours and 4 hours, so the prediction seems quite 
reasonable.

 The time ten hours is a long way outside the set of data times; there is 
no indication that the linear relationship can be extrapolated to such 
a time, even though there seems to be a good fi t, so the prediction is 
 probably unreliable.

(iv) For each pair of data, (x, y), the corresponding point on the regression 
line is denoted by x y( ), ˆ . So the predicted value is ŷ = 2.1 + 1.8x.

 Corresponding values of y and ŷ  are tabulated below, together with the 
 residuals and their squares.

Table	5.5

x y ŷ y – ŷ ( y – ŷ)2

 0  2.4  2.1 0.3 0.09

 1  4.3  3.9 0.4 0.16

 2  5.2  5.7 -0.5 0.25

 3  6.8  7.5 -0.7 0.49

 4  9.1  9.3 -0.2 0.04

 5 11.8 11.1  0.7 0.49

15 39.6 39.6  0.0 1.52

You can see that the sum of the residuals, y y( )Σ − ˆ  is zero, and that the 

sum of the squares of the residuals, y y( )Σ − ˆ 2, is 1.52.

In	this	case,	the	value	of	
x	from	which	you	want	to	
predict	the	value	of	y	lies	
within	the	range	of	data	
values.

This	is	an	example	of	
interpolation	(meaning	
within	the	points).

note
So	the	actual	data	point	
(x,y)	is	in	the	same	
vertical	line	as	(x,ŷ)	on	
scatter	diagram.

note
If	the	same	procedure	
were	carried	out	using	
the	same	data	with	any	
other	line,	the	sum	of	the	
squares	of	the	residuals	
would	work	out	to	be	
greater	than	1.52.

In	this	second	case,	the	
value	of	x	from	which	
you	want	to	predict	the	
value	of	y	lies	outside	the	
range	of	data	values.

This	is	an	example	of	
extrapolation	(meaning	
outside	the	points).
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1 Enter the data in two columns.

2 Use the formulae provided by your spreadsheet, for example SLOPE and 
INTERCEPT. In Figure 5.4 they are in cells B12 and B13.

3 To obtain a scatter diagram of your data, highlight the two columns of data 
and then choose the relevant options, for example Insert followed by scatter 
diagram. Customise it as necessary.

4 You can display the least squares regression line on the scatter diagram by 
highlighting the data points on the diagram, right-clicking and choosing the 
relevant option such as ‘add trendline’. You can also display the equation by 
choosing the relevant option when you add the ‘trendline’.

Figure	5.4

Exercise 5.1
①	 For the following bivariate data

(i) Find the mean values of x and y.

(ii)	 Find the values of Sxx and Sxy.

(iii)	 Find the equation of the least squares regression line of y on x.

Table	5.6

x 5 10 15 20 25

y 30 28 27 27 21

②	 Calculate the equation of the regression line of y on x for the following 
distribution and use it to estimate the value of y when x = 42.

Table	5.7

x 25 30 35 40 45 50

y 78 70 65 58 48 42

③	 The 1980 and 2000 catalogue prices, in pence, of fi ve British postage stamps 
are as follows.

Table	5.8

1980 price, x  10  20  30  40  50

2000 price, y 100 215 280 360 450

(i)	 Plot these data on a scatter diagram.

(ii)	 Calculate the equation of the regression line and draw it accurately on 
your scatter diagram.

They	are	columns	A	and	B	in	Figure	5.4.
uSing	iCT

A	spreadsheet
Setting	up	a	
spreadsheet	to	work	
out	the	coeffi	cients	
a and	b of	the	least	
squares	regression	
line,	y =	a +	bx,	is	fairly	
straightforward;	it	
will	also	display	a	
scatter	diagram.	This	is	
illustrated	in	Figure	5.4	
using	the	data	from	the	
previous	example.	It	is	
obtained	by	carrying	out	
these	steps.
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(iii)	 Another stamp was valued at £5 in 1980 and £62 in 2000. Comment.

(iv)	 Calculate the values of the five residuals and illustrate them on your 
graph.

(v)	 Find the sum of the squares of the residuals and relate this to the least 
squares regression line. [MEI]

④	 The speed of a car, v m s−1, at time t s after it starts to accelerate is shown in 
the table below, for 0 ≤ t ≤ 10.

Table	5.9

t 0 1 2 3 4 5 6 7 8 9 10

v 0 3.0 6.8 10.2 12.9 16.4 20.0 21.4 23.0 24.6 26.1

	 (Σt = 55, Σv = 164.4, Σt2 = 385, Σv2 = 3267.98, Σtv = 1117.0.)

	 The relationship between t and v is initially modelled by using all the data 
above and calculating a single regression line.

(i) Plot a scatter diagram of the data, with t on the horizontal axis and v 
on the vertical axis.

(ii)	 Using all the data given, calculate the equation of the regression line 
of v on t. Give numerical coefficients in your answers correct to 
3 significant figures.

(iii)	 Calculate the product moment correlation coefficient for the given 
data.

(iv)	 Comment on the validity of modelling the data by a single straight line 
and on the answer obtained in part (iii).

⑤	 The results of an experiment to determine how the percentage sand content 
of soil, y, varies with the depth in cm below ground level, x, are given in the 
following table.

Table	5.10

x 0 6 12 18 24 30 36 42 48

y 80.6 63.0 64.3 62.5 57.5 59.2 40.8 46.9 37.6

(i)	 Illustrate the data by a scatter diagram.

(ii)	 Calculate the equation of the regression line and plot it on your graph.

(iii)	 Use your regression equation to predict the values of y for x = 50 and  
x = 100. Comment on the validity of your predictions.

(iv)	 Calculate the residuals and explain why their sum is zero. [MEI]

⑥	 Observations of a cactus graft were made under controlled environmental 
conditions. The table gives the observed heights, y cm, of the graft at x 
weeks after grafting. Also given are the values of z = ln(y).

Table	5.11

x 1 2 3 4 5 6 8 10

y 2.0 2.4 2.5 5.1 6.7 9.4 18.3 35.1

z = ln(y) 0.69 0.88 0.92 1.63 1.90 2.24 2.91 3.56

(i) Draw two scatter diagrams, one for y and x, and one for z and x.

9781510414501.indb   121 07/10/17   3:46 PM

DRAFT C
OPY



The least squares regression line (random on non-random)

122

(ii)	 It is desired to estimate the height of the graft seven weeks after grafting. 
Explain why your scatter diagrams suggest the use of the line of regression 
of z on x for this purpose, but not the line of regression of y on x.

(iii)	 Obtain the required estimate given that Σx = 39, Σx2 = 255,  
Σz = 14.73, Σz2 = 34.5231, Σxz = 93.55. [MEI]

⑦	 In an experiment on memory, five groups of people (chosen randomly) 
were given varying lengths of time to memorise the same list of 40 words. 
Later, they were asked to recall as many words as possible from the list. The 
table below shows the average number of words recalled, y, and the time 
given, t s.

Table	5.12

t 20 40 60 80 100

y 12.1 18.5 22.8 24.6 24.0

(i) Plot the data on a scatter diagram.

(ii)	 Calculate the equation of the regression line for y on t.
(iii)	 Use your regression line to predict y when t = 30 and t = 160. 

Comment on the usefulness or otherwise of these results.

(iv)	 Discuss briefly whether the regression line provides a good model or 
whether there is a better way of modelling the relationship between y 
and t. [MEI]

⑧	 A farmer is investigating the relationship between the density at which 
a crop is planted and the quality. By using more seed per hectare (x) he 
can increase the yield, but he suspects that the percentage of high-quality 
produce (y) may fall. The farmer collects data which he enters into the 
spreadsheet below. He also uses the spreadsheet to produce a scatter diagram.

	
Figure	5.5

(i) Discuss how suitable a straight line model would be for the relationship 
between y and x.

(i) Use the sums in the spreadsheet to help you calculate the equation of 
the regression line of y on x.

(i) Obtain from your regression line the predicted values of y at x = 145 
and x = 180. Comment, with reasons, on the likely accuracy of these 
predictions.
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⑨	 A car manufacturer is testing the braking distance for a new model of car. 
The table shows the braking distance, y m, for different speeds, x km h-1, 
when the brakes were applied.

Table	5.13

Speed of car, x km h-1 30 50 70 90 110 130

Braking distance, y m 25 50 85 155 235 350

(i) Plot a scatter diagram on graph paper.

(ii)	 Calculate the equation of the regression line of y on x. Draw the line 
on your scatter diagram, together with the residuals.

(iii)	 Use your regression equation to predict values of y when x = 100 
and x = 150. Comment, with reasons, on the likely accuracy of these 
predictions.

(iv)	 Discuss briefly whether the regression line provides a good model or 
whether there is a better way of modelling the relationship between y 
and x. [MEI]

⑩	 The authorities in a school are concerned to ensure that their students enter 
appropriate mathematics examinations. As part of a research project into 
this they wish to set up a performance-prediction model. This involves the 
students taking a standard mid-year test, based on the syllabus and format of 
the final end-of-year examination.

	 The school bases its model on the belief that in the final examination 
students will get the same things right as they did in the mid-year test and, 
in addition, a proportion, p, of the things they got wrong.

	 Consequently, a student’s final mark, y %, can be predicted on the basis of his 
or her test mark, x%, by the relationship

y x p x( )= + × −100

p ( )= + ×Final mark test mark the marks the student did not get on the test

	 Investigate this model, using the following bivariate data. Start by finding 
the y on x regression line and then rearrange it to estimate p.

Table	5.14

x y x y x y x y
40 55 27 44 60 72 46 70

22 40 32 50 50 70 70 85

10 25 26 49 90 95 33 63

46 68 68 76 30 50 40 60

66 75 54 66 64 80 56 57

8 32 68 70 100 100 45 55

48 69 88 92 44 50 78 85

58 66 48 59 58 62 68 80

50 51 82 90 54 60 78 85

80 85 66 76 24 31 89 91
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2		The	least	squares	regression	line	
(random	on	random)

Although the approach so far is only true for a random variable on a non-
random variable, it happens that, for quite diff erent reasons, the same form of the 
regression line applies if both variables are random and have a bivariate Normal 
distribution. If this is the case, the scatter diagram will show an approximately 
elliptical distribution. Since this is a common situation, this form of the 
regression line may be used more widely than might at fi rst have seemed to be 
the case. To estimate x from y a diff erent line is used, the regression line of x on 
y but that is beyond the scope of this book.

The VR (verbal reasoning) and NVR (non-verbal reasoning) scores for a 
group of 60 students were obtained from tests given to the students on the 
two areas; these variables are labelled x and y respectively.

Summary fi gures are as follows:

 Σx = 7105, Σy = 7132, Σx2 = 846357, Σy2 = 853620, Σxy = 846371, n = 60.

The correlation coeffi  cient between x and y is 0.337.

The following scatter diagram illustrates the data.
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150

100 110 120 130 140 150
x

y

Figure	5.6

(i)  Explain why it may be appropriate to calculate the equation of a 
regression line, despite the fact that both variables are random.

(ii)  Calculate the equation of a regression line which is suitable to estimate 
the value of the NVR score for a student who missed the NVR test but 
whose VR score is known.

(iii) Estimate the NVR score for a student whose VR score is 120.

(iv) Comment on how reliable your estimate is likely to be.

note
The	y	on	x	regression	
line	estimates	the	
expectation	of	y	as	a	
linear	function	of	the	
value	of	x	(and	the	
equivalent	for	any	pair	
of	variables).

Example 5.2
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Solution
(i)  Although both variables are random, the scatter diagram appears to have 

a roughly elliptical shape and so the distribution of the variables may be 
bivariate Normal.

(ii)  Since you are trying to estimate the value of y you need to use the 
regression line of y on x:

y y
S
S x xxy

xx
( )− = −

= Σ −
Σ Σ

= − × =846371 7105 7132
60 1823.333S xy

x y
nxy

  846357 7105
60 5006.5832

2 2

S x
x
nxx

( )= Σ − Σ = − =

The equation of the regression line is

7132
60

1823.333
5006.583

7105
60y x( )− = −

So 118.867 0.364187 118.417y x( )− = −

So 0.364 75.74y x= +

(iii) The estimate is 0.364 120 75.74 119.4y = × + =

(iv)	 •	 	The	scatter	diagram	shows	that	the	points	do	not	lie	very	close	to	a	
straight line.

•	 The	correlation	coefficient	r is 0.337 which is not very high.

 Although the value of x is well in the middle of the data, these two 
indicators suggest that the estimate is not likely to be very reliable.

Exercise 5.2
①	 Use a spreadsheet to find the equation of the regression line of y on x for 

these bivariate data.

Table	5.15

x  6.3  8.7  4.2  3.7  6.5

y 24.7 39.2 19.6 20.3 26.2

②	 Calculate the equation of the regression line of y on x for these bivariate 
data.

Table	5.16

x  69.0  66.5  71.5  63.6  98.8  52.4  64.0  79.9

y 297.9 310.5 300.5 296.7 416.3 261.1 285.9 321.8
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③	 The bivariate sample illustrated in the scatter diagram shows the heights, 
x cm, and masses, y kg, of a random sample of 20 students.
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Figure	5.7

Σx = 3358, Σx2 = 567 190, Σy = 1225, Σy2 = 76 357, Σxy = 206 680.

(i) Calculate the equation of a regression line which is suitable to estimate 
the weight of a student whose height is known.

(ii)	 Estimate the weight of a student whose height is 180 cm.

(iii)	 Comment, with reasons, on the likely accuracy of your estimate in part (ii).

(iv)	 Explain whether you should use your regression line to estimate the 
height of a student whose weight was 62 kg. [MEI]

④	 A medical statistician wishes to carry out a hypothesis test to see if there is 
any correlation between the head circumference and body length of newly 
born babies.

(i)	 State appropriate null and alternative hypotheses for the test.

A random sample of 20 newly born babies have their head circumference, 
x cm, and body length, y cm, measured. This bivariate sample is illustrated in 
the scatter diagram.
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	 Summary statistics for this data set are as follows.

	 n = 20, Σx = 691, Σy = 1018, Σx2 = 23 917, Σy2 = 51 904, Σxy = 35 212.5

(ii)	 Calculate the product moment correlation coefficient for the data. 
Carry out the hypothesis test at the 1% significance level, stating the 
conclusion clearly. What assumption is necessary for the test to be valid?

(iii)	 Use a suitable regression line to estimate the body lengths of babies 
whose head circumferences are 36.0 cm and 29.0 cm.

(iv)	 Comment, with reasons, on the likely accuracy of these estimates. [MEI]

⑤	 An investment analyst thinks that there may be correlation between the 
cost of oil, $ x dollars per barrel, and the price of a particular share, y p. 
The analyst selects 50 days at random and records the values of x and y. 
Summary statistics for these data are shown below.

	 Σx = 2331.3, Σy = 6724.3, Σx2 = 111984, Σy2 = 921361, Σxy = 316345,  
n = 50

(i) Calculate the sample product moment correlation coefficient. What 
does this tell you about a scatter diagram representing the points?

(ii)	 Carry out a hypothesis test at the 5% significance level to investigate 
the analyst’s belief. State your hypotheses clearly, defining any symbols 
which you use.

(iii)	 An assumption that there is a bivariate Normal distribution is required 
for this test to be valid. State whether it is the sample or the population 
which is required to have such a distribution.

(iv)	 Explain why a 2-tail test is appropriate even though the sample has a 
positive correlation coefficient.

(v)	 Use the regression line of share price on oil price to estimate the share 
price when the oil price is $65. [MEI]

⑥	 The best times for a 400 m race in ten ‘Olympic’ years are as follows.

Table	5.17

Years after 
1900, x

60 64 68 72 76 80 84 88 92 96

Time, y  55.5 54.2 54.3 52.9 52.3 52.6 50.7 51.0 49.6 48.9

(i) Plot the data on a scatter diagram.

(ii)	 Calculate the equation of the regression line of y on x.

(iii)	 Identify an important point through which a regression line must pass, 
marking this point on your diagram. Draw the regression line on the 
scatter diagram and indicate the residuals.

(iv)	 Use your regression equation to predict the best times for the race in 
the years 2000 and 2020. Comment on the likely accuracy of these 
predictions. [MEI]
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⑦	 An experiment was conducted to determine the mass, y g, of a chemical 
that would dissolve in 100 ml of water at x °C. The results of the experiment 
were as follows.

Table	5.18

Temperature, x (°C) 10 20 30 40 50

Mass, y (g) 61 64 70 73 75

(i) Represent the data on graph paper.

(ii)	 Calculate the equation of the regression line of y on x. Draw this line 
on your graph.

(iii)	 Calculate an estimate of the mass of the chemical that would dissolve in 
the water at 35 °C.

(iv)	 Explain why the regression line of y on x can be used to estimate the 
temperature at which 66 g of chemical can be dissolved, and find this 
estimate.

(v)	 Calculate the residuals for each of the temperatures. Illustrate them on 
your graph.

(vi)	 The regression line is often referred to as ‘the least squares regression 
line’. Explain what this means in relation to the residuals. [MEI]

⑧	 A science student took the temperature of a cup of coffee for ten one-
minute intervals with the following results.

Table	5.19

Time, x (minutes)  0  1  2  3  4  5  6  7  8  9 10

Temperature, y (°C) 96 84 73 64 55 49 44 40 36 33 31

	 n = 11, Σx = 55, Σy = 605, Σx2 = 385, Σxy = 2326

(i)	 The science student calculates the equation of the least squares 
regression line of y on x and uses it to predict the temperatures 
after 4.3 mins and after 15 mins. Obtain the regression line and the 
predictions. Show that both of these predictions are unsatisfactory.

(ii)	 Plot a scatter diagram on graph paper to illustrate the data. Draw the 
regression line and the residuals on your diagram. By considering 
the pattern of the residuals, discuss whether there is a better way of 
modelling the relationship between temperature and time. [MEI]

⑨	 A car manufacturer is introducing a new model. The car is tested for fuel 
economy three times at each of four different speeds. The values of the fuel 
economy, y miles per gallon (mpg), at each of the speeds, x miles per hour 
(mph), are displayed in the following table.

Table	5.20

x 40 40 40 50 50 50 60 60 60 70 70 70

y 52.7 53.8 54.5 48.1 49.7 51.3 43.3 41.1 48.0 37.5 42.0 44.7

 n = 12, Σx = 660, Σy = 566.7, Σx2 = 37 800, Σxy = 30 533
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(i)	 Explain which of the variables is controlled and how you can tell  
that it is.

(ii)	 Represent the data by a scatter diagram, drawn on graph paper.

(iii)	 Calculate the equation of the regression line of y on x and plot it on 
your scatter diagram.

(iv)	 Hence predict the fuel economy of the car at speeds of

(a) 45 mph

(a)	 65 mph.

(v)	 Use your scatter diagram to compare the reliability of your predictions 
in part (iv).

 What do your comments suggest about the validity of a least squares 
regression line for this data set? [MEI]

⑩	 The approximate population of the world in billions from the year 1900 to 
2000 is displayed in the following table.

Table	5.21

Year, x 1900 1910 1920 1930 1940 1950 1960 1970 1980 1990 2000

Popula-
tion, y

1.67 1.75 1.86 2.07 2.30 2.56 3.04 3.71 4.45 5.28 6.08

(i)	 Draw a scatter diagram to illustrate the data.

(ii)	 Explain why it would not be sensible to find the equation of the 
regression line of Population on Year.

(iii)	 Let z = x – 1900. Display the values of z and of z2, together with y in a 
new table.

(iv)	 Draw a scatter diagram with z2 on the horizontal axis and y on the 
vertical axis.

(v)	 Calculate the equation of the regression line of y on z2 and plot it on 
your scatter diagram.

(vi)	 Hence estimate the population of the world in

(a)	 the year 1995

(b)	 the year 2100.

(vii)	 Comment on the reliability of each of your estimates.
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leArning	ouTComeS
When	you	have	completed	this	chapter	you	should	be	able	to:

●➤ obtain	the	equation	of	the	least	squares	regression	line	for	a	random	variable	
on	a	non-random	variable,	using	raw	data	or	summary	statistics

●➤ obtain	the	equation	of	the	regression	line	of	y	on x	when	both	variables	are	
random,	using	raw	data	or	summary	statistics

●➤ use	the	regression	line	as	a	model	to	estimate	a	value	of	the	random	variable	
and	know	when	it	is	appropriate	to	do	so.	Comment	on	the	reliability	of	
estimates

●➤ know	the	meaning	of	the	term	residual	and	be	able	to	calculate	and	interpret	
residuals.

Key	PoinTS
random	on	non-random	regression	lines
1	 The	equation	of	the	regression	line	of	y	on	x,	y =	a +	bx, is	given	by

− = −y y b x x( ),	where	 ( – )( – )
( – )

–
–

b
S

S
x y
x

x y
x

x y
x

xy n
x

xy

xx

= = =Σ
Σ

Σ
Σ2 2 2n

⇒ = −a y bx

2	 For	any	data	pair	(x, y)	the	predicted	value	of	y	is

ε= + ⇒ = −y a bx y yˆ the residual is ˆ

3	 The	sum	of	the	residuals	Σε	=	0.
4	 The	least	squares	regression	line	minimises	the	sum	of	the	squares	of	the	

residuals,	Σε 2.
5	 When	using	a	regression	line	for	prediction:

●● a	value	within	the	data	range	(interpolation)	is	more	likely	to	be	predicted	
reliably	than	a	value	beyond	the	data	values	(extrapolation).

●● the	data	points	should	lie	close	to	a	straight	line.

random	on	random	regression	lines
6	 If	a	value	of	y	is	to	be	predicted	from	a	value	of	x,	then	the	regression	line	

of	y	on	x,	y =	a +	bx, needs	to	be	used.	The	equation	of	this	regression	line	is	
exactly	the	same	as	for	the	random	on	non-random	regression	line.
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An	archery	competition	is	held	each	month.	In	the	fi	rst	round	of	the	competition,	
each	competitor	has	fi	ve	tries	at	hitting	a	small	target.	Those	who	hit	the	
target	at	least	three	times	get	through	to	the	next	round.	In	April,	there	are	
250	competitors	in	the	fi	rst	round.	The	frequencies	of	the	different	numbers	of	
possible	successes	are	as	follows.

Table	2.1

Number of successes 0 1 2 3 4 5

Frequency 65 89 48 21 11 16

Probability theory is 
nothing but common 
sense reduced to 
calculation.

Pierre	Simon	laplace

2

20

The numbers of successes are necessarily discrete. A discrete frequency distribution 
is best illustrated by a vertical line chart, as in Figure 2.1. This shows you that the 
distribution has positive skew, with the bulk of the data at the lower end of the 
distribution.
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Figure	2.1

The survey involved 250 competitors. This is a reasonably large sample and so it 
is reasonable to use the results to estimate the probabilities of the various possible 
outcomes: 0, 1, 2, 3, 4, 5 successes. You divide each frequency by 250 to obtain the 
relative frequency, or experimental probability, of each outcome (number of successes).

Table	2.2

Outcome (Number of successes) 0 1 2 3 4 5

Probability 0.260 0.356 0.192 0.084 0.044 0.064

You now have a mathematical model to describe a particular situation. In statistics, 
you are often looking for models to describe and explain the data you fi nd in 
the real world. In this chapter, you are introduced to some of the techniques for 
working with models for discrete data. Such models are called discrete random 
variables.

The number of successes is a random variable since the actual value of the 
outcome is variable and can only be predicted with a given probability, i.e. the 
outcomes occur at random. The random variable is discrete since the number of 
successes is an integer (between 0 and 5).

In the archery competition, the maximum number of successes is fi ve so the 
variable is fi nite, and so for example, if, each competitor had ten tries, then the 
maximum would be ten. In this case, there would be eleven possible outcomes 
(including zero). Two well-known examples of a fi nite discrete random variable 
are the binomial distribution and the uniform distribution which you will meet in 
Chapter 3.

By contrast, if you considered the number of times you need to roll a pair of 
dice to get a double six, there is no theoretical maximum, and so the distribution 
is infi nite. Two well-known examples of infi nite discrete random variables are 
the geometric distribution and the Poisson distribution, which you will also study in 
Chapter 3.

note	
You	can	draw	a	
diagram	to	show	this	
probability distribution.	
It	is	identical	in	shape	
to	Figure	2.1	but	with	
probability	rather	
than	frequency	on	the	
vertical	axis.

For	example:	the	number	
of	rolls	to	get	a	six	on	
a	dice.

working with models for discrete data. Such models are called 
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1		notation	and	conditions	for	a	
discrete	random	variable

●● A random variable is denoted by an upper case letter, such as X, Y, or Z.
●● The particular values that the random variable takes are denoted by lower 

case letters, such as x, y, z and r.
●● In the case of a discrete variable these are sometimes given suffi  xes such as 

r
1
, r

2
, r

3
, …

●● Thus P 1( )=X r  means the probability that the random variable X takes a 
particular value r

1
.

●● If a fi nite discrete random variable can take n distinct values r
1
, r

2
,..., rn, with 

associated probabilities p
1
, p

2
, …, pn, then the sum of the probabilities must 

equal 1.
●● In that case, p

1
 + p

2
 +... + pn = 1.

●● This can be written more formally as

Σ Σ
n

k k

n

k kX r
= =

= =( ) =
1 1

1p P .

●● If there is no ambiguity, then

1
( )Σ =

=
P X r

n

k k

is often abbreviated to

.( )Σ =P X r

The probability distribution of a random variable X is given by

P X r r=( ) = k 2  for r = 3, 4, 5

0( )= =P X r  otherwise.

(i) Find the value of the constant k.

(ii) Illustrate the distribution and describe the shape of the distribution.

(iii) Two successive values of X are generated independently of each other.

 Find the probability that

(a) both values of X are the same

(b) the total of the two values of X is greater than 8.

The	various	outcomes	
cover	all	possibilities;	
they	are	exhaustive.

Example 2.1

note	
You	will	often	see	the	
expression	P( )=X r 	in	a	
table	heading.
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Solution
(i) Tabulating the probability distribution for X gives:

Table	2.3

r 3 4 5

P(X = r) 9k 16k 25k

Since X is a random variable,

1

9 16 25 1

50 1

0.02

( )( )Σ = =
+ + =

=
=

k k k
k
k

P X r

Hence 0.02 2( )= =P X r r   for r = 3, 4, 5 which gives the following 
probability distribution.

Table	2.4

r 3 4 5

P(X = r) 0.18 0.32 0.50

(ii)  The vertical line chart in Figure 2.2 illustrates this distribution. It has 
negative skew.

3
0

0.1

0.2

0.3

0.4

0.5

0.6

4 5

P(
X

=
r)

 

r

Figure	2.2

(iii) (a) P(both values of X are the same)

0.18 0.32 0.5

0.0324 0.1024 0.25

0.3848

2 2 2( ) ( ) ( )= + +
= + +
=

 (b) P(total of the two values is greater than 8)

0.32 0.5 0.5 0.32 0.5 0.5

0.16 0.16 0.25

0.57

= × + × + ×
= + +
=

The	ways	of	getting	a	
total	greater	than	8	are:	
4	and	5,	5	and	4,	5	and	5
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①	 A fair five-sided spinner has faces labelled 1, 2, 3, 4, 5. The random variable 
X represents the score when the spinner is spun.

(i)		 Copy and complete the table below to show the probability 
distribution of X.
Table	2.5

r 1 2 3    

P(X = r) 0.2        

(ii)		 Illustrate the distribution.

(iii)		 Find the values of

(a)	 ( 2)>P X
(b)	 XP( is even)
(c)	 ( 5)>P X .

②	 The probability distribution of a discrete random variable X is given by

	 ( )= =P X r kr   for r = 1, 2, 3, 4

	 0( )= =P X r    otherwise.

(i)	 Copy and complete the table below to show the probability 
distribution of X in terms of k.
Table	2.6

r 1 2 3  

P(X = r)     4k 

(ii)		 Use the fact that the sum of the probabilities is equal to 1 to find the 
value of k.

(ii)		 Find the values of

(a)	 4( )=P X
(b)	 ( 4)<P X .

③	 A fair three-sided spinner has faces labelled 1, 2 and 3. The random variable 
X is given by the sum of the scores when the spinner is spun three times. 

(i)		 Find the probability distribution of X.

(ii)		 Illustrate the distribution and describe the shape of the distribution.

(iii)		 Find the values of

(a)	 ( 6)>P X
(b)	 ( is odd)P X
(c)	 ( 4 2)− <P X .

④	 The random variable Y is given by the absolute difference when the spinner 
in Question 1 is spun twice.

(i)		 Find the probability distribution of Y.

(ii)		 Illustrate the distribution and describe the shape of the distribution.

(iii)		 Find the values of

(a)	 ( 2)<P Y
(b)	 ( is even)P Y .

Exercise 2.1
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⑤	 Two ordinary dice are thrown. The random variable X is the product of the 
numbers shown on the dice.

(i)	 Find the probability distribution of X.

(ii)	 What is the probability that any throw of the two dice results in a value 
of X which is an even number?

⑥	 The probability distribution of a discrete random variable X is given by

	 4( )= =P X r kr for r = 2, 3, 4, 5

	 0( )= =P X r  otherwise.

(i)	 Find the value of k and tabulate the probability distribution.

(ii)	 If two successive values of X are generated independently find the 
probability that

(a)	 the two values are equal

(b)	 the first value is less than the second value.

⑦	 A curiously shaped four-faced spinner produces scores, X, for which the 
probability distribution is given by

	  2 102( )( )= = + +P X r k r r  for r = 0, 1, 2, 3, 4

	  0( )= =P X r  otherwise.

(i)	 Find the value of k and illustrate the distribution.

(ii)	 Show that, when this spinner is spun twice, the probability of obtaining 
one non-zero score which is exactly twice the other is very nearly 0.17.

⑧	 Four fair coins are tossed.

(i)	 By considering the set of possible outcomes, HHHH, HHHT, etc., 
tabulate the probability distribution of X, the number of heads occurring.

(ii)	 Illustrate the distribution and describe the shape of the distribution.

(iii)	 Find the probability that there are more heads than tails.

(iv)	 Without further calculation, state whether your answer to part (iii) 
would be the same if five fair coins were tossed. Give a reason for 
your answer.

⑨	 A doctor is investigating the numbers of children, X, which women have in 
a country. She notes that the probability that a woman has more than five 
children is negligible. She suggests the following model for X

	 0 0.3( )= =P X
	 12 3 – 2( )( )= = +P X r k r r   for r = 1, 2, 3, 4, 5

	 0( )= =P X r         otherwise.

(i)	 Find the value of k and write the probability distribution as a table.

(ii)	 Find the probability that two women chosen at random both have 
more than three children.

⑩	 A motoring magazine correspondent conducts a survey of the numbers 
of people per car travelling along a stretch of motorway. He denotes the 
number by the random variable X which he finds to have the following 
probability distribution.
Table	2.7

r 1 2 3 4 5 6+

P(X = r) 0.57 0.28 a 0.04 0.01 negligible
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(i)	 Find the value of a.

He wants to find an algebraic model for the distribution and suggests the 
following model.

2P X r k r( )( )= = −   for r = 1, 2, 3, 4, 5

0( )= =P X r     otherwise.

(ii)	 Find the value of k for this model.

(iii)	 Compare the algebraic model with the probabilities he found, 
illustrating both distributions on one diagram. Do you think it is a 
good model?

⑪	 In a game, each player throws four ordinary six-sided dice. The random 
variable X is the smallest number showing on the dice, so, for example, for 
scores of 2, 5, 3 and 4, X = 2.

(i)	 Find the probability that 6=X , i.e. 6( )=P X .

(ii)	 Find 5( )≥P X  and deduce that 5 15
1296( )= =P X

(iii)	 Find ( )≥P X r  and so deduce ( )=P X r , for r = 4, 3, 2, 1

(iv)	 Illustrate and describe the probability distribution of X.

⑫	 A box contains six black pens and four red pens. Three pens are taken at 
random from the box.

(i)	 Illustrate the various outcomes on a probability tree diagram.

(ii)	 The random variable X represents the number of black pens obtained. 
Find the probability distribution of X.

2	expectation	and	variance
The next round of the archery competition is held in May. In this round there 
are 200 competitors altogether. The organisers of the competition would like 
to increase the number of people getting through to the next round, without 
changing the rules. They decide to give each of the competitors a relaxation 
session before their attempt. The number of successes for each competitor this 
time is as follows.

Table	2.8

Number of successes 0 1 2 3 4 5

Frequency 36 54 60 19 15 16

The competition involves 200 people. This is again a reasonably large sample and 
so, once again, it is reasonable to use the results to estimate the probabilities of 
the various possible outcomes: 0, 1, 2, 3, 4, 5 successes, as before.

Table	2.9

Outcome (Number of successes) 0 1 2 3 4 5

Probability (Relative frequency) 0.18 0.27 0.30 0.095 0.075 0.08

One way to compare the two probability distributions, in April and in May, is to 
calculate a measure of central tendency and a measure of spread.

Just as you can calculate the mean and variance of a frequency distribution, you 
can also do something very similar for a probability distribution.

Discussion	point
●How	would	you	compare	
the	results	in	the	
competitions?
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●● The most useful measure of central tendency for a probability distribution is 
the mean or expectation of the random variable. This is denoted by µ.

●● The most useful measure of spread for a probability distribution is the 
 variance, σ 2, or its square root the standard deviation, σ .

The expectation is given by ( ) ( )= = Σ =E PX r X r . Its calculation is shown 
below using the probability distribution for the archers in May (after the 
relaxation session) as an example.

Table	2.10

r P(X = r) rP(X = r)
0 0.18 0

1 0.27 0.27

2 0.30 0.60

3 0.095 0.285

4 0.075 0.30

5 0.08 0.4

Totals 1 1.855

In this case:

  0 0.18 1 0.27 2 0.30 3 0.095 4 0.075 5 0.08

( ) ( )= = Σ =
= × + × + × + × + × + ×

E PX r X r

    = 1.855

There are two common ways of giving the variance.

Either Var X X X( ) = = ( ) − ( )[ ]σ 2 2 2E E

or E X r X r−( ) = −( ) =( )2 2Σ P

It tells you the value of the squared 
deviation from the mean that you expect 
to get on average in the long run. To see 
how variance is calculated the same probability 
distribution is used as an example.

The table below shows the working for the variance in May after the relaxation 
session, using both of the methods above.

Table	2.11

r P(X = r) r2P(X = r) r P(X = r) 2−− ==( ) ( )Pr X r  
0 0.18 0 0 0.18 0.6194

1 0.27 0.27 1 0.27 0.1974

2 0.30 1.2 2 0.30 0.0063

3 0.095 0.855 3 0.095 0.1245

4 0.075 1.2 4 0.075 0.3451

5 0.08 2 5 0.08 0.7913

Totals 1 5.525 Totals 1 2.0840

note	
The	value	of	E(X)	need	
not	be	an	integer,	
even	if	X	can	take	only	
integer	values.

µ

note	
You	will	fi	nd	it	helpful	
to	set	your	work	out	
systematically	in	a	table	
like	this.

µ

This	version	can	be	remembered	
as	‘The	expectation	of	the	
squares	minus	the	square	of	the	
expectation’.	It	can	also	be	written	
as	E( )X 2 2− .µ

µµ
note	

You	will	use	these	
statistics	later	
to	compare	the	
distribution	of	numbers	
of	successes	with	and	
without	the	relaxation	
session.

μ

The	mean,	µ,	was	
found	above.	It	is	
1.855.
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The standard deviation of X is therefore =2.084    1.44

In practice, the computation is usually easier in Method (a), especially when the 
expectation is not a whole number.

ACTiviTy 2.1
Show	that	the	expectation	and	variance	of	the	probability	distribution	in	April	
(without	the	relaxation	session)	are	1.49	and	1.97,	respectively.

Discussion	point
Using	these	two	
statistics,	judge	the	
success	or	otherwise	of	
the	relaxation	session.

(b) Var
2( )( ) ( )= Σ − =X r P X r

 = 2.084

µ(a) Var 2 2( ) ( ) ( )= Σ = − Σ = P PX r X r r X r

 = 5.525 − 1.8552

 = 2.084

Example 2.2 The discrete random variable X has the following probability distribution:

Table	2.12

r 0 1 2 3

P(X = r) 0.2 0.3 0.4 0.1

Find

(i) ( )E X

(ii) Var ( )X  using  (a) 2 2( ) −E X   (b) 2( )[ ]−E X .µ µ

Solution
(i) Table	2.13

r P(X = r) rP(X = r)
0 0.2 0

1 0.3 0.3

2 0.4 0.8

3 0.1 0.3

Totals 1 1.4

0 0.2 1 0.3 2 0.4 3 0.1

( ) ( )= = Σ =
= × + × + × + ×

E PX r X r

= 1.4

µTo	find	E(X)	you	simply	
multiply	each	value	of	
r	by	its	probability	and	
then	add.

9781510414501.indb   28 07/10/17   3:41 PM

DRAFT C
OPY



2

C
hapter 2  D

iscrete random
 variables

29

(ii) 
Table	2.14

r P(X = r) r2P(X = r) r P(X = r) 2−− ==( ) ( )Pr X r  
0 0.2 0 0 0.2 0.392

1 0.3 0.3 1 0.3 0.048

2 0.4 1.6 2 0.4 0.144

3 0.1 0.9 3 0.1 0.256

Totals 1 2.8 Totals 1 0.84

μ

(b) Var

( )

2 2

2

σ ( )[ ]( )

( )

= = −

= Σ − =

E

P

X X

r X r

 = 0.84

µ

µ

(a) Var 2 2 2σ ( )( ) = = −EX X

    = 2.8 − 1.42

    = 0.84

µ

Notice that the two methods of calculating the variance in part (iii) give the 
same result, since one formula is just an algebraic rearrangement of the other. 
In practice, you would not need to use both methods and so only either the 
left-hand or the right-hand table would be needed to calculate the variance, 
according to which method you are using.

Discussion	point
Look	carefully	at	both	
methods	for	calculating	
the	variance.	Are	there	
any	situations	where	
one	method	might	be	
preferred	to	the	other?

As well as being able to carry out calculations for the expectation and variance, 
you often need to solve problems in context. The following example illustrates 
this idea.

Example 2.3 Laura has one pint of milk on three days out of every four and none on the 
fourth day. A pint of milk costs 40 p. Let X represent her weekly milk bill.

(i) Find the probability distribution of her weekly milk bill.

(ii) Find the mean (µ) and standard deviation (σ ) of her weekly milk bill.

(iii) Find

(a) ( )σ> +P X
(b) ( )σ< −P X .

µ
µ

ACTiviTy 2.2
Use	a	spreadsheet	to	find	the	variance	of	X	for	the	following	probability	
distribution.	

Table	2.15

r 1 2 3 4

P(X = r) 0.25 0.22 0.08 0.45

You	should	use	both	methods	of	calculating	the	variance	and	check	that	they	give	
the	same	result.
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Solution
(i) The delivery pattern repeats every four weeks.

Table	2.16

M Tu W T F Sa Su Number of pints Milk bill

√ √ √ × √ √ √ 6 £ 2.40

× √ √ √ × √ √ 5 £ 2.00

√ × √ √ √ × √ 5 £ 2.00

√ √ × √ √ √ × 5 £ 2.00

Tabulating the probability distribution for X gives the following.

Table	2.17

r (£) 2.00 2.40

P(X = r) 0.75 0.25

(ii)      

2 0.75 2.4 0.25

2.1

( ) ( )= = Σ =
= × + ×
=

E PX r X r

 Var

4 0.75 5.76 0.25 2.1

0.03

2 2 2

2

σ ( )( ) = = −

= × + × −
=

EX X

⇒ σ = =    0.03 0.1732

Hence her mean weekly milk bill is £ 2.10, with a standard deviation of 
about 17 p.

(iii) (a)  ( ) ( 2.27) 0.25σ> + = > =P PX X

 (b)  ( ) ( 1.93) 0σ< − = < =P PX X

µ

µ

µ

µ

①	 Find by calculation the expectation of the outcome with the following 
probability distribution.

Table	2.18

Outcome 1 2 3 4 5

Probability 0.1 0.2 0.4 0.2 0.1

	 How otherwise might you have arrived at your answer?

②	 The spreadsheet shows part of a discrete probability distribution, together 
with some calculations of r × P(X = r) and r2 × P(X = r). Using only 
spreadsheet commands, and without entering any more numbers, obtain the 
remaining values in columns B, C and D. Hence find the mean and variance 
of this distribution.

Exercise 2.2
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Figure	2.3

③	 The probability distribution of the discrete random variable X is given by

	 2 1
16( )= = −P X r r  for r = 1, 2, 3, 4 

	 0( )= =P X r  otherwise.

(i)	 Find ( ) =E X .

(ii)	 Find Denote E X( ) by µ.

④	 (i)    A discrete random variable X can take only the values 4 and 5, and has 
expectation 4.2.

	 By letting 4( )= =P X p  and 5 1( )= = −P X p, set up and solve an 
equation in p and so find the probability distribution of X.

(ii)	 A discrete random variable Y can take only the values 50 and 100. 
Given that 80( ) =E Y , write out the probability distribution of Y.

⑤	 The random variable Y is given by the absolute difference between the 
scores when two ordinary dice are thrown.

(i)	 Find E(Y ) and Var(Y ).

(ii)	 Find the values of the following.

(a)	 	 ( )>P Y 	 	 	 	 	 	 (b)	 	 ( 2 )σ> +P Y
⑥	 Three fair coins are tossed. Let X represent the number of tails.

(i)	 Find E(X ).

(ii)	 Show that this is equivalent to 3 × 12 × 12.

(iii)	 Find Var(X ).

(iv)	 Show that this is equivalent to 3 × 
1
2.

	 If instead ten fair coins are tossed, let Y represent the number of tails.

(v)	 Write down the values of E(Y ) and Var(Y ).

⑦	 An unbiased tetrahedral dice has faces labelled 2, 4, 6 and 8. If the dice 
lands on the face marked 2, the player has to pay £5. If it lands on the face 
marked with a 4 or a 6, the player wins £2. If it lands on the face labelled 8, 
then no money changes hands.

	 Let X represent the amount ‘won’ each time the player throws the dice. 
(A loss is represented by a negative X value.)

(i)	 Complete the following probability distribution for X.

Table	2.19

r −5 0 2

P(X = r)

µ µ
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(ii)	 Find E(X ) and Var(X ).

	 What does the sign of E(X ) indicate?

(iii)	 How much less would the player have to pay, when the dice lands on 
the face marked 2, so that he would break even in the long run?

⑧	 85% of first-class mail arrives the day after being posted, the rest takes one 
day longer.

	 For second class mail the corresponding figures are 10% and 40%, while a 
further 35% take three days and the remainder four days.

	 Two out of every five letters go by first class mail.

	 Let X represent the delivery time for letters.

(i)	 Explain why 1 0.4( )= =P X .

(ii)	 Complete the following probability distribution for X.

Table	2.20

r 1 2 3 4

P(X = r) 0.4

(iii)	 Calculate E(X ) and Var(X ).

⑨	 (i)      A discrete random variable X can take only the values 3, 4 and 5, has 
expectation 4 and variance 0.6.

	 By letting 3 ,  4( ) ( )= = = =P PX p X q and 5 1( )= = − −P X p q, set up 
and solve a pair of simultaneous equations in p and q and so find the 
probability distribution of X.

(ii)	 A discrete random variable Y can take only the values 20, 50 and 100. 
Given that 34( ) =E Y  and Var 624( ) =Y , write out the probability 
distribution of Y.

⑩	 A random number generator in a computer game produces values which 
can be modelled by the discrete random variable X with probability 
distribution given by

	 P(X = r) = kr! for r = 0, 1, 2, 3, 4

	 P(X = r) = 0 otherwise

	 where k is a constant and r! = r × (r − 1)× ... × 2 × 1 with 0! = 1.

(i)	 Show that k = 
1
34 , and illustrate the probability distribution with a sketch.

(ii)	 Find the expectation and variance of X.

(iii)	 Two independent values of X are generated. Let these values be X
1
  

and X
2
.

	 Show that P(X
1
 = X

2
) is a little greater than 0.5.

(iv)	 Given that X
1
 = X

2
, find the probability that X

1
 and X

2
 are each equal 

to 4.

⑪	 A traffic surveyor is investigating the lengths of queues at a particular set 
of traffic lights during the daytime, but outside rush hours. He counts the 
number of cars, X, stopped and waiting when the lights turn green on 100 
occasions, with the following results.

Table	2.21

X 0 1 2 3 4 5 6 7 8 9+

f 3 10 13 16 18 17 12 9 2 0
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(i)	 Use these figures to estimate the probability distribution of the number 
of cars waiting when the lights turn green.

(ii)	 Use your probability distribution to estimate the expectation and 
variance of X.

	 A colleague of the surveyor suggests that the probability distribution 
might be modelled by the expression

	 8( ) ( )= = −P X r kr r   for r = 0, 1, 2, 3, 4, 5, 6, 7, 8

	 0( )= =P X r    otherwise.

(iii)	 Find the value of k.

(iv)	 Find the expectation and variance of X given by this model.

(v)	 State, with reasons, whether it is a good model.

expectation	and	variance	of	a	linear	function		
of	a	random	variable
Sometimes you need to find the expectation and variance of a linear function of 
a random variable ( )+E aX b  and Var ( )+aX b .

Kiara is an employee at an estate agency. The number of properties that she 
sells during a month is denoted by the random variable X. The probability 
distribution of X is as follows.

Table	2.22

Number of houses 0 1 2 3 4 5+

Probability 0.07 0.33 0.4 0.12 0.08 0

(i) Calculate E(X ).
  Kiara earns £750 per month plus £400 for each house that she sells. The 

random variable Y is the amount (in £) that Kiara earns each month.

(ii) Show that 400 750= +Y X . Draw up a probability table for Y.

(iii) Calculate E(Y ).

(iv) Calculate 400 750( ) +E X  and comment on your result

Figure	2.4

Example 2.4

Solution
(i) 0 0.07 1 0.33 2 0.4 3 0.12 4 0.08 1.81( ) = × + × + × + × + × =E X

(ii) Table	2.23

Earnings Y 750 1150 1550 1950 2350

Probability 0.07 0.33 0.4 0.12 0.08

(iii) 

(iv) 400 750 400 1.81 750 1474( ) + = × + =E X

 Clearly 400 750( ) ( )= +E EY X , both having the value 1474.

750 0.07 1150 0.33 1550 0.4

1950 0.12 2350 0.08

1474

( ) = × + × + ×
+ × + ×

=

E Y
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expectation:	general	results
In Example 2.4 you found that 400 750 400 750( ) ( ) ( )= + = +E E EY X X .

The working was numerical, showing that both expressions came out to be 
1474. In fact, the following rules for expectation apply to any random variable X 
where a, b, c and d are constants.

●● ( ) ( )+ = +E EaX b a X b
●● ( ) ( )=E EcX c X
●● ( ) =E d d

Replacing X with aX + b is called linear coding.

note
These	are	very	similar	
to	the	rules	for	the	
mean	of	a	frequency	
distribution.

The random variable X has the following probability distribution.

Table	2.24

r 1 2 3 4

P(X = r) 0.6 0.2 0.1 0.1

(i) Find Var(X ) and the standard deviation of X.

(ii)  Find Var(3X ) and the standard deviation of 3X. Comment on the 
relationship between Var(3X ) and Var(X ) and likewise for the standard 
deviations.

(iii) Find Var 3 7( )+X  and compare this with your answer to part (ii)

Example 2.5

Solution

(i) 1 0.6 2 0.2 3 0.1 4 0.1

1.7

( ) = × + × + × + ×
=

E X

 

1 0.6 4 0.2 9 0.1 16 0.1

3.9

Var [ ]

3.9 1.7

1.01

2

2 2

2

( )

( )( ) ( )

= × + × + × + ×
=

= −

= −
=

E

E E

X

X X X

 The standard deviation of 1.01 1.005= =X

(ii) Var 3 3

9 3

9 3

9 3.9 3 1.7

35.1 26.01

9.09

2 2

2 2

2 2

2

( )
( )

[ ]
[ ]

( ) ( )

( )

( )
( )

=   −

= −

= −

= × − ×
= −
=

E

E E

E E

X X

X X

X X

 This shows that Var 3 9 Var( ) ( )= ×X X

 The standard deviation of 3 9.09 3.015 3 s.d. ofX X= = = ×

µ

Note	that	 =9 32 .

You	can	use	the	formula	
for	E aX b+( ) 	above	

to	rewrite	 ( )9XE 2 	as	

9E X 2( ) 	and	likewise	

for	 ( )XE 3 .
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This has the same value as X( )Var 3  so is also equal to X( )×9   Var .

Variance:	general	results
In Example 2.5 you found that X X X( ) ( ) ( )+ = = ×Var 3 7 Var 3 9 Var .

As with expectation, the working was numerical, showing that both expressions 
came out to be 9.09. In fact, the following rules for variance apply to any 
random variable X where a, b, and c are constants.

●●  Var Var2X X( ) ( )=a a
●●  Var Var2X X( ) ( )+ =a b a
●●  Var 0( ) =c

It may seem surprising that Var Var2X X( ) ( )=a a  rather than simply a Var (X ), 
but the former relationship then gives the result that the standard deviation 
of aX is equal to    the standard deviation of  X×a , as you would expect from 
common sense.

Notice also that adding a constant does not make any diff erence to the variance, 
which is again as you would expect.

Finally, the variance of a constant is zero. This result is obvious – a constant does 
not have any variation.

Sums	and	differences	of	random	variables
Sometimes you may need to add or subtract a number of independent random 
variables. This process is illustrated in the next example.

Notice	that	the	variance	of	a	constant	
is	zero.	It	can	only	take	one	value	so	
there	is	no	spread.

(iii) Var 3 7   3 7 3 7

9 42 49 3 7

9 42 49 3 1.7 7

9 42 49 12.1

9 3.9 42 1.7 49 146.41

9.09

2 2

2 2

2 2

2 2

( )
( )
( )

[ ]
[ ]

[ ]

( ) ( ) ( )

( )

( ) ( )

( )

+ = +  − +

= + + − +

= + + − × +

= + + −
= × + × + −
=

E E

E E

E E E

E E

X X X

X X X

X X

X X

note
Notice	that	

9 42 492( )+ +E X X 	
is	written	as	

.9 42 492E E EX X( ) ( ) ( )+ + 	
This	illustrates	the	
general	rule	that	

1 2

1 2

( )
( ) ( )

+ + …

= + + …
E

E E

X X

X X
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A cricket bat manufacturer makes the blades and the handles separately. The 
blades are made in five lengths (in cm), with a uniform discrete distribution:

38, 40, 42, 44, 46.

The lengths (in cm) of the handles of cricket bats also form a discrete 
uniform distribution:

22, 24, 26.

038

0.2 0.3

40 42 44 46 22 24 26

Length of blade (cm)Length of blade (cm)

Figure	2.5

The blades and handles can be joined together to make bats of various 
lengths, and it may be assumed that the lengths of the two sections are 
independent. The different combinations occur with equal probabilities.

(i) How many different (total) bat lengths are possible?

(ii)  Work out the mean and variance of random variable X
1
, the length 

(in cm) of the blades.

(iii)  Work out the mean and variance of random variable X
2
, the length 

(in cm) of the handles.

(iv)  Work out the mean and variance of random variable X
1
 + X

2
, the 

total length of the bats.

(v) Verify that
E E E1 2 1 2X X X X( ) ( ) ( )+ = +

and Var Var Var1 2 1 2X X X X( ) ( ) ( )+ = + .

Example 2.6

Solution
(i)  The number of different bat lengths is 7. This can be seen from the 

sample space diagram below.

26 64 66 68 70 72

24 62 64 66 68 70

22 60 62 64 66 68

38 40 42 44 46

Length of blade (cm)

Le
n

g
th

 o
f 

h
an

d
le

 (
cm

)

Figure	2.6

total	length	of	bats
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(ii) Table	2.25

Length of blade (cm) 38 40 42 44 46

Probability 0.2 0.2 0.2 0.2 0.2

E 38 0.2 40 0.2 42 0.2

44 0.2 46 0.2

42cm

Var  E    

1 1

1 2
2

2
2

X µ xp

X X µ( )

( )

( )

( ) ( ) ( )
( ) ( )

= = Σ = × + × + ×
+ × + ×

=

= −

              

( ) ( ) ( ) ( )
( ) ( )

( )

= × + × + ×

+ × + ×
=

= − =

E 38 0.2 40 0.2 42 0.2

44 0.2 46 0.2

1772

Var 1772 42 8

1
2 2 2 2

2 2

1
2

X

X

(iii) 
Table	2.26

Length of handle (cm) 2 24 26

Probability
1
3

1
3

1
3

µ

µ

( ) ( ) ( )( )
( )

( )
( )

( )

= = × + × + × =

=

= × + × + × =

= − =

X

X X

X

X

E 22 1
3 24 1

3 26 1
3 24cm

Var E –

E 22 1
3 24 1

3 26 1
3 578.667 to 3 d.p.

Var 578.667 24 2.667 to 3 d.p.

2 2

2 2
2

2
2

2
2 2 2 2

2
2

(iv)  The probability distribution of X
1
 + X

2
 can be obtained from 

Figure 2.5.

Table	2.27

Total length of 
cricket bat (cm) 60 62 64 66 68 70 72

Probability
1
15

2
15

3
15

3
15

3
15

2
15

1
15

 

E 60 1
15 62 2

15 64 3
15 66 3

15

68 3
15 70 2

15 72 1
15

66cm

Var E 66

1 2

1 2 1 2

2 2

X X

X X X X

( ) ( ) ( ) ( )
( ) ( ) ( )

( )

( ) ( )

+ = × + × + × + ×

+ × + × + ×

=

+ = +  −
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general	results
Example 2.6 has illustrated the following general results for the sums and 
diff erences of random variables.

For any two random variables X
1
 and X

2

●● ● X X X X( ) ( ) ( )+ = +E E E1 2 1 2

●● ● X X X X( ) ( ) ( )− = −E E E1 2 1 2

If the variables X
1
 and X

2
 are independent

●●  Var Var Var1 2 1 2X X X X( ) ( ) ( )+ = +

●●  Var Var Var1 2 1 2X X X X( ) ( ) ( )− = +
Note that if X

1
 and X

2
 are not independent, then the relationship between 

X X X X( ) ( ) ( )+ = +Var Var Var1 2 1 2  does not hold. In this case, the 
relationship between Var(X

1
 + X

2
) ... X

2
 is beyond the scope of this book. 

linear	combinations	of	two	or	more	independent	
random	variables
These results can also be generalised to include linear combinations of random 
variables.

For any random variables X and Y

 E E EX Y X Y( ) ( ) ( )+ = +a b a b
where a and b are constants.

If X and Y are independent

 Var Var Var2 2X Y X Y( ) ( ) ( )+ = +a b a b
These results may be extended to any number of random variables.

A	‘linear	combination’	of	
random	variables	is	an	
expression	of	the	form	

1 1 2 2
+ +…+a X a X a Xn n

.

 

E 60 1
15 62 2

15 64 3
15 66 3

15

68 3
15 70 2

15 72 1
15

65500
15 4366.667 to 3 d.p.

Var 4366.667 66 10.667 to 3 d.p.

1 2

2 2 2 2 2

2 2 2

1 2
2

X X

X X

( ) ( ) ( ) ( )
( ) ( ) ( )

( )

( )

+  = × + × + × + ×

+ × + × + ×

= =

+ = − =

(v) X X X X( ) ( ) ( )+ = = + = +E 66 42 24 E E1 2 1 2 , as required.

  X X X X( ) ( ) ( )+ = = + = +Var 10.667 8 2.667 Var Var1 2 1 2 , as required.

note
Notice	that	the	
standard	deviations	of	
X1	and	X2	do	not	add	
up	to	the	standard	
deviation	of	X1	+	X2.

i.e.	 + ≠8 2.667 10.667	
or	 + ≠2.828 1.633 3.266

Replacing	X2	by	−X2	
in	this	result	gives	

E

E E

X X

X X
1 2

1 2

+ −( )( )
= ( )+ −( )

Replacing	X2	by	−X2	in	
this	result	gives

Var

Var Var

X X

X X
1 2

1 2

+ −( )( )
= ( )+ −( )
= ( )+ −( ) ( )
= ( )+ ( )

Var Var

Var Var

X X

X X
1

2

2

1 2

1
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①	 The probability distribution of random variable X is as follows.

Table	2.28

x 1 2 3 4 5

P(X = x) 0.1 0.2 0.3 0.3 0.1

(i)	 Find (a) E(X)  (b) Var(X).

(ii)	 Verify that X X( ) ( )=Var 2 4Var .

②	 The probability distribution of a random variable X is as follows.

Table	2.29

x 0 1 2

P(X = x) 0.5 0.3 0.2

(i)	 Find (a) E(X)  (b) Var(X)

(ii)	 Verify that X X( ) ( )+ =Var 5 2 25Var .

③	 The expectations and variances of independent random variables A, B 
and C are 35 and 9, 30 and 8 and 25 and 6, respectively. Write down the 
expectations and variances of

(i)	 A + B + C

(ii)	 5A + 4B

(iii)	 A + 2B + 3C

(iv)	 4A − B − 5C.

④	 Prove that Var Var2X X( ) ( )− =a b a , where a and b are constants.

⑤	 A coin is biased so that the probability of obtaining a tail is 0.75. The coin is 
tossed four times and the random variable X is the number of tails obtained.

	 Find

(i)	 E(2X )

(ii)	 Var(3X ).

⑥	 A discrete random variable W has the following distribution.

Table	2.30

x 1 2 3 4 5 6

P(W = w) 0.1 0.2 0.1 0.2 0.1 0.3

	 Find the mean and variance of

(i)	 W + 7

(ii)	 6W − 5

⑦	 The random variable X is the number of heads obtained when four 
unbiased coins are tossed. Construct the probability distribution for X 
and find

(i)	 E(X )

(i)	 Var(X )

(i)	 Var(3X + 4).

Exercise 2.3
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⑧	 A mining company is prospecting for new deposits of a particular metal ore. 
There are five sites for which it has acquired a licence to prospect. At each 
site there is a probability of 0.3 of finding an amount of ore which makes it 
worth opening a new mine. It explores the sites, one at a time, until it finds 
one which has a suitable amount of ore, after which it stops exploring. The 
random variable X represents the number of sites explored. The probability 
distribution for X is as follows.

Table	2.31

r 1 2 3 4 5

P(X = r) 0.3 0.21 0.147 0.1029 0.2401

(i)	 Explain why P X( )= =2 0.21.

(ii)	 Find E(X) and  Var(X).

It costs £600 000 to begin prospecting, however many sites are investigated. 
It then costs £275 000 per site to carry out the prospecting.

(iii)	 Find the expectation and variance of the total cost of the exploration.

⑨	 A game at a charity fair costs £1 to play. The player rolls two fair dice and 
receives in return 10 p plus 25 times the lower of the scores on the dice.

(i)	 Find the probability distribution of X, the lower of the scores.

(ii)	 Find the expectation and the variance of the players winnings in one 
go at the game.

(iii)	 In the long run, will the game make or lose money for the charity?

⑩	 The probability distributions of two independent random variables X and Y 
are as follows.

Table	2.32

x 1 2 3 4

P(X = x) 0.2 0.4 0.3 0.1

Table	2.33

y 0 1 2

P(Y = y) 0.2 0.3 0.5

(i)	 Find (a) E(X ) (b) E(Y ) (c) Var(X ) (d) Var(Y ).

(ii)	 Show the probability distribution of Z X Y= +  in a table.

(iii)	 Using your table, verify that (a) Z X Y( ) ( ) ( )= +E E E

	     (b) Z X Y( ) ( ) ( )= +Var Var Var

(iv)	 Show the probability distribution of W X Y= −  in a table.

(v)	 Using your table, verify that (a) W X Y( ) ( ) ( )= −E E E

	     (b) W X Y( ) ( ) ( )= +Var Var Var

⑪	 An unbiased six-sided dice is thrown.

(i)	 Find the expectation and variance of the score on the dice.

(ii)	 The dice is thrown twice. Find the expectation and variance of the 
total score.

(iii)	 The dice is thrown twice. Find the expectation and variance of the 
differences in the two scores.

(iv)	 The dice is thrown ten times. Find the expectation and variance of the 
total score.
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⑫	 In a game at a charity fair, three coins are spun and a dice is thrown. The 
game costs one pound to play. The amount in pence that the player wins 
is ten times the score on the dice plus 20 times the number of heads that 
occur. Find the expectation and variance of the amount won by the player.

⑬	 The random variable X represents the number of tails which occur when 
two fair coins are spun.

(i)	 Find E(X) and Var(X).

(ii)	 Find X( )−E 10 5  and X( )−Var 10 5 .

(iii)	 Find the expectation and variance of the total of 50 observations of X.

(iv)	 Explain the similarities and differences between your answers to 
part (iii) and X( )E 50  and X( )Var 50 .

⑭	 At a garden centre, railway sleepers for edging a border come in three 
similar lengths 120 cm, 125 cm and 130 cm. If a sleeper is selected at random, 
the probabilities that its length is 120 cm, 125 cm and 130 cm are 0.5, 0.3 
and 0.2, respectively. You can assume that there are sufficient sleepers that 
these probabilities do not change when a few are selected.

(i)	 Find the expectation and variance of the length of a randomly 
selected sleeper.

	 In a hurry to edge a border in her garden, Jane selects four sleepers 
at random.

(ii)	 Her border is 5.1 m long. Find the probability that she has enough 
length of sleepers to edge the border.

(iii)	 Find the expectation and variance of the total length of the four 
sleepers.

⑮	 A fair five-sided spinner has faces labelled 1, 2, 3, 4, 5. Martin plays a game 
in which he gains or loses money according to the number that the spinner 
comes to rest on when it is spun. He wins £ 5 if it lands on a 1, loses £ 2 
if it lands on a 2, 3 or 4 and neither gains nor loses if it lands on a 5. Let X 
represent the amount ‘won’ each time the spinner is spun.

(i)	 Complete the following probability distribution for X.

Table	2.34

r −2 0

P(X = r)

(ii)	 Find E(X) and Var(X).

(iii)	 How much less would the player have to pay, when the dice lands on 
the face marked 2, so that he would break even in the long run?

⑯	 A family eats a lot of bread. Most days, at least one loaf of bread is bought 
by the family. The random variable X represents the number of loaves 
bought by the family on a day. The probability distribution of X is shown in 
the table.

Table	2.35

r 0 1 2

P(X = r) 0.3 0.35 0.35
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(i)	 Find E(X) and Var (X).

	 The number of loaves bought on any day depends on the number 
of loaves bought on the previous day. The table below shows the 
joint distribution of the numbers of loaves X

1
 and X

2
 bought on two 

successive days.

Table	2.36

Second day X
2

0 1 2 Total

First day X
1

0 0 0.05 0.25 0.3

1 0.05 0.2 0.1 0.35

2 0.25 0.1 0 0.35

Total 0.3 0.35 0.35 1

(ii)	 Complete the following probability distribution for Y X X= +1 2, the 
total number bought on the two days.
Table	2.37

R 0 1 2 3 4

P(Y = r) 0 0.1 0.7    

(iii)	 Find E(Y), and show that Var(Y) = 0.29.

(iv)	 Explain why Var(Y) is not equal to X X( ) ( )+Var Var 1 2 .

Key	PoinTS
1	 For	a	discrete random variable,	X,	which	can	take	only	the	values	r1,	r2,	…,	rn,	

with	probabilities	p1,	p2,	...,	pn, respectively:

●● 1 01 2 1 1
Pp p p p X r pn n

n k

k

n

k k( )+ +…+ = Σ = Σ = = ≥
=

=

2	 A	discrete	probability	distribution	is	best	illustrated	by	a	vertical line chart.

3	 For	a	discrete	random	variable,	X,	which	can	assume	only	the	values
 x1,	x2,	...,	xn with	probabilities	p1,	p2,	...,	pn, respectively:

●● 1Σ =pi
	

0≥pi
●● 	The	expectation	μ	=	 ( ) = ΣE X x pi i

●● The	variance	σ 2	=	Var .2 2 2 2E EX X X x pi i µ( )( ) ( )= −   =∑ −

4	 For	any	random	variables	X and	Y and	constants	a,	b	and	c:

●● 	 ( ) =E c c

●● 	 ( ) ( )=E EaX a X

●● 	 ( ) ( )+ = +E EaX c a X c

●● 	 ( ) ( ) ( )± = ±E E EX Y X Y

●● ( ) ( ) ( )+ = +E E EaX bY a X b Y .
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5	 For	two	random	variables	X and	Y,	and	constants	a,	b	and	c

●● 	Var 0( ) =c

●● 	Var Var2( ) ( )=aX a X

●● Var Var2( ) ( )+ =aX c a X .

	 and,	if	X	and	Y	are	independent,

●● 	Var Var Var( ) ( ) ( )± = +X Y X Y

●● Var Var Var2 2( ) ( ) ( )+ = +aX bY a X b Y .

leArning	ouTComeS
When	you	have	completed	this	chapter	you	should	be	able	to:
➤● use	probability	functions,	given	algebraically	or	in	tables
➤● calculate	the	numerical	probabilities	for	a	simple	distribution
➤● draw	and	interpret	graphs	representing	probability	distributions
➤● calculate	the	expectation	(mean),	E(X ),	and	understand	its	meaning
➤● calculate	the	variance,	Var(X ),	and	understand	its	meaning
➤● know	the	effect	of	linear	coding	on	the	mean	and	variance	of	a	random	

variable.
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A judicious man looks 
at statistics, not to get 
knowledge but to save 
himself from having 
ignorance foisted on him. 
Thomas	Carlyle	(1795–1881)

Statistical problem solving1

Discussion	point
Do	you	agree	with	the	‘not	to	get	knowledge’	part	of	Carlyle’s	statement?
Think	of	one	example	where	statistics	has	promoted	knowledge	or	is	currently	
doing	so.
How	would	statistics	have	been	different	in	Carlyle’s	time	from	now?
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1	The	problem	solving	cycle
Statistics provides a powerful set of tools for solving problems. While many of 
the techniques are specific to statistics they are nonetheless typically carried out 
within the standard cycle.

1. Problem specification
and analysis 

2. Information
  collection 

3. Processing and
representation

 4. Interpretation

Figure	1.1

This chapter reviews the techniques that are used at the various stages, with 
particular emphasis on the information collection and the processing and 
representation elements.

Problem	specification	and	analysis,	and	
interpretation
The problem-solving cycle begins with a problem. That may seem like stating 
the obvious but it is not quite. Much of the work you do in statistics involves 
applying statistical techniques to statistical problems. By contrast, the problems 
tackled in this cycle are drawn from real life. They often require the use of 
statistics, but as a means to the end of providing an answer to the original 
problem, situation or context. Here are some examples:

●● Is a particular animal in danger of extinction?
●● How many coaches should a train operating company put on a particular 

train?
●● Will a new corner shop be viable in a particular location?
●● What provision of Intensive Care and High Dependency places should a 

hospital’s neonatal unit make?

To answer questions like these you need data, but before collecting them it is 
essential to plan the work. Too often poor planning results in inappropriate data 
being collected. So, at the outset, you need to know:

●● what data you are going to collect
●● how you are going to collect the data
●● how you are going to analyse the data
●● how much data you will need
●● how you are going to present the results
●● what the results will mean in terms of the original problem.

Thus planning is essential and this is the work that is carried out in the 
first stage, problem specification and analysis, and at the end of the process 
interpretation is required; this includes the possible conclusion that the problem 
has not been addressed satisfactorily and the whole cycle must be repeated.
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Both planning and interpretation depend on knowledge of how data are 
collected, processed and represented and so the second and third stages of the 
cycle are the focus of this chapter.

information	collection
The information needed in statistics is usually in the form of data so the 
information collection stage in the cycle is usually called data collection. This 
is an important part of statistics and this section outlines the principles involved, 
together with the relevant terminology and notation.

Terminology and notation
Data collection often requires you to take a sample, a set of items which are 
drawn from the relevant population and should be representative of it. The 
complete population may be too large for it to be practical, or economical, to 
consider every item.

A sample provides a set of data values of a random variable, drawn from all 
such possible values, the parent population. The parent population can be 
fi nite, such as all professional netball players, or infi nite, such as the points where 
a dart can land on a dart board.

A representation of the items available to be sampled is called the sampling 
frame. This could, for example, be a list of the sheep in a fl ock, a map marked 
with a grid or an electoral register. In many situations no sampling frame exists 
nor is it possible to devise one, for example for the cod in the North Atlantic. 
The proportion of the available items that are actually sampled is called the 
sampling fraction. A 100% sample is called a census.

The term random is often used in connection with data collection. For a 
process to be described as random, each item in the population has a probability 
of being included in the sample. In many situations these probabilities are equal, 
but this is not essential. Most calculators give random numbers and these allow 
you to select an item from a list at random.

A parent population, often just called the population, is described in terms of its 
parameters, such as its mean, µ, and variance, σ 2. By convention, Greek letters 
are used to denote these population parameters.

A value derived from a sample is written in Roman letters, such as x and s. Such 
a number is the value of a sample statistic (or just statistic). When sample statistics 
are used to estimate the parent population parameters they are called estimates.

Thus if you take a random sample for which the mean is –x, you can use –x to 
estimate the population mean, μ. Thus if in a particular sample –x = 25.9, you can 
use 25.9 as an estimate of the population mean. You would, however, expect the 
true value of μ to be somewhat diff erent from 25.9.

An estimate of a parameter derived from sample data will, in general, diff er 
from its true value. The diff erence is called the sampling error. To reduce 
the sampling error, you want your sample to be as representative of the parent 
population as you can make it. This, however, may be easier said than done.

note

=

Sampling fraction
Sample size

Population size

note
Imagine	you	want	to	
select	a	day	of	the	year	
at	random.	You	can	
number	them	1	to	365.	
Then	set	your	calculator	
to	generate	a	three-
digit	number.	If	it	is	365	
or	less,	that	gives	you	
your	day.	If	it	is	over	
365,	reject	it	and	choose	
another	number.
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Sampling
There are several reasons why you might want to take a sample. These include:

●● to help you understand a situation better
●● as part of a pilot study to inform the design of a larger investigation
●● to estimate the values of the parameters of the parent population
●● to avoid the work involved in cleaning and formatting all the data in a large set
●● to conduct a hypothesis test.

At the outset you need to consider how your sample data will be collected and 
the steps you can take to ensure their quality. You also need to plan how you will 
interpret your data. Here is a checklist of questions to ask yourself when you are 
taking a sample.

●● Are the data relevant to the problem?
●● Are the data unbiased?
●● Is there any danger that the act of collection will distort the data?
●● Is the person collecting the data suitable?
●● Is the sample of a suitable size?
●● Is a suitable sampling procedure being followed?
●● Is the act of collecting the data destructive?

There are many sampling techniques. The list that follows includes the most 
commonly used. In considering them, remember that a key aim when taking a 
sample is that it should be representative of the parent population being investigated.

Simple random sampling
In a simple random sampling procedure, every possible sample of a given size is 
equally likely to be selected. It follows that in such a procedure every member 
of the parent population is equally likely to be selected. However, the converse 
is not true. It is possible to devise a sampling procedure in which every member 
is equally likely to be selected but some samples are not possible; an example 
occurs with systematic sampling which is described below.

Simple random sampling is fine when you can do it, but you must have a 
sampling frame. To carry out simple random sampling, the population must 
first be numbered, usually from 1 to n. Random numbers between 1 and n 
are then generated, and the corresponding members of the population are 
selected. If any repeats occur, more random numbers have to be generated to 
replace them. Note that, in order to carry out a hypothesis test or to construct 
a confidence interval (see Chapters 10 and 11), the sample taken should be a 
simple random sample and so some of the sampling methods below are not 
suitable for these purposes.

Jury selection
The first stage in selecting a jury is to take a simple random sample from the 
electoral role.

This	is	often	the	
situation	when	you	are	
collecting	data	as	part	
of	the	problem.

Discussion	point
Give	examples	of	cases	
where	the	answers	to	
these	questions	are	‘no’.

Sample	size	is	
important.	The	larger	
the	sample,	the	more	
accurate	will	be	the	
information	it	gives	you.

For	example,	bringing	
rare	deep	sea	creatures	
to	the	surface	for	
examination	may	result	
in	their	deaths.

Example from  
real life
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Stratified sampling
Sometimes it is possible to divide the population into different groups, or strata. 
In stratified sampling, you would ensure that all strata were sampled. In proportional 
stratified sampling, the numbers selected from each of the strata are proportional 
to their size. The selection of the items to be sampled within each stratum 
is done at random, often using simple random sampling. Stratified sampling 
usually leads to accurate results about the entire population, and also gives useful 
information about the individual strata.

Opinion polls
Opinion polls, such as those for the outcome of an election, are often carried 
out online. The polling organisation collects sufficient other information to 
allow respondents to be placed in strata. They then use responses from the 
various strata in proportion to their sizes in the population.

Cluster sampling
Cluster sampling also starts with sub-groups of the population, but in this case 
the items are chosen from one or several of the sub-groups. The sub-groups 
are now called clusters. It is important that each cluster should be reasonably 
representative of the entire population. If, for example, you were asked to 
investigate the incidence of a particular parasite in the puffin population of 
northern Europe, it would be impossible to use simple random sampling. Rather, 
you would select a number of sites and then catch some puffins at each place. 
This is cluster sampling. Instead of selecting from the whole population you are 
choosing from a limited number of clusters.

Estimating the badger population size
An estimate of badger numbers in England, carried out between 2011 and 
2013, was based on cluster sampling using 1411 1 km2 squares from around the 
country. The number of badger setts in each square was counted. The clusters 
covered about 1 % of the area of the country. There had been earlier surveys 
in 1985–88 and 1994–97 and 2011–13 but with such long time intervals 
between them the results cannot be used to estimate the short term variability 
of population – over a period of years rather than decades. There are two places 
where local populations have been monitored over many years. So the only 
possible estimate of short term variability would depend on just two clusters.

Systematic sampling
Systematic sampling is a method of choosing individuals from a sampling frame. 
If the items in the sampling frame are numbered 1 to n, you would choose 
a random starting point such as 38 and then every subsequent kth value, for 
example sample numbers 38, 138, 238 and so on. When using systematic 
sampling you have to beware of any cyclic patterns within the frame. For 
example, suppose that a school list is made up class by class, each of exactly 25 
children, in order of merit, so that numbers 1, 26, 51, 76, 101, ... in the frame 
are those at the top of their class. If you sample every 50th child starting with 
number 26, you will conclude that the children in the school are very bright.

Example from  
real life

Example from  
real life
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Rubbish on beaches
Information was collected, using systematic sampling, about the amount and 
type of rubbish on the high water line along a long beach.

The beach was divided up into 1 m sections and, starting from a point near 
one end, data were recorded for every 50th interval.

Quota sampling
Quota sampling is the method often used by companies employing people to 
carry out opinion surveys. An interviewer’s quota is always specified in stratified 
terms, for example how many males and how many females. The choice of who 
is sampled is then left up to the interviewer and so is definitely non-random.

If you regularly take part in telephone interviews, you may notice that, after 
learning your details, the interviewer seems to lose interest. That is probably 
because quota sampling is being used and the interviewer already has enough 
responses from people in your category. 

Opportunity sampling
Opportunity sampling (also known as ‘convenience sampling’) is a very cheap 
method of choosing a sample where the sample is selected by simply choosing 
people who are readily available. For example, an interviewer might stand in a 
shopping centre and interview anybody who is willing to participate.

Credit card fraud
A barrister asked a mathematician to check that his argument was statistically 
sound in a case about credit card fraud. The mathematician wanted to find 
out more about the extent of suspected fraud. By chance, he was about to 
attend a teachers’ conference and so he took the opportunity to ask delegates 
to fill in a short questionnaire about their relevant personal experience, if any. 
This gave him a rough idea of its extent and so achieved its aim.

Self-selected sampling
Self-selected sampling is a method of choosing a sample where people volunteer to 
be a part of the sample. The researcher advertises for volunteers, and accepts any 
that are suitable.

A medical study
Volunteers were invited to take part in a long-term medical study into the 
effects of particular diet supplements on heart function and other conditions. 
They would take a daily pill which might have an active ingredient or might 
be a placebo, but they would not know which they were taking. Potential 
participants were then screened for their suitability. At six-monthly intervals 
those involved were asked to fill in a questionnaire about their general 
health and lifestyle. The study was based on a self-selected sample of some 
10 000 people.

Example from  
real life

Example from  
real life

Example from  
real life

Example from  
real life
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Other sampling techniques
This is by no means a complete list of sampling techniques. Survey design and 
experimental design cover the formulation of the most appropriate sampling 
procedures in particular situations. They are major topics within statistics but 
beyond the scope of this book.

Processing	and	representation
At the start of this stage you have a set of raw data; by the end, you have worked 
them into forms that will allow people to see the information that this set 
contains, with particular emphasis on the problem in hand. Four processes are 
particularly important.

●● Cleaning the data, which involves checking outliers, errors and missing items.
●● Formatting the data so that they can be used on a spreadsheet or statistics 

package.
●● Presenting the data using suitable diagrams, which is described below.
●● Calculating summary measures, which is also described below.

Describing data
The data items you collect are often values of variables or of random 
variables. The number of goals scored by a football team in a match is a 
variable because it varies from one match to another; because it does so in an 
unpredictable manner, it is a random variable. Rather than repeatedly using the 
phrase ‘The number of goals scored by a football team in a match’ it is usual 
to use an upper case letter like X to represent it. Particular values of a random 
variable are denoted by a lower case letter; often (but not always) the same letter 
is used. So if the random variable X is ‘The number of goals scored by a football 
team in a match’, for a match when the team scores 5 goals, you could say x = 5.

The number of times that a particular value of a random variable occurs is called 
its frequency.

When there are many possible values of the variable, it is convenient to allocate 
the data to groups. An example of the use of grouped data is the way people 
are allocated to age groups.

The pattern in which the values of a variable occur is called its distribution. 
This is often displayed in a diagram with the variable on the horizontal scale and 
a measure of frequency or probability on the vertical scale. If the diagram has 
one peak, the distribution is unimodal; if the peak is to the left of the middle, 
the distribution has positive skew and if it is to the right, it has negative skew. 
If the distribution has two distinct peaks, it is bimodal.

(a) (b) (c)

Figure	1.2	(a) Positive skew (b) negative skew (c) a bimodal distribution

note
In	this	example,	the	
random	variable	
happens	to	be	discrete.
Random	variables	
can	be	discrete	or	
continuous.

9781510414501.indb   7 07/10/17   3:40 PM

DRAFT C
OPY



The problem solving cycle

8

A data item which is far away from the rest is called an outlier. An outlier may 
be a mistake, for example a faulty reading from an experiment, or it may be 
telling you something really important about the situation you are investigating. 
When you are cleaning your data, it is essential to look at any outliers and decide 
which of these is the case, and so whether to reject or accept them.

The data you collect can be of a number of diff erent types. You always need to 
know what type of data you are working with as this will aff ect the ways you 
can display them and what summary measures you can use.

Categorical (or qualitative) data come in classes or categories, like types 
of fi sh or brands of toothpaste. Categorical data are also called qualitative, 
particularly if they can be described without using numbers.

Common displays for categorical data are pictograms, dot plots, tallies, pie charts 
and bar charts. A summary measure for the most typical item of categorical data 
is the modal class.

Numerical (or quantitative) data occur when each item has a numerical 
value (and not just a rank), like the number of people travelling in a car or the 
values of houses.

Ranked data are the positions of items within their group when they are 
ordered according to size, rather than their actual measurements. For example the 
competitors in a competition could be given their positions as 1st, 2nd, 3rd, etc. 
Ranked data are extensively used in the branch of statistics called Exploratory 
Data Analysis; this is beyond the scope of this book, but some of the measures 
and displays for ranked data are more widely used and are relevant here.

The median divides the data into two groups, those with high ranks and those 
with low ranks. The lower quartile and the upper quartile do the same for 
these two groups so, between them, the two quartiles and the median divide 
the data into four equal-sized groups according to their ranks. These three 
measures are sometimes denoted by Q

1
, Q

2
 and Q

3
. These values, with the 

highest and lowest value can be used to create a box plot (or box and whisker 
diagram).

Q1 Q2 Q3

LQ UQMedian

Least Greatest

Figure	1.3	Box plot (or box and whisker diagram)

The median is a typical middle value and so is sometimes called an average. More 
formally, it is a measure of central tendency. It often provides a good representative 
value. The median is easy to work out if the data are stored on a spreadsheet 
since that will do the ranking for you. Notice that extreme values have little, if 
any, eff ect on the median. It is described as resistant to outliers. It is often useful 
when some data values are missing but can be estimated.

Interquartile range and semi interquartile range are measures of spread for 
ranked data, as is the range.

Drawing a stem-and-leaf diagram can be helpful when ranking data.

notes
A	pie	chart	is	used	for	
showing	proportions	of	
a	total.
There	should	be	gaps	
between	the	bars	in	a	
bar	chart.

note
You	have	to	be	aware	
when	working	out	the	
median	as	to	whether	n	
is	odd	or	even.	If	it	is	odd,	

for	example	if	n	=	9,	 1
2

n + 	

works	out	to	be	a	whole	
number	but	that	is	not	so	
if	n	is	even.	For	example	
if	n	=	10,	 1

2
51

2
n + = .	In	that	

case,	the	data	set	does	
not	have	a	single	middle	
value;	those	ranked	5	
and	6	are	equally	spaced	
either	side	of	the	middle	
and	so	the	median	is	
half	way	between	their	
values.

identifying	
outliers

There	are	two	common	
tests:

•	 Is	the	item	more	than	
2	standard	deviations	
from	the	mean?		

•	 Is	the	item	more	
than	1.5	×	the	
interquartile	range	
beyond	the	nearer	
	quartile?
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Numerical data are described as discrete if items can take certain particular 
numerical values but not those in between. The number of eggs a song bird lays 
(0, 1, 2, 3, 4, ...) the number of goals a hockey team scores in a match (0, 1, 2, 3, ...)
and the sizes of women’s clothes in the UK (... 8, 10, 12, 14, 16, ...) are all 
examples of discrete variables. If there are many possible values, it is common to 
group discrete data.

By contrast, continuous numerical data can take any appropriate value if 
measured accurately enough.

Distance, mass, temperature and speed are all continuous variables. You cannot 
list all the possible values.

If you are working with continuous data you will always need to group them. 
This includes two special cases:

●● The variable is actually discrete but the intervals between values are very small. 
For example, cost in euros is a discrete variable with steps of €0.01 (i.e. 1 cent) 
but this is so small that the variable may be regarded as continuous.

●● The underlying variable is continuous but the measurements of it are rounded 
(for example, to the nearest mm), making your data discrete. All measurements 
of continuous variables are rounded and, providing the rounding is not too 
coarse, the data should normally be treated as continuous. A particular case of 
rounding occurs with people’s ages; this is a continuous variable but is usually 
rounded down to the nearest completed year.

Displaying numerical data
Commonly used displays for discrete data include a vertical line chart and a 
stem-and-leaf diagram. A frequency table can be useful in recording, sorting and 
displaying discrete numerical data.

A frequency chart and a histogram are the commonest ways of displaying 
continuous data. Both have a continuous horizontal scale covering the range of 
values of the variable. Both have vertical bars.

●● In a frequency chart, frequency is represented by the height of a bar. The 
vertical scale is Frequency.

●● In a histogram, frequency is represented by the area of a bar. The vertical scale 
is Frequency density.

Look at this frequency chart and histogram. They show the time, t minutes, that 
a particular train was late at its fi nal destination in 150 journeys. A negative value 
of t means that the train was early.

On both graphs, the interval 5–10 means t5 10< ≤ , and, similarly, for other 
intervals. 

note
Sometimes	a	bar	chart	
is	used	for	grouped	
numerical	data	with	the	
groups	as	categories,	
but	you	must	still	leave	
gaps	between	the	bars.

note
If	you	are	using	a	
frequency	chart,	
the	class	intervals	
should	all	be	equal.	
For	a	histogram,	
they	don’t	have	to	
be	equal.	So,	if	you	
have	continuous	data	
grouped	into	classes	
of	unequal	width,	you	
should	expect	to	use	a	
histogram.
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Figure	1.4

Numerical data can also be displayed on a cumulative frequency curve. 
To draw the cumulative frequency curve, you plot the cumulative frequency 
(vertical axis) against the upper boundary of each class interval (horizontal axis). 
Then you join the points with a smooth curve. This lends itself to using the 
median, quartiles and other percentiles as summary measures.

Discussion	point
What	is	the	same	about	
the	two	displays	and	
what	is	different?
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Summary measures for numerical data
Summary measures for both discrete and continuous numerical data include the 
following.

Table	1.1

Central tendency Spread Location in the data

Mean Range Lower quartile

Weighted mean Interquartile range Median

Mode Standard deviation Upper quartile

Mid-range Variance Percentile

Median

Modal class (grouped data)

Standard deviation
Standard deviation is probably the most important measure of spread in statistics. 
The calculation of standard deviation, and of variance, introduce important 
notation which you will often come across. This is explained in the example 
that follows.

Alice enters dance competitions in which the judges give each dance a score 
between 0 and 10. Here is a sample of her recent scores.

Table	1.2

7 4 9 8 7 8 8 10 9 10

Calculate the mean, variance and standard deviation of Alice’s scores.

Solution
Alice received 10 scores, so the number of data items, n = 10.

In the following table her scores are denoted by x
1
, x

2
, ..., x

10
, with the general 

term xi.

The mean score is x.

note
In	practice,	many	
people	would	just	
enter	the	data	into	
their	calculators	and	
read	off	the	answer.	
However,	it	is	important	
to	understand	the	
ideas	that	underpin	the	
calculation.

Example 1.1
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Table	1.3

x
i

x
i
 – x (x

i
 – x)2 x

i
2

x
1

 7 -1  1  49

x
2

 4 -4 16  16

x
3

 9  1  1  81

x
4

 8  0  0  64

x
5

 7 -1  1  49

x
6

 8  0  0  64

x
7

 8  0  0  64

x
8

10  2  4 100

x
9

 9  1  1  81

x
10

10  2  4 100

∑ 80  0 28 668

The mean is given by x x
n
i 80

10 8.0= Σ = = .

The variance is given by 2 S
n
xx=s  where S x xxx i

2( )= Σ −

In this case, Sxx 28= .

So the variance is S 28
10 2.82 = = .

The standard deviation is = = =variance 2.8 1.673s .

ACTiviTy 1.1
Using	a	spreadsheet,	enter	the	values	of x in	cells	B2	to	B11.	Then,	using	only	
spreadsheet	commands,	and	without	entering	any	more	numbers,	obtain	the	
values	of	(x x− )	in	cells	C2	to	C11,	of	(x x− )2	in	cells	D2	to	D11	and	of	x2	in	E2	to	E11.
Still	using	only	the	spreadsheet	commands,	fi	nd	the	standard	deviation	using	
both	of	the	given	formulae.	
Now,	as	a	third	method,	use	the	built	in	functions	in	your	spreadsheet,	for	example	
=AVERAGE	and	=STDEV.S	to	calculate	the	mean	and	standard	deviation	directly.

Notation
The notation in the example is often used with other variables.

So, for example, S y y y nyyy i i
2 2 2( )= Σ − = Σ − .

In Chapters 4 and 5, you will meet an equivalent form for bivariate data,

S x x y y x y nx yxy i i i i( )( )= Σ − − = Σ − .

You can also extend the notation to cases where the data are given in frequency tables.

For example, Alice’s dance scores could have been written as the frequency table 
below.

Table	1.4

xi
4 7 8 9 10

fi
1 2 3 2  2

note
An	alternative but	
equivalent	form	of	Sxx is	
given	by

2 2S x nxxx i= Σ −

In	this	case,	Sxx	=	668	−	
10	×	82	=	668	−	640	=	28.
This	is,	as	expected	
the	same	value	as	that	
found	above.

The	value	of	668	for	 2xiΣ 	
was	found	in	the	right	hand	
column	of	the	table.

The	quantity	 x xi( )− 	is	the	
deviation from	the	mean.	
Notice	that	the	total	of	the	
deviations	 x xi( )Σ − 	is	zero.	
It	has	to	be	so	because	x	
is	the	mean,	but	fi	nding	it	
gives	a	useful	check	that	
you	haven’t	made	a	careless	
mistake	so	far.

note
Bivariate data cover	
two	variables,	such	as	
the	birth	rate	and	life	
expectancy	of	different	
countries.
When	you	are	working	
with	bivariate	data	
you	are	likely	to	be	
interested	in	the	
relationship	between	
the	two	variables,	how	
this	can	be	seen	on	a	
scatter	diagram	and	
how	it	can	be	quantifi	ed.
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The number of items is then given by  n fi= Σ

The mean is x
f x
n
i i= Σ

The sum of squared deviations is S f x x f x nxxx i i i i
2 2 2( )= Σ − = Σ −

As before, the variance is  2 =s S
n
xx

and the standard deviation is  variance= =s S
n
xx .

①	 A club secretary wishes to survey a sample of members of his club. He uses 
all members present at a meeting as a sample

(i)	 Explain why this sample is likely to be biased.

	 Later the secretary decides choose a random sample of members. The 
club has 253 members and the secretary numbers the members from 
1 to 253. He then generates random 3-digit numbers on his calculator. 
The fi rst six random numbers are 156, 965, 248, 156, 073 and 181.The 
secretary uses each number, where possible, as the number of a member 
in the sample.

(ii)	 Find possible numbers for the fi rst four members in the sample. [OCR]

②	 This stem-and-leaf diagram shows the mean GDP per person in European 
countries, in thousands of US$. The fi gures are rounded to the nearest 
US$ 1000.

Table	1.5

Europe

0 4 7 8 8 8

1 1 1 2 4 6 8 9

2 0 1 2 3 3 3 4 4 5 6 8 8

3 0 0 1 6 6 7 7 8 8 

4 0 1 1 1 1 3 3 5 6 

5 4 5 7

6 1 6

7

8 0 9

(i)	 The mean per capita income for the UK is US$ 37 300. What is the 
rank of the UK among European countries?

(ii)	 Find the median and quartiles of the data.

(iii)	 Use the relevant test to identify any possible outliers.

(iv)	 Describe the distribution.

(v)	 Comment on whether these data can be used as a representative 
sample for the GDP of all the countries in the world.

③ Debbie is a sociology student. She is interested in how many children 
women have during their lifetimes. She herself has one sister and no 
brothers. She asks the other 19 students in her class ‘How many children has 
your mother had?’  Their answers follow; the fi gure for herself is included.

Exercise 1.1

note
Key 3|7 = US$ 37 000
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Table	1.6

1 1 2 3 1 4 2 1 2 2

2 2 2 1 0 1 2 3 8 3

Debbie says

‘Thank you for your help. I conclude that the average woman has exactly 2.15 
children.’

(i)	 Name the sampling method that Debbie used.

(ii)	 Explain how she obtained the figure 2.15.

(iii)	 State four things that are wrong with her method and her stated 
conclusion.

④	 A supermarket chain is considering opening an out-of-town shop on a 
green field site. Before going any further they want to test public opinion 
and carry out a small pilot investigation. They employ three local students 
to ask people ‘Would you be in favour of this development?’ Each of the 
students is told to ask 30 adult men, 30 adult women and 40 young people 
who should be under 19 but may be male or female.

	 Their results are summarised in this table.

Table	1.7

Men Women Young people

Interviewer Yes No
Don’t 
know Yes No

Don’t 
know Yes No

Don’t 
know

A  5 20 5 18 12 0 12 10 18

B 12 14 4 20  8 2 11 11 18

C 9 18 3 17  9 4 10 15 15

(i)	 Name the sampling method that has been used.

	 The local development manager has to give a very brief report to the 
company’s directors and this will include his summary of the findings 
of the pilot survey.

(ii)	 List the points that he should make.

	 The directors decide to take the proposal to the next stage and this 
requires a more accurate assessment of local opinion.

(iii)	 What sampling method should they use?

⑤	 A certain animal is regarded as a pest. There have been two surveys, eight 
years apart, to find out the size of the population in the UK. After the 
second survey a newspaper carried an article which included these words.

This animal is out of control. Its numbers have doubled  
in just 8 years.

The actual population, which is not actually known, is shown on 
the following graph for 1995–2015. The unit on the vertical scale is 
100 000 animals.
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Figure	1.5	Graph of population

(i)	 Describe the apparent pattern of the size of the population.

(ii)	 In which years does it seem that the surveys were carried out?

(iii)	 Suggest conclusions which might have been reached if the two surveys 
had been in (a) 1999 and 2007 (b) 1999 and 2015.

	 Historic data of the sale of furs of arctic mammals, such as lynx and 
hares, by the Hudson Bay Company indicate a 10 to 11 year cycle in 
their population numbers over many years.

(iv)	 Suppose the data are available on a spreadsheet. Describe how a 
systematic sample might be taken from the data on the spreadsheet. 
Comment on the problems that might result.

⑥	 A study is conducted on the breeding success of a type of sea bird. Four 
islands are selected and volunteers monitor nests on them, counting the 
number of birds that fledge (grow up to fly away from the nest).

	 The results are summarised in the table below.

Table	1.8

Number of fledglings

Island  0   1  2  3 >3

A 52 105 31  2  0

B 10  81 55  6  0

C 67  33  2  0  0

D 29  65 185 11  0

(i)	 Describe the sample that has been used.

(ii)	 Explain why you are unable to give an accurate value for the sampling 
fraction.

(iii)	 Estimate the mean number of fledglings per nest and explain why this 
figure may not be very close to that for the whole population.

(iv)	 Ornithologists estimate that there are about 120 000 breeding pairs of these 
birds. Suggest appropriate limits within which the number of fledglings 
might lie, showing the calculations on which your answers are based.
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⑦	 The Highways Authority proposes to impose new parking restrictions on a 
small town. The Town Council fears that it will be bad for trade, and so for 
the town’s prosperity. They plan to object, but first they need data so that 
they can estimate the cost to the town.

	 The council call a special meeting. Their room can only take 20 more 
people (in addition to the councillors) and they invite

	 8 of the 41 shops

	 7 of the 33 restaurants and cafes

	 5 of the 27 hotels and bed and breakfasts.

(i)	 Describe the sort of sample they have selected. Explain how they 
decided on the numbers from the various groups.

(ii)	 They use a random selection procedure to decide who actually gets 
invited. Describe two possible ways they might do this.

(iii)	 Explain why those selected are not a simple random sample.

	 At the meeting, those present are asked to estimate the annual cost, 
to the nearest £1000, to their businesses if the parking restrictions go 
ahead. Their replies, in thousands of pounds, are given in the table below.
Table	1.9

Shops  2 1 5  0 12 10 8 3

Restaurants and cafes  1 2 2  1  3  2 1 -

Hotels and B&B 15 0 0 10  1 - - -

(iv)	 Use these figures to estimate the total cost of the parking restrictions to 
the town.

(v)	 Comment on the likely accuracy of the estimate and suggest measures 
that might be taken to improve it.

⑧	 A health authority takes part in a national study into the health of women 
during pregnancy. One feature of this is that pregnant women are invited to 
volunteer for a fitness programme in which they exercise every day. Their 
general health is monitored and the days on which their babies arrive are 
recorded and shown on the histogram below. (The bar from 280 to 281 
represents what is known as ‘Day 280’ and similarly for the other bars.)
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Figure	1.6
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(i)	 The women who take part in the programme constitute a sample. 
What sort of sample is it?

(ii)	 Describe the parent population from which the sample is drawn and 
give one reason why it may not be completely representative. Comment 
on the difficulties in selecting a representative sample for this study.

(iii)	 Use the histogram to find how many women participated in the study.

	 The ‘due date’ of a mother to be is set at 280 days. Babies born before 
260 days are described as ‘pre-term’. Those born after 287 days are 
‘post-term’.

(iv)	 Give your answers to parts (a), (b) and (c) to 1 decimal place.

(a)	 Find the percentage of the babies that arrived on their due dates.

(b)	 Find the percentage that were pre-term.

(c)	 Estimate the percentage of babies that were post-term.

(d)	 Explain why your answers to parts (a), (b) and (c) do not add  
up to 100.

⑨	 (i)	  Births, deaths and marriages are listed for England and Wales (and 
separately for other parts of the UK). As part of a pilot study, three 
research students, A, B and C, selected samples of the ages of women 
who died in 2016 from the list, using random numbers.

	 Summary data for their samples are:

Table	1.10

A = Σ = Σ =n x x25 2038 1685452

B = Σ = Σ =n x x35 2720 2148932

C = Σ = Σ =n x x40 3230 2649352

(a)	 Describe the samples that the research students took.

(b)	 Find the mean and standard deviation for each of the samples. 
Explain why they are not all the same.

(c)	 Find the mean and standard deviation when the three samples are 
put together. Comment on the likely accuracy of your answer.

(ii) State the two formulae for Sxx and show algebraically that they are 
equivalent.

⑩	 A local police force records the number of people arrested per day during 
January, February and March one year. The results are as follows. 

Table	1.11

No of arrests Frequency

0 55

1 24

2  6

3  2

4  0

5  2

6, 7  0

8  1

>8  0
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(i)	 Find the mean and standard deviation of the number of arrests per day.

(ii)	 The figure 8 is an outlier. It was the result of a fight on a train that 
stopped in the area. It is suggested that the data should not include 
that day. What percentage changes would that make to the mean and 
standard deviation?

Key	PoinTS
1	 The	problem	solving	cycle	has	four	stages:

•	 problem	specification	and	analysis
•	 information	collection
•	 processing	and	representation
•	 interpretation.

2	 Information	collection	often	involves	taking	a	sample.
3	 There	are	several	reasons	why	you	might	wish	to	take	a	sample:

•	 to	help	you	understand	a	situation	better
•	 as	part	of	a	pilot	study	to	inform	the	design	of	a	larger	investigation
•	 to	estimate	the	values	of	the	parameters	of	the	parent	population
•	 to	avoid	the	work	involved	in	cleaning	and	formatting	all	the	data	in		

a	large	set
•	 to	conduct	a	hypothesis	test.

4	 Sampling	procedures	include:
•	 simple	random	sampling
•	 stratified	sampling
•	 cluster	sampling
•	 systematic	sampling
•	 quota	sampling
•	 opportunity	sampling
•	 self-selected	sampling.

5	 For	processing	and	representation,	it	is	important	to	know	the	type	of	data	
you	are	working	with	i.e.:
•	 categorical	data
•	 ranked	data
•	 discrete	numerical	data
•	 continuous	numerical	data
•	 bivariate	data.

6 Display	techniques	and	summary	measures	must	be	appropriate	for	the	type	
of	data.

7	 Notation	for	mean	and	standard	deviation.
	 Mean		 x x

n
i= Σ

	 Sum	of	square	deviations	
2 2 2S x x x nxxx i i( )= Σ − = Σ −

	 Variance	 =s S
n
xx2

	 Standard	deviation	 = =s S
n
xxvariance .
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leArning	ouTComeS
When	you	have	completed	this	chapter	you	should	be	able	to:

●➤ use	statistics	within	a	problem	solving	cycle
●➤ explain	why	sampling	may	be	necessary	in	order	to	obtain	information	about	

a	population,	and	give	desirable	features	of	a	sample,	including	the	size	of	the	
sample

●➤ know	a	variety	of	sampling	methods,	the	situations	in	which	they	might	be	
used	and	any	problems	associated	with	them

●➤ explain	the	advantage	of	using	a	random	sample	when	inferring	properties	of	
a	population

●➤ display	sample	data	appropriately
●➤ calculate	and	interpret	summary	measures	for	sample	data.
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