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Algorithms

The journey through Modelling with Algorithms is shown in this flowchart.

An algorithm must be
seen to be believed.
Donald Knuth (1938– )

Does the algorithm give an
optimal solution? How do you
know?
What happens if the problem is
bigger? How much longer will
the algorithm take to solve it?

Use an algorithm to
solve the problem and
interpret the solution
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Discussion Points

PY

What is an algorithm?

C

A friend asks you how to
work out the perimeter
of a triangle.
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➜ What information

How does simplex work?

For larger, authentic
problems, reformulate
as a linear programming
(LP) problem

Different problems can be
modelled with the same network

Algorithms for sorting and
packing
Finding the shortest path
or the maximum flow
through a network

Investigate LP
problems graphically
Integer variables

Use simplex method
or simplex software
Interpret output

R

would you need
to know about the
triangle before you
can give an answer?

Model a problem
with a network

What problems can be
modelled as a network?

D

Figure 1.1

1 What is an algorithm?
An algorithm is a finite sequence of operations for carrying out a procedure or
solving a problem. Cooking recipes, knitting patterns and instructions for making
flat pack furniture are algorithms, but obviously these are not mathematical
algorithms.

1

What is an algorithm?

ACTIVITY 1.1
Do you know on which day of the week you were born? Zeller’s algorithm can be
used to work it out. Try the algorithm using your date of birth.

Example:
29th Feb 2000
Let day number = D
D = 29
Let month number = M
M=2
Let year number = Y
Y = 2000
If M = 1 or 2, add 12 to M and subtract 1 from Y
M = 14
Y = 1999
Let C be the first two digits of Y and X be the last two digits of Y C = 19
X = 99
Calculate INT(2.6M – 5.4) + INT(X ÷ 4) + INT(C ÷ 4) + D + X – 2C 31+24+4+29+99-38
= 149
Find the remainder when this is divided by 7
2
If the remainder is 0 the day was Sunday, if it is 1 the day was
Tuesday
Monday, and so on
Zeller’s algorithm

This uses the current
(new) value of Y.

O

In mathematics an algorithm has an initial state and involves inputs, outputs and
variables. The initial state is the ‘factory setting’ values of any variables that are not
defined within the algorithm. Usually this means that all variables have the value 0
until they are updated.

C

The remainder when N is
divided by 7 is the same
as N – 7 × INT(N ÷ 7)

PY

INT(N) is the integer part
of N. This is the largest
integer that is less than or
equal to N. For example,
INT(2.3) = 2, INT(6.7) = 6,
INT(4) = 4 and INT(0) = 0.
The integer part of a
negative number N is the
negative of INT(-N), for
example, INT(-1.7) = -1.
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For Zeller’s algorithm as given above, the inputs are the initial values of D, M and Y;
the output is the day and the variables are C, D, M, X and Y.
The output may be printed or displayed.

Communicating an algorithm

R

How do you communicate an algorithm? The form of communication depends on
who (for example a seven-year-old) or what (for example a computer) will be using
the algorithm.

D

Whatever method is used to communicate the steps of an algorithm it must be:
l

l
l

unambiguous, so the person or machine running the algorithm does not have
to make any choices
deterministic, so there is no chance or randomness involved
finite, so the algorithm stops.

This means that each time the algorithm is used with a certain input, it gives the
same output, and that it does this in a finite number of steps.
An algorithm may be communicated in ordinary language, in a flowchart or in
pseudocode. A flowchart was used to show the journey through Modelling with
Algorithms at the start of this chapter.

2

Zeller’s algorithm could be written in pseudocode as:
Step 1 Let D be day number
Let M be month number
Let Y be year number

Chapter 1 Algorithms

Step 2 If M < 3 then M = M + 12 and Y = Y – 1

1

M = M + 12 means
that the value of (old)
M + 12 becomes the
value of (new) M.

Step 3 Let C = INT(Y ÷ 100)
Let X = Y – (100 × C)
Step 4 Let S = INT(2.6M – 5.4) + INT(X ÷ 4) + INT(C ÷ 4) + D + X – 2C
Step 5 Let A = S – (7 × INT(S ÷ 7)) and display the value of A
Note that the output is the day number and not the name of the day.
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Algorithms for mathematical processes can usually be broken up into a number of
sequential steps. Sometimes an algorithm will involve decisions (‘if … then …’)
and may loop back to an earlier step (‘go to step …’).
Algorithms may involve iterative processes. This means that after completing one
pass through the instructions a solution has been obtained that may only be part
way to the answer to the problem. By going back and carrying out further passes
the solution can be improved.

O

Completing a pass means
that you have worked
through the instructions
once, as far as either
terminating or looping
back to an earlier step.

C

For example, an algorithm for finding square roots is given below:
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Step 1 Input a positive number N
N

Step 2 Let A = 1 NA +
2
A
N
1
Step 3 Let B = 2  A + 
A

Step 4 If (A – B)2 < 0.001 then go to step 6

R

Step 5 Let A = B and then go to step 3

D

Step 6 Display the value of B and STOP

ACTIVITY 1.2
Work through this algorithm with N = 2. The algorithm loops back to step 3,
a pass occurs each time that step 3 is used.

Example 1.1

The real roots of a quadratic equation
ax2 + bx + c = 0 (a ≠ 0)
can be found using the quadratic formula
x=

−b ± b 2 − 4ac .
2a

(i)	Use a flow chart to represent an algorithm for solving a quadratic equation.
(ii)

Write the algorithm in pseudocode.

➜

3

What is an algorithm?

Solution

This is one possible solution.

(i)

Print ‘No real
solutions’

No

Input a, b, c

(ii) Step 1 Let d = b2 – 4ac

d = b2 − 4ac

Step 2 If d < 0 print
		
‘no real solutions’
		
and go to step 5

Is d ³ 0?

Step 3 Let x1 =

Yes

−b − b 2 − 4ac
2a
Step 4 Print x1 and x2

x1 = (−b + Öd) ÷ (2a)

		

x2 = (−b − Öd) ÷ (2a)

Note

Step 5 STOP

Print x1, x2

Stop

Let x2 =

PY

Figure 1.2

O

An algorithm gives the logical structure that underlies a computer program for
solving a problem. Modelling with algorithms has obvious connections with
computer science but does not require programming skills or knowledge of any
specific computing language.

C

The word ‘algorithm’
has become more
commonplace since
the development of the
computer. A computer
program is simply an
algorithm written in such
a way that a machine can
carry it out.

−b + b 2 − 4ac
2a

ACTIVITY 1.3
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Below are two algorithms, one expressed in pseudocode and the other as a flowchart.
Input x, y

Is x > y ?

Yes

Subtract y from
x to get a new
value of x

No

D

R

Russian algorithm for multiplying two
integers
Step 1 Write the two numbers side
by side
Step 2 Beneath the left number
write double that number
Beneath the right number
write the integer part of half
that number
Step 3 Repeat step 2 until the right
number is 1
Step 4 Delete those rows where the
number in the right column
is even
Step 5 Add up the remaining
numbers in the left column.
This is the result of multiplying
the original numbers
Euclid’s method for finding the highest
common factor of two positive integers
x and y

Is x < y ?
No

No

Yes

Subtract x from
y to get a new
value of y

Does x = y ?
Yes
Output x

Figure 1.3

Work through the Russian algorithm with left number 13 and right number 37.
Work through the Euclidean algorithm with x = 6 and y = 15.
How could you represent these algorithms differently?
What different type of user might each representation be suitable for?

4

Note

1
Chapter 1 Algorithms

Proving an algorithm
means showing that
the correct output is
always achieved for any
permitted input.

Proving that an algorithm does achieve what it is supposed to do is often quite tricky.
For example even if you believe that Zeller’s algorithm does what it is supposed to do,
it is quite a task to ‘unpick’ it and show that it does the right thing.You can probably
see that step 2 of Zeller’s algorithm deals with leap years by making the year run from
the beginning of March (M = 3) to the end of February (M = 14), and that the
algorithm is about counting days from some starting point and then dealing with
things like leap years.What may be less obvious is the calculation of INT(2.6M − 5.4).
You need to be able to trace through an algorithm to find out what output it gives
for certain inputs. Sometimes an algorithm is not ‘fit for task’ which means that it
does not always do what it is supposed to do. If you can find an input for which
the algorithm does not work then this immediately gives a counter-example and
disproves the algorithm. Sometimes a faulty algorithm can be repaired.

PY

For example:
l you might need to build in a restriction on the inputs so that they cannot be 0,
or must be positive, or must be integers
l you might need to correct an error such as choosing the wrong variable, an
arithmetic slip or a ‘go to’ that loops back to the wrong step
l you might need to add a condition to deal with special cases.

C
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In Example 1.1 the values of the inputs a, b and c should be real numbers. The
algorithm will not work when a has the value 0 so it has been disproved, unless the
value of a is restricted to be non-zero.
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In Chapter 3 you will learn that algorithms can also be developed and adapted to
deal with variations on a standard problem.

Discussion points

➜ If you work out what this does for each month (from M = 3 to M = 14) you might

D

R

start to understand how Zeller’s algorithm works.
➜ If there are only a small number of possible inputs, or if they can be put into
sets that all behave similarly (such as odd numbers and even numbers) then it
may be possible to prove an algorithm using proof by exhaustion.

Exercise 1.1

① Construct a flow chart that can be used to check
if a number N is prime, where N is a positive
integer and N > 2.
② The following six steps define an algorithm:
Step 1	Think of a positive whole number
and call it X
Step 2 Write X in words (using letters)
Step 3 Let Y be the number of letters used
Step 4 If Y = X then stop
Step 5 Replace X by Y
Step 6 Go to step 2

Apply the algorithm with X = 62.
(ii) Show that for all values of X between 1 and
99 the algorithm produces the same answer.
You may use the fact that, when written out,
numbers between 1 and 99 all have twelve or
fewer letters.
[MEI]
③ The following algorithm is to be applied to the
positive integers from 2 to 99:
(i)

Step 1	Put a circle around 2 and then cross
out all remaining multiples of 2

5

Algorithmic complexity

Row
M
D
C
L
X
V
I
1
1000 2 500 3 100 9 50 5 10 10 5 7 1 11
2

1000 2 500 3 100 9 50 5 10 10 5 7 1 11

3

100 9 50 5 10 10 5 7 1 11

4

100 4 50 5 10 10 5 7 1 11

5

50 6 10 10 5 7 1 11
10

6 5 7 1 11

7

5 8 1 11
1

10
11
Table 1.1

300 5 100 4 50 6 10 10 5 8 1 11
80 7

30 7 10

6 5 8 1 11
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800 5

8

C

8
9

O

6

To illustrate how this works, take the Roman
numeral CIX as an example.
Always start by looking at row 1. Look at the row
1 entry in the column headed C (the first symbol
in the Roman numeral) to find 100 9. Add 100
to the running total (which was 0 originally) and
move to row 9.
Now look at row 9 in the column headed I
(the second symbol in the Roman numeral) to
find 1 11. Add 1 to the running total and move
to row 11.
Finally look at row 11 in the column headed
X (the third symbol in the Roman numeral) to
find 8 0. Add 8 to the running total. Since this
was the last symbol in the Roman numeral the
algorithm now stops.
CIX = 100 + 1 + 8 = 109
(i)
Write this algorithm as a set of steps.
(ii) What are the limitations of the algorithm?
(iii) Write pseudocode instructions for
converting ordinary base 10 numbers into
Roman numerals.

[MEI adapted]
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Step 2	Put a circle around the next uncrossed
number and then cross out all
remaining multiples of that number.
Step 3	Repeat step 2 until all are either
circled or crossed out.
(i)
Draw a ten-by-ten grid. Shade out the first
two squares and let the remaining squares
represent the integers from 2 to 99.
(ii) Say what the algorithm finds.
[MEI]
④ Table 1.1 can be used to convert a number from
Roman numerals into ordinary base 10 numbers.

8

0

3 0 1

8

R

2 Algorithmic complexity

D

Most problems can be solved using a variety of algorithms, some of which might
be more efficient than others. By ‘efficient’ we usually mean using fewer operations
(which in turn means running more quickly and so taking less time). There might
be other considerations too, such as the amount of storage capacity needed if the
algorithm is to be run on a computer.

As a simple example of improving efficiency, look back to Example 1.1, where you
saw an algorithm to find the real roots of a quadratic equation. It is a good idea to
calculate the value of b2 − 4ac as a first step, because the sign of that value has to be
checked to see whether it is worth continuing with the calculation.
If an algorithm requires the evaluation of a quadratic expression, the way in which
the expression is written can make a difference to the efficiency.
For example, 3x2 + 2x + 9 can be written as (3x + 2)x + 9. This bracketed form is
called a nested form.

6

When x = 5, the evaluation with a calculator requires the following key presses:
3x2 + 2x + 9:

	3 multiplications
and 2 additions

1
Chapter 1 Algorithms

	2 multiplications
and 2 additions

(3x + 2)x + 9:

The nested form uses fewer operations (multiplications and additions) so it should
be quicker (albeit by the tiniest amount of time).
Comparing the number of operations for a general polynomial of degree n gives:
an x n + an − 1x n − 1 + … + a2 x 2 + a1x + a0 

(((…((a x + a
n

n −1

) x + an − 2 ) x + an − 3 ) x + …) + a1 ) x + a0 

1
n (n + 1)
2

× and n +

n × and n +

Note

O

PY

The nested method has linear order complexity (or order n or O(n)) because
the time taken to run the calculation involves n1 as the highest power of n.The
expanded form has quadratic order complexity (or order n2 or O(n2)) because
the time taken to run the calculation will involve n2 as the highest power of n.
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If any of the coefficients happened to be 0 then some work would be saved. It
is usual to focus on the worst case situation (rather than the best case or an
average case). This is partly because then any predictions about run-times
will be ‘worst case scenarios’ but mainly because the worst case is usually the
easiest to consider.
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The nested method is more efficient than the expanded form because O(n) is
a lower order complexity than O(n2). Irrespective of what the actual linear and
quadratic functions are that represent the run-time for the two methods for a
polynomial of degree n, a linear function will give lower values (smaller run-times)
than a quadratic function for realistic sized (huge) problems.
For example, if it takes M microseconds for a computer to multiply two numbers
and A microseconds for it to add two numbers then (once the programs have been
written) inputting the coefficients is the same for both methods, and the run-time
is 1 n(n+1)M + nA for the expanded form and nM + nA for the nested form.
2

Now, in this case, 1 n(n+1)M + nA is always bigger than nM + nA, but the details,

2
1
such as the and the (n+1) are irrelevant, if n is huge all that matters is that n2 is
2

much bigger than n.

O(n2) is always less efficient than O(n) once n becomes large. Similarly O(n3) is less
efficient than O(n2) and so on.

7

Algorithmic complexity
●	If

an algorithm has O(n) complexity then doubling the size of the problem will
roughly double the run-time, or tripling the size of the problem will roughly
triple the run-time. If the actual run-time is an + b then scaling the problem
size by a factor of k gives a run-time of akn + b. For large values of n, the runtime akn (+ b) is roughly k times the run-time an (+ b).

●	If

an algorithm has O(n2) complexity then doubling the size of the problem will
roughly quadruple the run-time, or tripling the size of the problem will scale
the run-time by a factor of about 9. If the actual run-time is an2 + bn + c then
scaling the problem size by a factor of k gives a run-time of ak2n2 + bkn + c. For
large values of n, the run-time ak2n2 (+ bkn + c) is roughly k2 times the run-time
an2 (+ bn + c).

Note
Often a table is a useful
way to record the results,
with a column for each
variable and using a
new line each time any
variable changes.

●	Similarly, if

an algorithm has O(nr) complexity, then scaling the problem size by
a factor k will scale the run-time by a factor of (approximately) kr.

PY

Exercise 1.2
① The following flowchart defines an algorithm
which operates on two inputs, x and y.

Let r = y and q = 0

No

Is r < x?
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Let q = q + 1

Yes
Print q and r

Figure 1.4

R

Run the algorithm with inputs of x = 3
and y = 41. Keep a record of the values of r
and q each time they are updated.
Say what the algorithm achieves.
The following flowchart defines an
algorithm with three inputs, x, y1 and y2.

D

(ii)

Let r = r − x

C

O

Input x and y

(i)

Work through the algorithm with x = 3,
y1 = 4 and y2 = 1. Keep a record of the
values of r, q1 and q2 each time they are
updated.
The two algorithms achieve the same result.
(iv) Suggest the advantages and disadvantages of
each algorithm.
[MEI]
② Programmable calculators use a version of the
Basic programming language that, amongst other
things, can perform repetitions using ‘for … next’.
To show how this works look at the following
programs and their printouts.
(iii)

Input y1 and y2

Let r = r − x

Let r = y1 and q1 = 0

Is r < x?
Yes

Let q1 = q1 + 1

No

Let r = r − x
Let q1 = q1 + 1

Is r < x?
Yes
Print q1, q2 and r

Figure 1.5
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No

Let r = r − x
Let q2 = q2 + 1

B

FOR M = 1 TO 3

1

PRINT M

2

NEXT M

3

FOR M = 1 TO 3

1 1

FOR N = 1 TO M

2 1

PRINT M, N

2 2

NEXT N

3 1

NEXT M

3 2

S=S−9

3 3

NEXT L

T = 0: S = 0
FOR J = 0 TO 9

1

FOR K = 0 TO 9

Chapter 1 Algorithms

FOR L = 0 TO 9
FOR M = 0 TO 9
IF S = 21 THEN T = T + 1
S=S+1
NEXT M

S=S−9

PY

NEXT K

S=S−9
NEXT J

O

PRINT T

③ The following algorithm finds the highest
common factor (HCF) of two positive integers.
1 Let A be the first integer and B be the
second integer
2 Let Q = INT(B ÷ A)
3 Let R = B − (Q×A)
4 If R = 0 go to step 8
5 Let the new value of B be A
6 Let the new value of A be R
7 Go to step 2
8 Record the HCF as the value of A
9 STOP
(i)
Work through the algorithm with A = 2520
and B = 5940.
(ii) What happens if the order of the input is
reversed, so A = 5940 and B = 2520?
It has been claimed that the number of iterations
of this algorithm is
log(M ÷ 1.17)
approximately
, where M is the
 1+ 5 
log 
 2 
larger of A and B.
(iii) Count the number of iterations of the loop
in the algorithm when A = 233 and B = 377.
Compare this with the number claimed by
the formula above.
[OCR adapted]

A
T=0

D

R
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In a certain town the bus tickets are numbered
0000 to 9999.
Some children are collecting the tickets whose
digits add up to 21.
(i)
How many such tickets will there be in the
tickets numbered from 0000 to 9999?
Two algorithms for finding the number of tickets
whose digits add up to 21 are given as calculator
programs below (A and B).You do NOT need to
put these programs into your calculator to answer
this question.
(ii) Show that each algorithm achieves the
correct result.
(iii) Compare the efficiency of the two
algorithms by counting the number of
additions/subtractions and the number of
comparisons used.

FOR J = 0 TO 9
FOR K = 0 TO 9
FOR L = 0 TO 9
FOR M = 0 TO 9
S=J+K+L+M
IF S = 21 THEN T = T + 1
NEXT M
NEXT L
NEXT K
NEXT J
PRINT T

9

Packing

3 Packing
One of the situations where an algorithmic approach is useful is for
one-dimensional bin-packing problems. Imagine having to send a number of
files as attachments to the same email address, but there is a limit on the total size
of the files attached to one email. How should the files be put together so that
the number of emails needed is as small as possible?
The classic bin-packing problem packs ‘boxes’ of given sizes into a number of
(equal sized) ‘bins’ of a fixed size.
Here are three methods that could be used:
First-fit algorithm
Take the boxes in the order listed and pack each box in the first bin that has
enough space for it (starting each time with the first bin).

2

First-fit decreasing algorithm
Reorder the boxes from the largest to the smallest, then apply the first-fit
method to this list.

3

Full-bin strategy
Look for combinations of boxes that will fill bins. Pack these boxes. Put the
rest together in combinations that result in bins that are as nearly full as
possible.
The boxes A to K with masses in kilograms as shown in Table 1.2 are to be
packed into bins that can each hold a maximum of 15 kg. Apply each of the three
bin packing methods to this problem.
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Example 1.2

C

O
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1

A

B

C

D

E

F

G

H

I

J

K

8

7

4

9

6

9

5

5

6

7

3

R

Table 1.2

D

Solution
First-fit: Bin 1

A(8)

B(7)

Bin 2

C(4)

D(9)

Bin 3

E(6)

F(9)

Bin 4

G(5)

H(5)

Bin 5

10

I(6)

J(7)

A and B are put into bin 1,
which is then full.
C and D are put into bin 2 but
there is not enough room for E.
Bin 2 has 2 kg of spare capacity.
The first bin with enough
capacity for E is bin 3.

K(3)

Continue in this way.
When K is reached, the
first bin with enough
capacity is bin 4.

First-fit decreasing:
First order the list

D(9) F(9) A(8) B(7) J(7) E(6) I(6) G(5) H(5) C(4) K(3)
E(6)

Bin 2

F(9)

I(6)

Bin 3

A(8)

B(7)

Bin 4

J(7)

G(5)

Bin 5

H(5)

C(4)

Bin 1

A(8)

B(7)

Discussion points

Bin 2

C(4)

E(6)

➜ What does optimal

Bin 3

D(9)

➜ Why might some

Bin 4

J(7)

F is put into bin 2 leaving
6 kg spare in bin 2.
A is put into bin 3 leaving
7 kg spare.

The first bin with enough
capacity for B is bin 3.

K(3)

When K is reached, the
first bin with enough
capacity is bin 4.

PY

D(9)

Chapter 1 Algorithms

Bin 1

D is put into bin 1 leaving
6 kg spare in bin 1.

1

This is just one way to
make full bins (for bins
1 to 4).

Continue in this way.

Full-bin strategy:
For example

other criterion be
more appropriate?
problems with
using a complete
enumeration?

Bin 5

O
H(5)

K(3)

F(9)

AF
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➜ What are the

I(6)

C

mean in this sense?

G(5)

The full-bin strategy is not an algorithm because there is no set way to make the
full bins. It is probably evident that using the items with the largest weights to make
full bins is usually better than filling a bin with lots of smaller weight items.

R

The only known algorithm that will always find the optimal packing is to use a
complete enumeration (that is, try every possibility).

D

An algorithm that will usually find a good solution, although not necessarily an
optimal (best) solution to a problem is called a heuristic (or a heuristic algorithm).
A heuristic is a method that finds a solution efficiently, but with no guarantee
that the solution is optimal. This raises another issue in the consideration of what
constitutes an efficient algorithm. If you cannot guarantee getting the best solution
would you want the algorithm that got to its solution with the least expense (in
terms of time or money) or the one that consistently gave better solutions than the
others? The consistency with which an algorithm gives a good solution is therefore
another factor in its efficiency. Heuristics are important when classic methods fail,
for example when the only way to guarantee finding the optimal solution is a
complete enumeration.
The efficiency of different packing strategies could be compared by counting the
number of comparisons needed in the worst case for a list of n items.
In the worst possible case, both first-fit and first-fit decreasing algorithms
use 1 + 2 + … + (n – 1) = 21 (n – 1)n comparisons. Both first-fit and first-fit

decreasing algorithms have quadratic complexity, O(n2).

11

Sorting

Exercise 1.3

① Sam wants to download the following videos onto four 16GB USB sticks.
Can this be done?
A
4
J
5.6

Program
Size (GB)
Program
Size (GB)

B
3.2
K
3

C
2.4
L
4.8

D
2.6
M
3

E
4.4
N
4

F
1
O
2.8

G
2
P
8

H
2.4
Q
4.8

I
3.6
R
1.6

Table 1.3

② A small car ferry has a number of lanes, each 20 m long. The following vehicles
are waiting to be loaded.
Car

14 m
3m

Coach

12 m

Petrol tanker

4 m Range rover
5m
4 m Car and trailer 8 m

Car
Van

11 m Car

Lorry

4m

4m
3m

Car
Car

10 m

Lorry

Table 1.4

O

PY

How many lanes are needed to fit all the vehicles on the ferry at the same
time?
③ A plumber is using pipes that are 6 m long and needs to cut the following
lengths.

Number
Table 1.5

1.5
4

2
3

2.5
0

3
1

3.5
2

Use the first-fit decreasing algorithm to find a way to cut the lengths.
④ Six items with the masses given in Table 1.6 are packed into bags, each of
which has a capacity of 10 kg.
Item

A

B

C

D

E

F

Weight (kg)

2

1

6

3

3

5

R

➜ How would you sort
a shuffled pack of
standard playing
cards into suits,
in the order clubs,
diamonds, hearts,
spades, and within
each suit from ace to
king?

1
2
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Discussion point

0.5
0

C

Length (m)

D

Table 1.6
(i)
(ii)

Use the first-fit algorithm to pack these items into bags, saying how
many bags are needed.
Give an optimal solution.
[MEI]

4 Sorting
The first step in the first-fit decreasing algorithm, considered above, involves
sorting the list of weights into decreasing order (largest to smallest). Sorting is used
to put a list of names into alphabetical order or to rank a list of universities on their
‘student satisfaction’ scores. Usually such tasks are done using a computer, but how
does a computer sort a list?
Sorting is an everyday activity in which the efficiency of the algorithm used is
important. There are many popular sorting algorithms for sorting a list of numbers
into ascending or descending order.
The sorting algorithm that will be used here is the quick sort algorithm.
12

1

The first value in the list is the pivot.
Excluding the pivot, pass along the list and write down each value that is less
than or equal to the pivot value, then write the pivot value and then write
down the values that are greater than the pivot.
This concludes the first pass.
Repeat step 1 on each sublist. If a sublist contains just one value this becomes
a pivot and is marked as being in its correct position in the final list. This
concludes the next pass.
Continue in this way until every value is marked as being in its correct
position in the final list.

3

Use quick sort to sort this list into ascending order
5

2

4

10 1

6

Solution

2

4

10

1

6

3

5

2

4

1

6

3

7

10

After 2nd pass: 2

4

1

3

5

6

7

10

After 3rd pass:

1

2

4

3

5

6

7

10

After 4th pass:

1

2

3

4

5

6

7

10

After 5th pass:

1

2

3

4

5

6

7

10

Sorted list:

1

2

3

4

5

6

7

10

C

After 1st pass:

5
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7

3
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➜ How would you adapt
quick sort so that the
pivot is still the first
value in the list (or
sublist) but the sort
is into descending
(decreasing) order?

Original list

R

Discussion point

PY

2

7

Active pivots are
boxed and used pivots
are underlined.

1

To sort a list of numbers into ascending (increasing) order:

O

Example 1.3

Quick sort

Chapter 1 Algorithms

At this stage the pivot
is guaranteed to be in
its correct position in
the final list and can
be marked in some
way to indicate this.
The pivot splits the
list into two sublists:
one containing the
values that are less
than or equal to the
pivot (excluding the
pivot itself) and the
other containing
the values that are
greater than the pivot.
It is possible that one
of these sublists may
be empty.

Note
Sometimes the list to
be sorted is written
vertically, then the two
sublists will be above
and below the pivot
instead of to the left and
to the right of the pivot.

For a small example like this, writing down the sorted list is easy. The example is
used to illustrate how quick sort works when it is applied to a much longer list.
Other sorting algorithms can be used, such as bubble sort or shuttle sort. For
example, you may be asked to count the number of comparisons (or comparisons
and swaps) to compare the efficiency of two algorithms being used to sort a
particular list.
The worst case for quick sort, in terms of comparisons, is when the pivot at each
pass is the smallest or largest value in the sublist (so one of the new sublists is
empty). This would be the case when the original list is already sorted (or sorted
but in reverse). In the worst case, quick sort has quadratic complexity, O(n2).
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Sorting

Exercise 1.4
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Second pass:	In the revised list, compare the
second and third numbers and
swap if necessary.
	If a swap was necessary then
compare the first number with the
new second number and swap if
necessary.
	Write down the remaining
numbers with their order
unchanged.
Third pass:	In the revised list, compare the
third and fourth numbers and swap
if necessary.
	
If a swap was necessary then
compare the second number with
the new third number and swap if
necessary.
	If both swaps were necessary then
compare the first number with the
new second number and swap if
necessary.
	Write down the remaining
numbers with their order
unchanged.
And so on until no further passes are possible.
(i)
Use shuttle sort to sort the following list.
13 56 2
40 10 50 35
Write down the list at the end of each pass
and record the number of comparisons that
have been made in each pass.
(ii) Explain why, in the worst case, shuttle sort
has quadratic complexity.
(iii) Sort the list
13 56 2
40 10 50 35
into ascending order using quick sort.
Record the number of comparisons that are
made.
(iv) Compare the efficiency of shuttle sort and
quick sort for sorting this particular list into
ascending order.
[MEI adapted]
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① Use quick sort to sort this list of numbers
into decreasing order. Record the number of
comparisons made in each pass.
6
8
3
2
4
7
7
② The instructions below describe the steps of a
bubble sort algorithm.
Step 1 Let M = 1
Step 2 Let N = 1
Step 3	If the Nth number in the list is greater
than the (N + 1)th, then
swap them
Step 4 Let N = N + 1
Step 5 If N < 7 – M go to step 3
Step 6 Let M = M + 1
Step 7 If M < 6 go to step 2
Step 8 Display list
(i)
Apply the bubble sort algorithm to the list
of numbers
7
9
5
1
11
3
Record the list each time that step 2 is used.
Count the number of comparisons and the
number of swaps in each of these passes
(from one use of step 2 to the next).
The list is now split into two sublists:
7
9
5
and 1
11
3
Bubble sort is applied to each sublist, which
are then merged back together.
(ii) How many comparisons and how many
swaps does each of these applications of
bubble sort use?
(iii) Describe how to merge the sorted sublists.
How many comparisons does the merge
involve?
[MEI]
③ Shuttle sort is described below.
First pass:	Compare the first two numbers
and swap if necessary so that the
smaller is written first.
	Write down the remaining
numbers with their order
unchanged.
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LEARNING OUTCOMES
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KEY POINTS
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Chapter 1 Algorithms

Now you have finished this chapter you should
➤ understand what an algorithm is and understand the meanings of the terms
‘finite’, ‘initial state’, ‘input’, ‘output’ and ‘variable’ in the context of algorithms
➤ be able to interpret and apply algorithms presented in a variety of formats,
including written English, flowcharts and pseudocode
➤ understand and use loops (‘go to step …’), passes, decisions (‘if … then …’) and
the idea of an iterative process
➤ be able to repair, develop and adapt given algorithms
➤ understand the idea of algorithmic complexity as a way to compare different
algorithms
➤ understand that algorithms can sometimes be proved correct or incorrect
➤ know what a heuristic is
➤ be able to sort a list of values using quick sort or other sorting algorithms which
are specified
➤ be able to use and compare first-fit and first-fit decreasing bin packing
algorithms and full-bin strategy.
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1 An algorithm is a finite sequence of operations for carrying out a procedure or
solving a problem.
2 An algorithm may be communicated in ordinary language, in a flowchart or in
pseudocode.
3 For large n, an algorithm with O(na) complexity is more efficient than an
algorithm with O(nb) complexity when a < b.
4 If an algorithm has O(nr) complexity then scaling the problem size by a factor k
will scale the run-time by a factor of (approximately) kr.
5 First-fit algorithm
Take the boxes in order listed and pack each box in the first bin that has enough
space for it (each time starting with the first bin).
First-fit decreasing algorithm
Reorder the boxes from the largest to the smallest, then apply the first-fit
method to this list.
Full-bin strategy
Look for combinations of boxes to fill bins. Pack these boxes. Put the remaining
boxes together in combinations that result in bins that are as nearly full as
possible.
6 A heuristic is a method that finds a solution efficiently, but with no guarantee
that the solution is optimal. Heuristics are important when classic methods fail,
for example when the only way to guarantee finding the optimal solution is a
complete enumeration.
7 The efficiency of different packing strategies could be compared by counting
the number of comparisons needed in the worst case for a list of n items. In the
worst case, first-fit and first-fit decreasing both have quadratic complexity, O(n2).
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8 Quick sort can be used to sort a list of numbers into ascending (increasing)
order:
The first value in the list is the pivot. Excluding the pivot, pass along the list and
write down each value that is less than or equal to the pivot value, then write the
pivot value and then write down the values that are greater than the pivot. The
pivot splits the list into two sub-lists.
Repeat the process on each sub-list and continue in this way until every value
has been a pivot.
9 In the worst case, quick sort has quadratic complexity, O(n2).
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Linear programming

You don’t get any points
in life for doing things
the hard way.

Think about a product that you might make to sell at a fundraising event. What
factors affect how much profit you can make?

Tim Fargo

PY

1 Formulating linear programming
problems

O

Linear programming was developed in the Second World War to solve logistical
problems.

C

A linear programming (LP) problem is an optimisation problem that requires the
maximum or minimum value of some linear function of some variables, subject to
some constraints that are also linear functions of the variables.
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Formulating a problem means translating the problem into a mathematical form
using equations and inequalities.
First, you need to identify the variables (the quantities that can take different
values) and their units, where appropriate. The variables are usually defined
using ‘Let x = …, let y = … etc.
Next, determine what factors restrict the values of the variables and formulate
the constraints algebraically.
Finally, the objective needs to be identified; this consists of an objective
function together with a statement of whether this is to be maximised or
minimised.

R

●

D

●

●
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Formulating linear programming problems

Example 5.1

A factory produces two types of drink – an ‘energy’ drink and a ‘refresher’ drink.
Each drink requires syrup, vitamin supplements and flavouring, as shown in the
table below. The final row of the table shows how much of each ingredient is
available for a day’s production.

5 litres of energy drink
5 litres of refresher drink
Amount available

Syrup
(litres)
1.25
1.25
250

Vitamin
supplement (units)
2
1
300

Flavouring
(cm3)
30
20
4800

Table 5.1

The manager wants to plan how much of each drink to make to maximise the
profit from the day’s production. The manager knows that all the drink produced
can be sold to give a profit of £1 per litre for the energy drink and 80p per litre
for the refresher drink.

O

Solution
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(i) Define suitable variables for this problem.
(ii) Write the constraints algebraically.
(iii) State the objective.
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(i) The manager can vary the amount of each type of drink that is made, so the
variables are
x = amount of energy drink made, in litres
y = amount of refresher drink made, in litres.
(ii) The constraints come from the amount of each ingredient needed.
Every 5 litres of energy drink uses 1.25 litres of syrup, so 1 litre of energy drink
uses 0.25 litres of syrup and x litres of energy drink uses 0.25x litres of syrup.
Similarly, y litres of refresher drink uses 0.25y litres of syrup.
To make x litres of energy drink and y litres of refresher drink,
0.25x + 0.25y litres of syrup are needed.
There are 250 litres of syrup available, so 0.25x + 0.25y ⩽ 250. This may be
divided through to simplify the coefficients: x + y ⩽ 1000
A similar argument for the vitamin supplements gives the constraint
0.4x + 0.2y ⩽ 300, which can be simplified to give 2x + y ⩽ 1500.
The flavouring gives the constraint 6x + 4y ⩽ 4800 or 3x + 2y ⩽ 2400.
Additionally, the variables x and y cannot be negative, so there will be nonnegativity constraints x ⩾ 0 and y ⩾ 0.
(iii) The objective is to maximise the profit. The profit (in £) is given by
P = x + 0.8y. This is the objective function.
This completes the formulation of the problem.
Maximise
subject to

Sometimes these nonnegativity constraints are
assumed.

60

and

P = x + 0.8y
x + y ⩽ 1000
2x + y ⩽ 1500
3x + 2y ⩽ 2400
x ⩾ 0, y ⩾ 0.

Standard linear programming form is when a problem has been formulated
in terms of non-negative variables as a linear objective to be maximised subject to
linear constraints, each of which is less than or equal to a non-negative constant.

5

Example 5.2

Chapter 5 Linear programming

If the information about the constraints is given in ‘ratio form’ (as in Example 5.2)
it may be useful to try out some numerical values first.
Tammy makes tanning lotions which she sells to beauty salons. She makes three
different lotions using the same basic ingredients but in different proportions.
These lotions are called amber, bronze and copper.

Solution

(i) Let a = amount of amber lotion made, in litres.
Let b = amount of bronze lotion made, in litres.
Let c = amount of copper lotion made, in litres.
The amount of water needed is 1a + 0.8b + 0.5c litres and this cannot
exceed 40 litres.
This confirms that
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The variables may need
to be adjusted to give
the required constraint,
but this seems to be a
sensible starting point.
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To make one litre of tanning lotion she needs one litre of fluid; this can either be
water or water mixed with hempseed oil. One litre of amber lotion uses one litre
of water, one litre of bronze lotion uses 0.8 litres of water and one litre of copper
lotion uses 0.5 litres of water; any remainder is made up of hempseed oil. Tammy
has 40 litres of water and 7 litres of hempseed oil available.
(i) By defining appropriate variables, show that the constraint on the amount of
water used can be written as 10a + 8b + 5c ⩽ 400.
(ii) Find a similar constraint on the amount of hempseed oil used.
There is enough of the tanning ingredient to make 20 litres of amber lotion or
40 litres of bronze lotion or 100 litres of copper lotion.
(iii) Form constraints on the amount of tanning ingredient available.
(iv) What other constraints are there on the values of a, b and c?

R

This gives the constraint

D

which scales up to give

a + 0.8b + 0.5c ⩽ 40,
10a + 8b + 5c ⩽ 400.

the choices for the
variables, and their
units, were right.

(ii) The amber lotion uses no hempseed oil. Each litre of bronze lotion uses
0.2 litres of hempseed oil and each litre of copper lotion uses 0.5 litres of
hempseed oil.
The amount of hempseed oil needed is 0.2b + 0.5c litres and this cannot
exceed 7 litres.
This gives the constraint
which scales up to give

0.2b + 0.5c ⩽7
2b + 5c ⩽ 70.

(iii) There is enough of the tanning ingredient to make 20 litres of amber lotion
or 40 litres of bronze lotion or 100 litres of copper lotion. This means that
a ⩽ 20, b ⩽ 40 and c ⩽ 100. But if a = 20, then this uses all of the tanning
ingredient, leaving none for the other two types of lotion.
Suppose that there are 200 units of the tanning ingredient available (200
has been chosen because it is a multiple of 20, 40 and 100). Then 20 litres
of amber lotion uses 200 units of the tanning ingredient, so 1 litre of amber
lotion uses 10 units of the tanning ingredient and a litres of amber lotion
uses 10a units of the tanning ingredient.
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Similar reasoning for the other two lotions leads to the following constraint
10a + 5b + 2c ⩽ 200
(iv) The variables a, b and c must be non-negative
a ⩾ 0, b ⩾ 0 and c ⩾ 0

Integer programming
In the problems in Examples 5.1 and 5.2, the variables were continuous, but
sometimes the variables are restricted to take integer values. This leads to an
integer linear programming problem (ILP). An ILP problem is exactly the
same as a linear programming problem except that it has the additional restriction
that the variables are integer-valued. This restriction would usually be stated at the
end of the formulation (after the non-negativity constraints).
① There are two processes involved in making cards: printing and folding. There
is a time of 6000 seconds available for each process. The printing must be done
in the morning and the folding in the afternoon.
Two types of cards are available. The table shows the number of seconds that a
card of each type takes to print and to be folded. The profit on a card of each
type is also shown.
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X
Y

Printing time per
card (seconds)
1
2

C

Type of card
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Exercise 5.1

Folding time per
card (seconds)
3
1

Profit per
card (pence)
2
5

Table 5.2
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Let x be the number of cards of type X and y be the number of cards of type Y.
The values of x and y that give the maximum profit are required.
Formulate this as an integer programming problem in standard linear
programming form.
② The contract conditions imposed by a coach company on hiring out a minibus
are as follows:
The total number of passengers must not exceed 14
The total number of passengers must be at least 10
There must be at least one adult for each child.
The cost of hiring the minibus is £10 for each adult and £5 for each child.
Formulate the problem of finding the minimum amount that the coach
company can receive for the hire of its minibus.
③ A car park has a usable area of 300 m2 which is to be marked out for small cars and
large cars. A small car space uses 10 m2 and a large car space uses 12 m2.The number
of spaces for large cars must be at least 1.5 times the number of spaces for small cars.
All other considerations, such as the shape of the car park and allowing room
to manoeuvre into the spaces, may be ignored.
The owner of the car park wants to know how many spaces should be marked
out for small cars and how many for large cars to maximise the number of cars
that can be parked.
Formulate this as an integer linear programming problem.
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④ A robot can walk at 1.5 m s–1 or run at 4 m s–1. The batteries hold enough
charge for the robot to walk 9000 metres or run 3000 metres.
Let x be the time (in seconds) for which the robot walks and y be the time
(in seconds) for which the robot runs.
(i)
Find the maximum values of x and y.
The problem is to find the greatest distance that the robot can travel in half an hour.
(ii) Formulate the problem in standard linear programming form.

2 Graphical solutions
When a problem has just two variables it can be illustrated graphically.

Drawing the feasible region

PY

The first step in constructing a graphical solution is to draw the feasible region
(FR). This is the set of points that satisfy all the constraints.
To graph a constraint, the boundary line (where the inequality becomes an =) is
drawn. This is done for each constraint.

Example 5.3
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When all the boundary lines have been drawn, you need to indicate the feasible
region. One way to do this is to shade the side of each line for which the constraint
is not true so that, at the end, the unshaded region is the feasible region. This is
illustrated in Example 5.3.

Draw a graph to show the feasible region for the problem from Example 5.1.

Solution

D
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The line 2x + y = 1500
cuts the axes at (750, 0)
and (0, 1500); the side
containing (0, 0) is not
shaded

The line x + y = 1000
cuts the axes at
(1000, 0) and (0, 1000);
the side containing
(0, 0) is not shaded

y
1500

The line 3x + 2y = 2400
cuts the axes at (800, 0)
and (0, 1200); the side
containing (0, 0) is not
shaded

1000
500
O

500

1000

x
The non-negativity
constraints mean that
the region to the left of
the y-axis and the region
below the x-axis are shaded

Figure 5.1
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Graphical solutions

Finding the optimal solution
The optimal solution then needs to be found. One way to find the optimal solution
is to draw some lines corresponding to certain values of the objective function and
deduce where the objective is maximised (or minimised). This method is called
using a profit line.
In Example 5.1, the objective function was given by P = x + 0.8y.
Figure 5.2 shows the feasible region for this problem, found in Example 5.3, and
two lines which represent P = 400 and P = 800, respectively.
y

x + 0.8y = 800 is

1500

is the line through
(400, 0), (0, 500)

500
O

Figure 5.2

x
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x + 0.8y = 400

the line through
(800, 0), (0, 1000)

1000

500

1000

C

O

The profit lines are parallel and the direction of increasing profit is shown by the
arrow. By sliding the profit lines, the last point in the feasible region is where the
line x + y = 1000 cuts the line 3x + 2y = 2400.
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The optimum value will always occur at a vertex of the feasible region (it may
occur at two vertices and then the whole of the line between these points will also
give optimal points). This means that another way to locate the optimum point is to
check the value of P at the vertices (or at least at some of the vertices). This method
is called vertex checking.
The coordinates of the vertices of the feasible region are found by solving pairs of
simultaneous equations.
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Often a combination of the two methods is used, particularly when changes are
made to the coefficients after the feasible region has been drawn.

Example 5.4

For the problem in Example 5.1:
(i) Calculate the vertices of the feasible region.
(ii) Calculate the value of P at each vertex.
(iii) Deduce the solution to the problem.

Solution
(i) x + y = 1000 and 3x + 2y = 2400.
Solving simultaneously gives x = 400, y = 600.
2x + y = 1500 and 3x + 2y = 2400.
Solving simultaneously gives x = 600, y = 300.
The vertices of the feasible region are
(0, 0), (750, 0), (600, 300), (400, 600), (0, 1000).
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(ii) P = x + 0.8y
y
0
0
300
600
1000

5

P
0
750
840
880
800

Chapter 5 Linear programming

x
0
750
600
400
0
Table 5.3
Always give the solution
in the context of the
original problem.

(iii) The maximum value of P is 880, when x = 400 and y = 600.
The manager should choose to make 400 litres of energy drink and 600
litres of refresher drink for a profit of £880.

Using technology

PY

Small linear programming problems can be investigated using a spreadsheet solver.
Consider again the energy drink problem from Example 5.1.
P = x + 0.8y

subject to

x + y ⩽ 1000

O

Maximise

C

		2x + y ⩽ 1500

		3x + 2y ⩽ 2400
x ⩾ 0, y ⩾ 0.
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This can be set up on a spreadsheet as follows.

Figure 5.3

By putting values into cells C3 and D3, the value of P is calculated in cell E4 and
the values of the left-hand side of each constraint is calculated in cells E6 to E8 and
compared with the upper limits in cells F6 to F8.
The calculation of the formulae for cells E4 and E6 to E8 can be done easily using
the SUMPRODUCT function. Alternatively, the use of $ enables the formulae to
be copied from cell E4 into cells E6 to E8.
Different values can be tried out in cells C3 and D3. This approach could also be
used for a three-variable problem. Some spreadsheets have a linear programming
solver which solves linear programming problems set out in this format.
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Linear programming problems in augmented form
At the optimum point, two of the constraints will be at their maximum values but
the other constraints will have some slack.
The linear programming formulation can be rewritten in augmented form by
introducing non-negative slack variables. The constraints then become equations
and the boundary lines of the feasible region each correspond to a variable (or slack
variable) being 0.
This formulation enables the variables and slack variables all to be regarded in the
same way. This is used to explain what the terms non-basic and basic variables mean
(see below), which is useful for the geometrical interpretation of the feasible region.
The augmented form is also needed for the simplex algorithm in Chapter 6.
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The vertices of the feasible region are called basic feasible solutions and are
where two boundary lines intersect. These will correspond to two of the variables
(or slack variables) being 0; these are called the non-basic variables. The other
variables are called the basic variables at that point.

y

The line 2x + y = 1500
cuts the axes at (750, 0)
and (0, 1500); the side
containing (0, 0) is not
shaded

C

The line x + y = 1000
cuts the axes at
(1000, 0) and (0, 1000);
the side containing
(0, 0) is not shaded

O

Example 5.5

1500

The line 3x + 2y = 2400
cuts the axes at (800, 0)
and (0, 1200); the side
containing (0, 0) is not
shaded
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500
O

500

1000

x
The non-negativity
constraints mean that
the region to the left of
the y-axis and the region
below the x-axis are shaded

Figure 5.1

(i) Reformulate the problem in Example 5.1 in augmented form.
(ii) Interpret the boundaries of the feasible region in terms of variables or slack
variables being 0.
(iii) Write down which variables are non-basic at the vertices of the feasible
region and find the values of the basic variables at each vertex.
(iv) Interpret the values of the basic and non-basic variables at the optimum point.
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Solution

5
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(i) Introduce non-negative slack variables s, t and u to take up the slack in the
inequalities that define the constraints.
Maximise
P = x + 0.8y
subject to
x + y + s = 1000
2x + y + t = 1500
3x + 2y + u = 2400
and
x ⩾ 0, y ⩾ 0, s ⩾ 0, t ⩾ 0, u ⩾ 0.
(ii) Working anticlockwise around the feasible region starting from the origin,
the boundaries of the feasible region are y = 0, t = 0, u = 0, s = 0, x = 0.
(iii)
Basic variables
s = 1000, t = 1500, u = 2400
x = 750, s = 250, u = 150
x = 600, y = 300, s = 100
x = 400, y = 600, t = 100
y = 1000, t = 500, u = 400
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Table 5.4

Non-basic variables
x = 0, y = 0
t = 0, y = 0
t = 0, u = 0
u = 0, s = 0
s = 0, x = 0

C

Vertex
(0, 0)
(750, 0)
(600, 300)
(400, 600)
(0, 1000)

R
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(iv) At the optimum point, x = 400, y = 600, s = 0, t = 100, u = 0.
Make 400 litres of energy drink and 600 litres of refresher drink. This
uses all the syrup and flavouring. There are 100 ÷ 5 = 20 units of vitamin
supplement that are unused (the division being needed because the
constraint 0.4x + 0.2y ⩽ 300 was scaled by a factor of 5 to simplify the
coefficients).
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For an ILP problem, the optimum will be at a grid point within the feasible region.
A heuristic approach is to solve the LP problem (for non-negative real variables) and
then investigate integer-valued feasible points near the solution. If the gradient of
the objective function is similar to the gradient of a boundary of the feasible region,
then it is possible that the optimum for the ILP problem is a long way from the
optimum for the LP problem.
For a minimisation problem, the profit line slides the other way and the feasible
region may be unbounded.
In some situations, the variables may be permitted to take negative values. Such a
problem can be reformulated in standard form by redefining the variables.

Linear programming in three dimensions
A linear programming problem with three variables will be represented in
3 dimensions by intersecting planes that define a convex polyhedron. Each
boundary plane will correspond to a variable (or slack variable) being 0, the edges
to pairs of variables being 0 and the vertices to triples of variables being 0.
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ACTIVITY 5.1
(i) Use a 3-dimensional graph plotter to represent the feasible region for the
following linear programming problem given in augmented form.
Maximise
P = 9x + 10y + 6z
subject to
2x + 3y + 4z + s = 3
6x + 6y + 2z + t = 8
and
x ⩾ 0, y ⩾ 0, z ⩾ 0, s ⩾ 0, t ⩾ 0.
(ii) Find the coordinates of each vertex of the feasible region by setting, in turn,
three of the variables to zero and by considering all possible combinations of
three variables.
(iii) Find the vertex which maximises the objective function.

For a 3-dimensional problem, one of the constraints may give an equation that
enables the problem to be reduced to a 2-dimensional problem in two variables.
① Solve the following linear programming problem.
		
Maximise
P = x + 2y
		
subject to
4x + 5y ⩽ 45
			
4x + 11y ⩽ 44
			
x+y⩽6
		
and
x ⩾ 0, y ⩾ 0.
② A manufacturer has to decide how much of each of two types of cloth to
produce each day.
Each metre of cloth A requires 2 kg of wool, 21 litre of dye, 4 minutes of
preparation time and 5 minutes of loom time. The profit on each metre of
cloth A is £3.
Each metre of cloth B requires 1 kg of wool, 13 litre of dye, 5 minutes of
preparation time and 4 minutes of loom time. The profit on each metre of
cloth B is £2.50.
Each day, the manufacturer has 100 kg of wool and 28 litres of dye. There are
6 hours of preparation time available in the morning and 6 hours of loom time
available in the afternoon.
(i)
Formulate the constraints on the amount of each type of cloth produced,
apart from non-negativity.
(ii) Show that the constraint on loom time is redundant.
(iii) Find how much of each type of cloth the manufacturer should produce
each day to maximise the profit.
③ Solve the following integer linear programming problem.
		
Maximise
P=x+y
		
subject to
3x + 4y ⩽ 12
			
2x + y ⩽ 4
		
and
x ⩾ 0, y ⩾ 0
		
with x and y integers.
④ An airline operator needs to decide how many rows of seats in its new plane
will be club class and how many will be economy class. The plane can have up
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to 30 rows of seats in total. Each club class row has 4 seats and each economy
class row has 6 seats.
The operator believes that at most 40 club class tickets will be sold. Club class
tickets cost 25% more than economy class tickets.
On long haul flights the plane must not carry more than 150 passengers.
The operator wants to maximise the income from ticket sales.
(i)
Explain why this can be formulated as the following integer linear
programming problem.
Maximise
5x + 6y
subject to
x + y ⩽ 30
		
4x + 6y ⩽ 150
		
x ⩽ 10
and
x ⩾ 0, y ⩾ 0
with x and y integers.
(ii) Solve the problem graphically.
On short flights less fuel is needed and the plane can carry more passengers.
(iii) What must the capacity of the plane be if the constraint x + y ⩽ 30 is not
redundant?
[MEI]
⑤ A baker has 8.5 kg of flour, 5.5 kg of butter and 5 kg of sugar available towards
the end of a working day. Biscuits and/or buns can be made with these
ingredients.
The recipe for 30 biscuits needs 200 g of flour, 120 g of butter and 100 g of
sugar.
The recipe for 40 buns needs 200 g of flour, 200 g of butter and 200 g of sugar.
These recipes can be scaled up or down to make other numbers of biscuits and
buns.
There is enough time to bake the biscuits and buns, which are then all sold to
give a profit of 5p for each biscuit and 7p for each bun.
Let x be the number of biscuits made and y be the number of buns made.
(i)
How many biscuits and how many buns should be made to maximise the
profit?
The baker finds a recipe for shortbread. The recipe for 20 pieces of shortbread
needs 300 g of flour, 200 g of butter and 100 g of sugar. Each piece of
shortbread will give a profit of 6p.
The baker wants to use all of the sugar.
(ii) Use this information to reformulate the objective for the problem.
[Oxford, adapted]
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LEARNING OUTCOMES
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Now you have finished this chapter you should
➤ be able to formulate a linear programming problem in standard form
➤ be able to use slack variables to convert a linear programming problem in
standard form to augmented form
➤ recognise when a problem requires integer solutions
➤ be able to solve a 2-dimensional linear programming problem graphically
➤ be able to consider the effect of modifying coefficients in the constraints or the
objective function
➤ understand how a 3-dimensional linear programming problem can be reduced
to a 2-dimensional linear programming problem  when one constraint is an
equality.

KEY POINTS
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1 Formulating a problem involves identifying the variables and then formulating
algebraic constraints and an objective.
2 Standard linear programming form is when a problem has been formulated in
terms of non-negative variables as a linear objective to be maximised subject
to linear constraints, each of which is less than or equal to a non-negative
constant.
3 An integer programming problem (ILP) is the same as a linear programming
problem except that it has the additional restriction that the variables are
integer-valued.
4 The feasible region (FR) is the set of points that satisfy all of the constraints.
5 The optimal solution can be found by using a profit line or by vertex checking.
6 Non-negative slack variables can be used to rewrite a standard linear
programming formulation in augmented form. The constraints become
equations and the boundaries of the feasible region each correspond to a
variable (or slack variable) being 0.
7 The vertices of the feasible region are called basic feasible solutions. At a basic
feasible solution, two of the variables will be 0; these are called the non-basic
variables. The other variables are called the basic variables at that point.
8 For an integer linear programming problem, the optimum solution will be at a
grid point within the feasible region.
9 Linear programming problems with three variables are represented in
3-dimensions but it may be possible to reduce them to 2-dimensional problems
and solve them graphically.
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