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Introduction

This textbook has been written to provide the knowledge, understanding and 
practical skills required by those studying the Cambridge International AS 
Level Information Technology syllabus (9626) for first examination in 2022. 
Students studying the full A Level will also need to be familiar with the content 
in Hodder Education’s Cambridge International A Level Information Technology 
by Graham Brown, Brian Gillinder, Stuart Morris and Brian Sargent.

How to use this book
This textbook, endorsed by Cambridge Assessment International Education, has 
been designed to make your study of Information Technology as successful and 
rewarding as possible.

Organisation
The book comprises 11 chapters, the titles of which correspond exactly with the 
topics in the syllabus. Each chapter is broken down into sections, the titles of 
which reflect the subtopics in the syllabus.

Features
Each chapter contains a number of features designed to help you effectively 
navigate the syllabus content.

At the start of each chapter, there is a blue box that provides a summary of the 
content to be covered in that topic.

In this chapter you will learn:
★ about the sensors and calibration used in monitoring technologies
★ about the uses of monitoring technologies
★ about the sensors and actuators used in control technologies
★ how to write an algorithm and draw a flow chart.

There is also a box that lists the knowledge you should have before beginning to 
study the chapter.

Before starting this chapter, you should:
★ be familiar with the terms ‘observation’, ‘interviews’, ‘questionnaires’, 

‘central processing unit (CPU)’, ‘chip and PIN’, ‘direct access’, 
‘encryption’, ‘file’, ‘key field’, ‘RFID’, ‘sort’, ‘validation’ and 
‘verification’.

Chapters that require you to do practical work also feature a list of  
source files that you will need to use. These can be found here:  
www.hoddereducation.co.uk/cambridgeextras.

FOR THIS CHAPTER YOU WILL NEED THESE SOURCE FILES:
n TuckShop.csv n Widget.csv
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n The practical chapters contain several Tasks. These are examination-style 
questions (which often include the use of source files from the website) that are 
answered within the chapter. The text demonstrates the techniques used to solve 
the Task and gives some example answers. These provide easy-to-follow step-by-
step instructions, so that practical skills are developed alongside the knowledge 
and understanding.

Task 8b
Open the file Salary.csv in your spreadsheet.

Using an A4 page size, place appropriate text in the header to display who 
created the spreadsheet and automated data to show when it was created. Place 
the filename and page numbering in the footer of the page. Place the contents 
of the spreadsheet on two pages with gridlines. Display all row and column 
headings. Save the spreadsheet as Task_8b.

Each chapter also includes Activities. In the theory chapters, these contain short 
questions to allow students to confirm their understanding of the concepts 
covered. In the practical sections, they contain examination-style questions for 
students to answer. These often require the use of source files from the website.

Activity 1a
Explain the difference between data and information.

Advice and shortcuts for improving your ICT skills are highlighted in Advice 
boxes.

Advice
A common error made by people writing algorithms with nested loops is 
not matching up the number of WHILE statements with the same number of 
ENDWHILEs. The same error can happen with REPEATS and UNTILs. You must 
always check this and make sure they are correctly indented.

Finally, each chapter ends with Examination-style questions.

Examination-style questions

1 A collection of data could be this: johan, , $, , AND
 Explain why they are regarded as just items of data. In your explanation  

give a possible context for each item of data and describe how the items  
would then become information. [5]

2 A company uses computers to process its payroll which involves updating  
a master file.
a State what processes must happen before the updating can begin. [2]
b Describe how a master file is updated using a transaction file in a  

payroll system. You may assume that the only transaction being  
carried out is the calculation of the weekly pay before tax and other  
deductions. [6]

3 a Name and describe three validation checks other than a presence  
check. [3]

b Explain why a presence check is not necessary for all fields. [3]
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4 A space agency controls rockets to be sent to the moon.
 Describe how real-time processing would be used by the agency. [3]

5 Describe three different methods used to carry out verification. [3]

6 L12345 is an example of a student identification code.
 Describe two appropriate validation checks which could be applied  

to this data. [2]

7 Describe three drawbacks of gathering data from direct data sources. [3]

Text colours
Some words or phrases within the text are printed in red. Definitions of these 
terms can be found in the glossary at the back of the book. In the practical 
section, words that appear in blue indicate an action or location found within 
the software package, for example ‘Select the HOME tab.’ In the database 
sections of the book, words in blue show fieldnames. Words in green show the 
functions or formulae entered into the cell of a spreadsheet, for example a cell 
may contain the function =SUM(B2:B12).

Assessment
If you are following the AS Level course, you will take two examination papers:

Paper 1 Theory (1 hour 45 minutes)

Paper 2 Practical (2 hours 30 minutes)

Command words
The table below, taken from the syllabus, includes command words used in the 
assessment for this syllabus. The use of the command word will relate to the 
subject context. Make sure you are familiar with these.

Command word What it means
Analyse examine in detail to show meaning, identify elements and the 

relationship between them

Compare identify/comment on similarities and/or differences 

Contrast identify/comment on differences 

Define give precise meaning

Describe state the points of a topic / give characteristics and main features 

Discuss write about issue(s) or topic(s) in depth in a structured way 

Evaluate judge or calculate the quality, importance, amount, or value of 
something 

Examine investigate closely, in detail 

Explain set out purposes or reasons / make the relationships between things 
evident / provide why and/or how and support with relevant evidence 

Identify name/select/recognise 

Justify support a case with evidence/argument 

State express in clear terms 

Suggest apply knowledge and understanding to situations where there are a 
range of valid responses in order to make proposals
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Key concepts
These are the essential ideas that help learners to develop a deep 
understanding of the subject and to make links between the different topics. 
Although teachers are likely to have these in mind at all times when they 
are teaching the syllabus, the following icons are included in the textbook at 
points where the key concepts relate to the text.

Impact of IT
The application of technology to process information impacts all aspects 
of our lives. The enormity of the impact can be seen in industry and 
commerce, transport, leisure, medicine, in the workplace and the home. 
Communications using technologies have made the world seem smaller.

Hardware and software
Hardware and software interact with each other in an IT system. It is 
important to understand how these work and how they work together with 
each other and with us in our environment.

Networks
Computer systems can be connected together to form networks allowing 
them to share data and resources. The central role networks play in the 
internet, mobile and wireless applications and cloud computing has rapidly 
increased the demand for network capacity and performance.

The internet
The internet is a global communications network that uses standardised 
communications protocols to allow computers worldwide to connect and 
share information in many different forms. The impact of the internet on our 
lives is profound. While the services the internet supports can provide huge 
benefits to society, they have also introduced issues, for example security 
of data.

System life cycle
Information systems are developed within a planned cycle of stages that 
cover the initial development of the system and continue through to its 
scheduled updating or redevelopment.

New technologies
As the information industry changes so rapidly, it is important to keep track 
of new and emerging technologies and consider how they might affect 
everyday life.

Additional support
The Cambridge International AS Level Information Technology Skills 
Workbook is a write-in resource designed to be used throughout the course 
and provides students with extra opportunities to test their understanding of 
the knowledge and skills required by the syllabus.
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Data	processing	and	
information

1.1 Data and information
Before we consider data processing, we need to define the term data. To be 
completely accurate, the word ‘data’ is the plural of ‘datum’, a single piece of 
data. Often, however, we use data in both the singular and the plural senses. 
It seems awkward to say ‘the data are incorrect’ so we tend to say ‘the data is 
incorrect’. When we use the word ‘data’, it can mean many different things. A lot 
of people frequently confuse the terms ‘data’ and ‘information’. For the purposes 
of this course we will consider data to be what is usually known as ‘raw’ data. 
Data can take several forms; it can be characters, symbols, images, audio clips, 
video clips and so on, none of which, on their own, have any meaning.

It is important for you to learn what the term information means when we use 
it in information technology. Information is data that has been given meaning, 
which often results from the processing of data, sometimes by a computer. The 
processed data can then be given a context and have meaning.

The difference between data and information is that data has no meaning, 
whereas information is data which has been given meaning.

Here are some examples:

Sets of data:

110053, 641609, 160012, 390072, 382397, 141186

01432 01223 01955 01384 01253 01284 01905 01227 01832 01902 01981 
01926 01597

σ ω ρ F m a

In this chapter you will learn:
★	 what	is	meant	by	the	terms	‘data’	and	

‘information’	and	about	their	use
★	 what	is	meant	by	the	terms	‘direct’	and	

‘indirect’	data	and	about	their	uses	and	
sources

★	 what	is	meant	by	‘quality	of	information’

★	 what	is	meant	by	‘encryption’,	why	it	is	
needed	and	about	the	methods	and	uses	of	
encryption	and	protocols

★	 about	the	methods	and	uses	of	validation	and	
verification

★	 about	the	methods	and	uses	of	different	
methods	of	processing	(batch,	online,	real-time)

★	 how	to	write	a	simple	algorithm.

Before starting this chapter, you should:
★	 be	familiar	with	the	terms	‘observation’,	‘interviews’,	‘questionnaires’,	

‘central	processing	unit	(CPU)’,	‘chip	and	PIN’,	‘direct	access’,	
‘encryption’,	‘file’,	‘key	field’,	‘RFID’,	‘sort’,	‘validation’	and	‘verification’.
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1
These are sets of data which do not have a meaning until they are put into 
context.

If we are told that 110053, 641609, 160012, 390072, 382397, and 141186 are 
all postal codes in India (a context), the first set of data becomes information as 
it now has meaning.

Similarly, if you are informed that 01432, 01223, 01955, 01384, 01253, 
01284, 01905, 01227, 01832, 01902, 01981, 01926, and 01597 are telephone 
area dialling codes in the UK, they can now be read in context and we can 
understand them, as they now have a meaning.

The final set of data seem to be Greek letters of the alphabet apart from F, m 
and a, which are letters in the Latin alphabet. However, if we are told that the 
context is mathematical, scientific or engineering formulae, we can see that they 
all represent a different variable: σ represents standard deviation, ω represents 
angular velocity, ρ is density, F is force, m is mass and a is acceleration. They 
each now have meaning.

1.1.1	Data	processing
On a computer, data is stored as a sequence of binary digits (bits) in the form 
of ones or zeros. We will discuss bits later in this chapter, when we look at 
parity checks. We can store data on a hard-disk drive, solid-state drive or in 
RAM. Data is usually processed for a particular purpose, often so that it can 
be analyzed. The computer processing involved uses different operations 
to produce new data from the source data. You will, perhaps, have met this 
in previous practical work you have done, where you may have been given 
source files, including .csv files. You may have been asked to open these in a 
spreadsheet and add formulae. This is the processing of that data so that it then 
has meaning.

To sum up, data is input, stored, and processed by a computer, for output 
as usable information. Later in this chapter we will look at different types of 
processing.

Activity 1a
Explain the difference between data and information.

1.1.2	Direct	and	indirect	data
Direct data is data that is collected for a specific purpose or task and is used 
for that purpose and that purpose only. It is often referred to as ‘original 
source data’. Examples of sources of direct data are questionnaires, interviews, 
observation and data logging.

Indirect data is data that is obtained from a third party and used for a different 
purpose to what it was originally collected for and which is not necessarily 
related to the current task. Examples of sources of indirect data are the electoral 
register and businesses collecting personal information for use by other 
organizations, i.e. third parties.

Direct data sources
Direct data sources are sources that provide the data gatherer with original data. 
We will consider four such sources.
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Questionnaires
A questionnaire consists of a set of questions, usually on a specific subject 
or issue. The questions are designed to gather data from those people being 
questioned. A questionnaire can be a mixture of what are called closed 
questions (where you have to choose one or more answers from those 
provided) and open-ended questions (questions which you can write in your 
answers in more detail). They are easy to distribute, complete and collect as 
most people are familiar with the process. They can be completed on paper or 
on computer.

Interviews
An interview is a formal meeting, usually between two people, where one of 
them, the interviewer, asks questions, and the other person, the interviewee, 
answers those questions. Interviews are used to collect data about a topic 
and can be structured or unstructured. Structured interviews are similar to 
a questionnaire whereby the same questions are asked in the same order for 
each interviewee and with a choice of answers. Unstructured interviews can be 
different for each interviewee, particularly as they give them the opportunity 
to expand on their answers. There is usually no pre-set list of answers in an 
unstructured interview.

Observation
Observation is a method of data collection in which the data collectors 
watch what happens in a given situation. The observer collects data by seeing 
for themselves what happens, rather than depending on the answers from 
interviewees or the accuracy of completed questionnaires.

Data	logging
Data logging is using a computer and sensors to collect data. The data 
is then analyzed, saved and the results are output, often in the form of 
graphs and charts. Data logging systems can gather and display data as an 
event happens. The data is usually collected over a period of time, either 
continuously or at regular intervals, in order to observe particular trends. It 
involves recording data from one or more sensors and the analysis usually 
requires special software. Data logging is commonly used in scientific 
experiments, in monitoring systems where there is the need to collect 
information faster than a human possibly could and in cases where accuracy 
is essential. Examples of the types of information a data logging system can 
collect include temperatures, sound frequencies, light intensities, electrical 
currents and pressure.

Uses of direct data
An example could be planning the alteration of a bus route. A committee of 
residents on a new housing development, just outside a local village, wants 
a bus company to re-route the bus service from the local village to the town 
centre so that residents on the new development are able to get to the town 
centre more easily. It will, however, involve the bus route running through 
open countryside near the village. In order to persuade the bus company to 
change the bus route, the committee will need to collect some original data to 
present to them.
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This data will include:

» how long it takes to walk from the new development to the existing bus 
routes.

» the number of passengers that use the existing route
» the number of passengers that would use the new route
» the effect the villagers think the changed route would have on their daily 

lives.

Here are some examples of how data could be collected for each of these issues.

» How long it takes to walk from the new development to the existing bus 
routes

Original data could be collected by actually walking from various points in 
the new development and timing how long it would take. This might not be 
practical if several points on the new development have to be considered, given 
the time it would take to measure all the possible walking times.

» The number of passengers that use the existing route

The suggested method to be used is a data-logger. Sensors fitted around the 
door of each bus could be used to count the numbers of passengers boarding 
and getting off at each stop. From these it can be calculated how many 
passengers are on the bus at any point along its route. The data would be fed 
back to a data logger or a tablet computer.

» The number of passengers that would use the new route

In order to save time, questionnaires could be used. People living on the new 
development would be asked to complete the questionnaires. The completed 
questionnaires could then be transferred to a computer. Providing the 
questionnaires were completed honestly, an accurate assessment of how many 
passengers would use the new route could be obtained.

» The effect the villagers think the changed route would have on their daily 
lives

In order to ensure completely honest responses, face-to-face interviews would be 
best. The disadvantages of interviews are the length of time the process would 
take and that it might be difficult to transfer the responses into a format that a 
computer could deal with. However, because the interviewer can add follow-up 
questions, the answers could be made more accurate.

Indirect data sources
Indirect data sources are third-party sources that the data gatherer can obtain 
data from. We will consider two such sources.

Electoral	register
The electoral register, also referred to as the electoral roll, is an example of 
an indirect data source. It is a list of adults who are entitled to vote in an 
election. Some countries have an ‘open’ version of the register which can be 
purchased and used for any purpose. Electoral registers are used in countries 
such as the USA, the UK, Australia, New Zealand and many others. They 
contain information such as name, address, age and other personal details, 
although individuals are often allowed to remove some details from the open 
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version. In many countries, the full register can only be used for limited 
purposes which the law in that country specifies. The personal data in the 
register must always be processed in a way that complies with the country’s 
data protection laws.

Businesses	collecting	personal	information
Businesses collect a great deal of personal information from customers when 
they sell them a product. Whenever they buy something online, customers have 
to enter personal information. It is often the case that they agree to the business 
sharing this with other organizations. Another development, in this regard, 
has been the emergence of data brokers. These are companies that collect and 
analyze some of an individual’s most sensitive personal information and sell 
it to each other, advertisers and other organizations without the individual’s 
knowledge. They usually gather it by following people’s internet, social media 
and mobile phone activity.

Uses of indirect data
Apart from elections and other government purposes, the electoral register can 
only be used to select individuals for jury service or by credit reference agencies. 
These agencies are allowed to buy the full register to help agencies check the 
names and addresses of people applying for credit. They are also allowed to 
use the register to carry out identity checks in an attempt to deal with money 
laundering. It is a criminal offence for anyone to supply or use the register for 
anything else. The open register, however, can have various uses; businesses can 
use it to perform identity checks on their customers, charities often use it for 
fundraising purposes, debt-collection agencies use it to track down people who 
owe money. Whenever the address of an individual is required, a business could 
use the open register to check it.

Businesses which collect personal information often use it to create mailing lists 
that they then sell to other organizations who are then able to send emails or 
even brochures through the post.

These examples are not the only type of indirect data source. Any 
organization that provides data or information to the general public for 
use by them can be said to be an indirect source. In the bus route example 
described above, an indirect source could be used to provide some of the 
required information. For instance, the timetable of the current bus service 
could be used by the committee to work out the number of passengers using 
the route by seeing how many times the bus runs during the day. However, 
this would not be very accurate, as the buses may not carry a full load of 
passengers each time and it is clearly not the purpose for which the data was 
intended.

Another scenario could be studying pollution in rivers. Direct data sources 
could be used of couse; questionnaires could be handed out to local 
landowners and residents in houses near to the river asking about the effects 
on them of the pollution and they could also be interviewed. Computers 
with sensors could be used to collect data from the river. However, indirect 
data sources could also be used; documents may have been published by 
government departments showing pollution data for the area and there may be 
environmental campaigners who have also published data related to pollution 
in the area.
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Comparison of direct and indirect data

Direct data Indirect data
We know how reliable direct data is 
since we know where it originated. 
Where data is required from a whole 
group of people, we can ensure that 
a representative cross section of that 
group are sampled. 

With indirect data sources we may not know 
where the data originated and it could be 
that the source is only a small section of that 
group, rather than a cross section of the whole 
group. This is often referred to as sampling 
bias.

The person collecting the data can use 
methods to gather specific data even if 
the required data is obscure.

The specific data required may never have 
been gathered before, meaning indirect data is 
not available.

The data collector or gatherer only 
needs to collect as much or as little 
data as necessary.

Irrelevant data may need to be removed, 
where the original purpose for which data was 
collected is different to the purpose for which 
it is needed now. 

Once the data has been collected it 
may be useful to other organizations 
and there may be opportunities to sell 
the data to them reducing the expense 
of collection.

With indirect data the opportunity will 
probably not arise as organizations can go 
direct to the source themselves.

Because of time and cash restraints, 
the sample or group size may be small. 

Indirect data sources tend to provide larger 
sets of data that may be quicker and cheaper 
to obtain than using direct data collection 
with a larger sample size.

The person collecting the data may 
not be able to gain physical access to 
particular groups of people (perhaps 
for geographical reasons).

The use of indirect data sources allows data 
from such groups to be gathered.

It may not be possible to gather 
original data due to the time of year, 
e.g. summer rainfall data may be 
needed but at the time of the data 
gathering, it is winter.

Historical data will likely be available 
indirectly irrespective of the time of year.

The process of gathering direct data 
can take a lot of time and may be out 
of date by the time all the required 
data is gathered.

With indirect data, the data has already been 
gathered, so is available immediately.

Direct data may need to be processed 
before it can be used.

Indirect data might have already been collated 
and grouped into meaningful categories.

The collection of data may be more 
expensive as people may have to be 
paid to collect it. Extra cost may be 
incurred as special equipment has to 
be bought, such as data loggers and 
computers with sensors, or purchasing 
the paper for questionnaires.

There may be expenses involved in accessing 
the data but this is likely to not be as 
expensive as using direct data sources.

▲	Table	1	Comparison	of	direct	and	indirect	data

Activity 1b
1 Explain why observation is considered to be a direct data source.
2 Give two differences between indirect data and direct data.
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1.2 Quality of information
Measuring the quality of information is sometimes based on the value which 
the user places on the information collected. As such it could be argued that 
the judgement regarding the quality of information is fairly subjective, i.e. it 
depends on the user and such judgements can vary between users. However, 
many experts do suggest that these judgements can be objective if based on 
factors which are believed to affect the quality of information.

Poor quality data can lead to serious consequences. Poor data may give a 
distorted view of business dealings, which can then lead to a business making 
poor decisions. Customers can be put off dealing with businesses that give poor 
service, due to inaccurate data, causing the business to get a poor reputation. 
With poor quality data it can be difficult for companies to have accurate 
knowledge of their current performance and sales trends, which makes it hard 
for them to identify worthwhile future opportunities.

One real world example can be seen in the data provided by a hospital in the 
UK, which resulted in it being temporarily closed down, until it was realized 
that the death rate data provided had been incorrect and it was actually 
significantly lower. Meanwhile, in the USA, incorrectly addressed mail costs the 
postal service a substantial amount of money and time to process correctly.

Some of the factors that affect the quality of information are described here.

1.2.1	Factors	that	affect	the	quality	of	information
Accuracy
As far as possible, information should be free from errors and mistakes. The 
accuracy of information often depends on the accuracy of the collected data 
before it is processed. If the original data is inaccurate then the resulting 
information will also be inaccurate. In order to make sure the information is 
accurate a lot of time needs to be given to the collection and checking of the 
data. Mistakes can easily occur. Consider a simple stock check. If it is carried 
out manually, a quantity of 62 could easily be copied down as 26, if the digits 
were accidentally transposed. This information is now inaccurate. More careful 
checking of the data might have prevented this.

We will look at methods of checking the accuracy of data, such as verification 
and validation, later in this chapter. It is easy to see how errors might occur 
during the data collection process. When using a direct data source, if we have 
not made the questions clear, then the people answering the questionnaires 
or being interviewed, may not understand them. We need to make sure that 
questions are clearly phrased and are unambiguous, otherwise they might lead 
the interviewees into providing the answers that they think the interviewer is 
expecting. This can lead to the same response being given by everyone, even 
though the question is open ended. If the questions are too open ended, it 
could be difficult to quantify the responses. It is often a good idea to include 
multiple-choice questions where the respondent chooses the answer from those 
provided. These can be quantified quite easily. It is important, however, to 
include a sufficient number of alternative answers.

Other reasons why the information derived from a study might be inaccurate 
are that the sample chosen is not representative of the whole group or that the 
data collector makes some errors when collecting or when entering the data into 
a computer. If sensors are being used, these must be calibrated before use and 
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must be properly connected to the computer. In addition, the computer system 
needs to be set up correctly so that the readings are interpreted in the right way.

Relevance
When judging the quality of information, we need to consider the data that 
is being collected. Relevance is an important factor because there has to be a 
good reason why that particular set of data is being collected. Data captured 
should be relevant to the purposes for which it is to be used. It must meet the 
requirements of the user, irrespective of whether the data is really needed or is 
being collected just for the sake of it. The relevance of data matters because the 
collection of irrelevant data will entail a waste of time as well as money.

There are a number of ways in which the data may or may not be relevant to 
the user’s needs. It could be either too detailed or concentrate too much on one 
aspect. On the other hand, it might be too general, covering more aspects of 
the task than is necessary. It may relate to geographical areas that are not really 
part of the study. Where the study is meant to be about pollution in a local area, 
for example, data from other parts of the country would not be relevant. When 
looking for relevant information, it is important to be clear about what the 
information needs are for each specific search.

It is also necessary to be clear about the search strategy: what the user wants 
and does not want to find and therefore what the user needs to look for. In 
an academic study, it is important to select academic sources; business sources 
or sources which appear to have a vested interest should be ignored. Having 
selected the sources, it is important to select the relevant information within 
them. Consider a school situation. You need to study a tremendous amount of 
information to prepare for your exams. How would you feel if your teachers 
chose to take several lessons talking about aspects of the subject that they found 
really interesting? You may find that it was very interesting, but it probably 
would not be very relevant to what you needed to pass your course.

Age
How old information is can affect its quality. As well as being accurate and 
relevant, information needs to be up to date. Most information tends to change 
over time and inaccurate results can arise from information which has not been 
updated regularly. For example, personal information in a database which 
has been left unchanged when it should have been updated, because someone 
got married and had a baby, would produce inaccurate results if the person 
was applying for a loan. This is because people who are married with children 
tend to be viewed as being more responsible and more likely to keep up with 
repayments, although they also have more outgoings related to childcare. This 
inaccurate information would also affect a retailer’s targeted advertising if 
they wanted to sell baby products to such customers, as the person wouldn’t 
appear on their list of targets. The age of information is important, because 
information that isn’t up to date can lead to people making the wrong decisions. 
In turn, that costs organizations time, money, and therefore, profits.

Level of detail
For information to be useful, it needs to have the right amount of detail. 
Sometimes, it is possible for the information to have too much detail, making 
it difficult to extract the information you really want. Information should be in 
a form that is short enough to allow for its examination and use. There should 
be no extraneous information. For example, it is usual to summarize statistical 
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data and produce this information, either in the form of a table or using a chart. 
Most people would consider a chart to be more concise than data in tables, 
as there is little or no unnecessary information in a chart. A balance has to 
be struck between the level of detail and conciseness. Suppose a car company 
director wants to see a summary of the sales figures of all car models for the last 
year; the information with the correct level of detail would be a graph showing 
the overall figures for each month. If the director was given figures showing 
the sales of each model every day of the previous 12 months in the form of a 
large report, this would be seen as the wrong level of detail because it’s not a 
summary. It is important to understand what the user needs when they ask you 
for specific information.

On the other hand, the information might not have enough detail, meaning 
that you do not get an overall view of the problem. This links closely to the 
issue of the completeness of the information, which we will look at next.

Completeness of the information
In order for information to be of high quality it needs to be complete. To 
be complete, information must deal with all the relevant parts of a problem. 
If it is incomplete, there will be gaps in the information and it will be very 
difficult to use to solve a particular problem or choose a certain course of 
action. Discovering and collecting the extra information in order to remove 
these gaps, may result in improving the quality of the information, but can 
prove to be time-consuming. Therefore, if the information is not complete, a 
decision has to be made; either that it is complete enough to make a decision 
about a problem or that additional data needs to be collected to complete the 
information. Consider the car company director mentioned above who wants 
to see a summary of the sales figures for the last year. If the director was given 
figures showing the sales for the first six months, this would be incomplete. If 
the director was shown the figures for only the best-selling models this would 
be incomplete. It is important to understand what the user needs when they ask 
you for specific information. To sum up, completeness is as necessary as accuracy 
when inputting data into a database.

Activity 1c
1 List two factors that affect the quality of information.
2 Briefly describe what is meant by the quality of information.

1.3 Encryption
1.3.1	The	need	for	encryption
Whenever you send personal information across the internet, whether it is credit 
card information or personal details, there is a risk that it can be intercepted. 
Once it is intercepted the information can be changed or used for purposes such 
as identity theft, cyber-fraud, or ransomed off. If it is information regarding a 
company’s secrets, it could be sold by hackers to rival companies. If, however, 
the information is intercepted but it is unreadable or can’t be understood, 
it becomes useless to the hacker, or interceptor. Too many companies or 
individuals become victims of hackers taking advantage of readily available 
usernames and passwords. No matter how vigilant we are regarding the security 
of our computer systems, hackers will always find a way of getting into them, 
but if they cannot decipher the information, it will mean the act of hacking is 

483057_01_CAIE_AS_Level_IT_BP_001-041.indd   9 5/7/20   2:17 PM

SAMPLE



10

1 
D

at
a

 p
r

o
c

e
ss

in
g

 a
n

D
 in

fo
r

m
at

io
n

1
not worthwhile. This is where encryption comes in. Encryption keeps much of 
our personal data private and secure, often without us realizing it. It prevents 
hackers from reading and understanding our personal communications and 
protects us when we bank and shop. Data is scrambled or jumbled up so that it 
is completely unreadable. This prevents hackers understanding the data, as all 
they see is a random bunch of letters, numbers and symbols.

Encryption is a way of scrambling data so that only authorized people can 
understand the information. It is the process of converting information into a 
code which is impossible to understand. This process is used whether the data is 
being transmitted across the internet or is just being stored. It does not prevent 
cyber criminals intercepting sensitive information, but it does prevent them from 
understanding it. Technically, it is the process of converting plaintext to ciphertext.

It is not just personal computers that are affected; businesses and commercial 
organizations are also liable to be affected by hacking activities. Employing data 
encryption is a safe way for companies to protect their confidential information 
and their reputation with their clients, since the benefits of encryption do not 
just apply to the use of the internet.

Information should also be encrypted on computers, hard-disk drives, pen 
drives and portable devices whether they be laptops, tablets or smartphones. 
The misuse of the data on these devices will be prevented, should the device be 
hacked, lost or stolen.

1.3.2	Methods	of	encryption
Encryption is the name given to converting data to code, with the resulting 
symbols appearing to be all jumbled up. The algorithms (we will be looking at 
the topic of algorithms in much more detail in Chapter 4) which are used to 
convert the data are so complex that even the most dedicated hacker with plenty 
of time to spare and hacking software to help them would be extremely unlikely 
to discover the meaning of the data. Encrypted data is often called ciphertext, 
whereas data before it is encrypted is called plaintext.

The way that encryption works is that the computer sending the message 
uses an encryption key to encode the data. The receiving computer has a 
corresponding decryption key that can translate it back again. The process of 
decryption here is basically reversing the encryption. A key is just a collection of 
bits, often randomly generated by a computer. The greater the length of the key, 
the more effective the encryption. Many systems use 128-bit keys which gives 
2128 different combinations. It has been estimated that it would take a really 
powerful computer 1018 (1 000 000 000 000 000 000 [one quintillion]) years 
to go through all the different combinations. Modern encryption uses 256-
bit keys which would take very much longer to crack. As you can imagine, this 
makes this form of encryption virtually impossible to crack. The key is used in 
conjunction with an algorithm to create the ciphertext.

This is a test
message

which is to
be encrypted.

This is a test
message

which is to
be encrypted.

+ +

Encryption
algorithm

Encryption key

Decryption
algorithm

Decryption key

Fhk*$r
tldbh6
0)qARt
B!&Dl
Ntf8aL
Kwas7

Plaintext Ciphertext Plaintext

▲	Figure	1.1	Encryption
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There are two main types of encryption. One is called symmetric encryption 
and the other is asymmetric encryption which is also referred to as public-key 
encryption.

Symmetric encryption
Symmetric encryption, often referred to as ‘secret key encryption’, involves the 
sending computer, or user, and the receiving computer, or user, having the 
same key to encrypt and decrypt a message. Although symmetric encryption is 
a much faster process than asymmetric encryption, there is the problem of the 
originator of the message making sure the person receiving the message has the 
same private key. The originator has to send the encryption key to the recipient 
before they can decrypt it. This, however, leads to security problems, since 
this key could be intercepted by anybody and used to decrypt the message. 
Many companies overcome this problem by using asymmetric encryption to 
send the secret key but use symmetric encryption to encrypt data. So, with 
symmetric encryption both sender and recipient have the same secret, private, 
encryption key which scrambles the original data and unscrambles it back to an 
understandable format.

Asymmetric encryption
Asymmetric encryption, sometimes referred to as ‘public-key encryption’, uses 
two different keys, one public and one private. A public key, which is distributed 
among many users or computers, is used to encrypt the data. Essentially, this 
public key is published for anyone to use to encrypt messages. A private key, 
which is only available to the computers, or users, receiving the message, is used 
to decrypt the data. When a message is encrypted using the public key, it can 
be sent across a public channel such as the internet. This is not a problem as the 
public key cannot be used to decrypt a message that it was used to encrypt. It 
is incredibly complicated, if not impossible, to guess the private key using the 
public key and the encrypted message. Basically, any user who needs to send 
sensitive data over the internet securely, can do so by using the public key to 
encrypt the data, but the data can only be decrypted by the receiving computer 
if it has its own private key. Asymmetric encryption is often used to send emails 
and to digitally sign documents.

1.3.3	Encryption	protocols
An encryption protocol is the set of rules setting out how the algorithms 
should be used to secure information. There are several encryption protocols. 
IPsec (internet protocol security) is one such protocol suite which allows the 
authentication of computers and encryption of packets of data in order to 
provide secure encrypted communication between two computers over an 
internet protocol (IP) network. It is often used in VPNs (virtual private networks). 
SSH (secure shell) is another encryption protocol used to enable remote logging 
on to a computer network, securely. SSH is often used to login and perform 
operations on remote computers, but it can also be used for transferring data 
from one computer to another. The most popular protocol used when accessing 
web pages securely is transport layer security (TLS). TLS is an improved version 
of the secure sockets layer (SSL) protocol and has now, more or less, taken over 
from it, although the term SSL/TLS is still sometimes used to bracket the two 
protocols together.
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The purpose of secure socket layer (SSL)/transport layer security (TLS)
Because TLS is a development of SSL, the terms TLS and SSL are sometimes 
used interchangeably. We will use the term SSL/TLS in this book. The three 
main purposes of SSL/TLS are to:

» encrypt data to protect it
» check that the people/companies exchanging data are who they say they are 

(authentication)
» check the integrity of the data to make sure it hasn’t been corrupted or altered.

Two other purposes are to:

» ensure that a website meets PCI DSS rules. The Payment Card Industry Data 
Security Standard (PCI DSS) was set up so that company websites could process 
bank card payments securely and to help reduce card fraud. This is achieved 
by setting standards for the storage, transmission and processing of bank 
card data that businesses deal with. Later versions of TLS are required to 
meet new standards which have been imposed.

» improve customer trust. If customers know that a company is using the SSL/
TLS protocol to protect their website, they are more inclined to do business 
with that company.

Many websites use SSL/TLS to encrypt data when sending or receiving it. This 
keeps attackers from accessing that data while it is being transferred. SSL/TLS 
should always be used when storing or sending sensitive data over the internet, 
such as when completing tax returns, buying goods online, or renewing house 
and car insurance. Only going to websites which use SSL/TLS is good practice. 
The SSL/TLS protocol enables the creation of a secure connection between 
a web server and a browser. Data that is being transferred to the web server is 
protected from eavesdroppers (the name given to people who try to intercept 
internet communications).

As well as encrypting internet traffic, this protocol verifies the identity of the 
server. Any website with an HTTPS address uses SSL/TLS. In order to verify 
the identity of the server, the protocol makes use of digital certificates, which 
contain such information as the domain name that the certificate is issued 
for, which organization, individual or device it was issued to, the certificate 
authority (CA) that issued it, the CA’s digital signature, the public key as well 
as other items. Although SSL was replaced by TSL many years ago, these 
certificates are still referred to as SSL certificates today. As well as keeping 
the user’s data secure, a website needs a digital certificate in order to verify 
ownership of the website and also to prevent fraudsters creating a fake version 
of the website. Valid SSL certificates can only be obtained from a CA. CAs can 
be private companies or even governments. Before allowing someone to have an 
SSL certificate, the CA will carry out a number of checks on an applicant and 
following that, it is the responsibility of the CA to make sure that the company 
or individual receives a unique certificate. Unfortunately, if hackers are able to 
break through a CA’s security, they can start issuing bogus certificates to users 
and will then be in a strong position to crack the user’s encryption.

The use of SSL/TLS in client–server communication
Transport Layer Security (TLS) is used for applications that require data to be 
securely exchanged over a client–server network, such as web browsing sessions 
and file transfers. Just like IPsec it can enable VPN connections and Voice-over 
IP (VoIP).
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In order to open an SSL/TLS connection, a client needs to obtain the public 
key. For our purposes, we can consider the client to be a web user or a web 
browser and the server to be the website. The public key is found in the server’s 
digital certificate. From this we can see that the SSL/TLS certificate proves that 
a client is communicating with the actual server that owns the domain, thereby 
proving the authenticity of the server.

When a browser (client) wants to access a website (server) that is secured by 
SSL/TLS, the client and the server must carry out an SSL/TLS handshake. 
A handshake, in IT terms, happens when two devices want to start 
communicating. One device sends a message to another device telling it that it 
wants to set up a communications channel. The two devices then send several 
messages to each other so they can agree on the rules for communicating; a 
communications protocol. Handshaking occurs before the transfer of data can 
take place.

With an SSL/TLS handshake, the client sends a message to the server 
telling it what version of SSL/TLS it uses together with a list of the 
different ciphersuites (types of encryption) that the client can use. The list of 
ciphersuites has the client’s preferred type at the top and its least favourite at 
the bottom. The server responds with a message which contains the ciphersuite 
it has chosen from the client’s list. The server also shows the client its SSL 
certificate. The client then carries out a number of checks to make sure that 
the certificate was issued by a trusted CA and that it is in date and that the 
server is the legitimate owner of the public and private keys. The client now 
sends a random string of bits that is used by both the client and the server to 
calculate the private key. The string itself is encrypted using the server’s public 
key. Authentication of the client is optional in the process. The client sends the 
server another message, encrypted using the secret key, telling the server that 
the client part of the handshake is complete. We will see in more detail in the 
section on HTTPS, how any further transmitted data is encrypted.

1.3.4	Uses	of	encryption
There are many reasons to encrypt data: companies often store confidential 
data about their employees, which could include medical records, payroll data 
as well as personal data; an employee in a shared office may not want others 
having access to their work; a company’s head office may wish to share sensitive 
business plans with other offices using the internet, but not want it intercepted 
by rivals; company employees and individuals may need to take their laptops 
or other portable devices with them when they travel for work or pleasure and 
if they were to lose them or have them stolen, would not want their data to be 
accessible to others.

As recently as 2018, it was reported that over the previous four years, staff 
in five UK government departments had lost more than 600 laptops, mobile 
phones and memory sticks. Fortunately, the data had been encrypted and was 
therefore protected from prying eyes. Unfortunately, there have been occasions 
where laptops have been left on trains and the data was unencrypted, causing 
great embarrassment to the government when this was discovered.

Other situations where encryption should be used are when emailing 
confidential information and online shopping and online banking. It is essential 
that in these instances emails, debit/credit card and other bank account details 
are encrypted to prevent confidential information being shared or fraudulent 
activity from taking place. Let us now consider three specific uses of encryption.
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Hard-disk encryption
The principle of hard-disk encryption is fairly straightforward. When a file is 
written to the disk, it is automatically encrypted by specialized software. When a 
file is read from the disk, the software automatically decrypts it while leaving all 
other data on the disk encrypted. The encryption and decryption processes are 
understood by the most frequently used application software such as spreadsheets, 
databases or word processors. The whole disk is encrypted including data files, 
the OS and any other software on the disk. Full (or whole) disk encryption is your 
protection should the disk be stolen, or just left unattended. So, even if the disk is 
still in the original computer, or removed and put into another computer, the disk 
remains encrypted and only the keyholder can make use of its contents.

Another benefit of full disk encryption is that it encrypts the data as soon as it 
is saved to the hard disk automatically. You do not have to do anything, unlike 
with the encryption of files and folders, where you have to individually encrypt 
them as you go.

There are, however, drawbacks to encrypting the whole disk. If an encrypted disk 
crashes or the OS becomes corrupted, you can lose all your data permanently or, 
at the very least, disk data recovery becomes problematic. It is also important to 
store encryption keys in a safe place, because as soon as a disk is fully encrypted, 
no one can make use of any of the data or software without the key. Another 
drawback can be that booting up the computer can be a slower process.

Email encryption
When sending emails, it is good practice to encrypt messages so that their 
content cannot be read by anyone other than the person they are being sent 
to. Many people might think that having a password to login to their email 
account is sufficient protection. Unfortunately, emails tend to be susceptible to 
interception and, if they are not encrypted, sensitive information can become 
readily available to hackers. In the early days of email communication, most 
messages were sent as plaintext, which meant hackers could easily read their 
content. Fortunately, most email providers now provide encryption by default. 
There are three parts to email encryption.

1 The first is to encrypt the actual connection from the email provider, because 
this prevents hackers from intercepting and acquiring login details and 
reading any messages sent (or received) as they leave (or arrive) at the email 
provider’s server.

2 Then, messages should be encrypted before sending them so that even if a 
hacker intercepts the message, they will not be able to understand it. They 
could still delete them on interception, but this is unlikely.

3 Finally, since hackers could bypass your computer’s security settings, it is 
important to encrypt all your saved or archived messages.

Asymmetric encryption is the preferred method of email encryption. The email 
sender uses the public key to encrypt the message while the recipient uses the 
private key to decrypt it. It is considered good practice to encrypt all email 
messages. If only the ones that are considered to be important are encrypted, 
the hacker will know which emails contain sensitive data and will therefore 
spend more time and energy trying to decode those particular ones. Encryption 
only scrambles the message contents, not the sender’s email address making it 
very difficult to send messages anonymously.

Most types of email encryption require the sending of some form of digital 
certificates to prove authenticity. The management of digital certificates, though 
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time-consuming, is crucial, as users would not want them to fall into the hands 
of hackers. 

Encryption in HTTPS websites
HTTP (Hypertext Transfer Protocol) is the basic protocol used by web browsers 
and web servers. Unfortunately, it is not encrypted and so can cause internet 
traffic to be intercepted, read and understood. Hackers could intercept any 
private information including bank details and then use these to commit fraud. 
HTTPS (Hypertext Transfer Protocol Secure), however, enables users to browse 
the world wide web securely. To do this, it uses the HTTP protocol but with 
SSL/TSL encryption overlaid. HTTPS websites have a digital certificate issued 
by a trusted CA, which means that users know that the website is who it says 
it is; as we mentioned in the section on SSL/TLS, it proves it is authentic. 
It again ensures the integrity of the data by showing that web pages have 
not been changed by a hacker while being transferred and by encrypting any 
information transferred from the client to the server, and vice-versa. As a result 
of the use of HTTPS, users can transmit confidential information such as credit 
card numbers, social security numbers and login credentials over the internet 
securely. If they used an ordinary HTTP website, data is sent as plain text, 
which could easily be intercepted by a hacker or fraudster.

Indicators that you are using a secure site are the inclusion of the HTTPS:// 
prefix as the starting part of the URL. There should also be a padlock icon 
next to the URL. Depending on your browser and the type of certificate the 
website has installed, the padlock may be green. The way HTTPS works is 
that the web browser on the client computer performs a handshake with the 
web server as described earlier in our section on SSL/TLS. Then, what is 
sometimes called a session key is created randomly by the web browser and 
is encrypted using the public key, then sent to the server. The server then 
decrypts the session key using its private key. All data sent between the two 
from then on is encrypted using this session key. So, the generation of the 
session key is done through asymmetric encryption, but symmetric encryption 
is used to encrypt all further communications. Asymmetric encryption 
requires a lot of processing power and time, so HTTPS uses a combination 
of asymmetric and symmetric encryption. Once the session is finished, each 
client and the server discard the symmetric key used for that session, so each 
separate session requires a new session key to be created.

One of the benefits of HTTPS, obviously, is security of data, with information 
remaining confidential because only the client browser and the server can 
decrypt it. Another benefit of HTTPS is that search engine results tend to rank 
HTTPS sites higher than HTTP sites. However, the time required to load an 
HTTPS website tends to be greater. Websites have to ensure that their SSL 
certificate has not expired and this creates extra work for the host as it has to 
keep on top of certificate management.

1.3.5	Disadvantages	of	encryption
One drawback with encryption is that it takes more time and additional processing 
power to load encrypted data. When browsing, the client and server must send 
messages to each other several times before any data is transmitted. This increases 
the time it takes to load a web page by several milliseconds. It also uses up valuable 
memory for both the client and the server. Encryption involves the use of keys and, 
while the larger the key size, the more effective the encryption, it also increases the 
computational power required to perform the encryption.
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Encryption is meant to protect data, but encryption can also be the source 
of great inconvenience to a computer user. Ransomware can be used against 
individual computer users; hackers can encrypt computers and servers and the 
hackers then demand a ransom. If the ransom is paid, they (sometimes) provide 
a key to decrypt the encrypted data. Another problem with encryption is that if 
the private key is lost, it is extremely difficult to recover the data and, in certain 
circumstances, the data may well be lost permanently. It is possible for the data 
to be recovered by the reissuing of the digital certificate, but this can take time 
and, in the meantime, if a hacker has managed to get hold of the key, they will 
have full access to the encrypted data. In addition, users can get careless and 
forget that decrypted data should not be left in the decrypted state for too long, 
as it then becomes susceptible to further attack from hackers.

Regarding the different forms of encryption, asymmetric is much slower 
compared to symmetric due to its mathematical complexity, and it’s therefore 
not suitable for computing vast amounts of data. It also requires greater 
computational power.

1.3.6	Advantages	and	disadvantages	of	different	protocols
While it is difficult to give the advantages and disadvantages of individual 
protocols, since they all do a similar job, it is possible to compare the advantages 
and disadvantages of SSL/TLS with IPsec for setting up a VPN, for example. 
With SSL/TLS, digital certificates are only essential with the server – client 
digital certificates are optional – whereas with IPsec both client and server have 
to be authenticated, which makes it more difficult to manage an IPsec system. 
However, as user authentication is optional, this means that security is weakened 
with SSL/TLS compared to IPsec.

Extra software has to be downloaded when using SSL/TLS, if non web-based 
applications are used, which may be a problem if a firewall prevents or slows 
down access to these downloads. VPN tunnels using SSL/TLS are not supported 
by certain operating systems which do support IPsec. In conclusion, the time-
consuming management of digital certificates is less of a problem with SSL 
compared to IPsec, which could lead to financial savings. Another cost implication 
is that, unlike most uses of IPsec, you do not need to buy client software and the 
process of setting up and managing such a system tend to be easier.

Activity 1d
1 Briefly describe what is meant by symmetric encryption.
2 Write a sentence about each of three uses of encryption.
3 Explain the difference between HTTP and HTTPS.

1.4 Checking the accuracy of data
1.4.1	Validation	and	verification
It is vital that data is input accurately to ensure that the processing of that data 
produces equally accurate results. When using a computer system, data entry 
is probably the most time-consuming part of data processing. Consequently, 
it is important to try and ensure that the number of errors which occur when 
entering data directly or transferring from another medium is very small, 
otherwise, more time will need to be spent correcting the data or even re-
entering it. To try and ensure that data entry is accurate, we use two methods 
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called validation and verification. Neither method ensures that each bit of 
data being entered is correct or is the value that the user intended to enter. 
Verification tries to ensure that the actual process of data entry is accurate, 
whereas validation ensures the data values entered are reasonable. It may well 
be that the original data when collected was incorrect; here we are just ensuring 
that no further errors occur during the transfer process.

The need for both validation and verification
The two methods of checking the accuracy of data are complementary. 
Verification can report on errors that validation cannot and, similarly, validation 
will pick up errors that verification cannot. Both are needed to ensure that data 
is sensible and reasonable in the first place and also transferred accurately.

The	difference	between	validation	and	verification
It is important to emphasize that we are checking that the data was entered 
accurately; we are not checking that the data itself is accurate. If the data gathered 
is incorrect, such as a meter reader writing down the wrong meter reading for an 
electricity user, neither validation or verification will be able to check that. 

There are a couple of key differences between verification and validation.

Validation is always carried out by the computer, whereas verification can be 
carried out by the computer or by a human.

Validation is checking that the data is reasonable and sensible; verification is 
checking that the data has been copied or entered correctly. For example, if 
you type in FD236CS instead of DF236CS, a format check (validation) would 
accept this as valid input (as it is still two letters followed by three numbers 
followed by two letters), whereas verification would alert the user to this error.

Methods of validation
As stated above, data validation simply ensures that data is reasonable and sensible. 
In the early days of computerization there were some horror stories of people 
getting utility bills for 1 million dollars! This was usually the result of poor 
checking being carried out and nobody noticing that the decimal point had been 
put in the wrong place. A validation check that ensured that nobody could have a 
bill of more than $1000 would have stopped this. However, it would not prevent 
somebody getting an incorrect bill of $321 instead of $231, as the amount being 
charged would still be regarded as sensible or reasonable. To emphasize then, 
validation ensures data is reasonable or sensible but not necessarily correct.

In order to ensure that data input to a system is valid, it is essential to 
incorporate as many validation routines as possible. The number and methods of 
validation routines or checks will obviously depend on the form or type of input 
to the system. Not every field can have a validation check. For example, there 
are so many variations of individual names that this would be very difficult to 
validate. Some have letters that might not be recognized by a computer using an 
alphabet based on the English language and some contain punctuation marks 
such as apostrophes and hyphens.

In order to illustrate the types of validation required by the Cambridge 
International AS Level syllabus, let us consider a school library database which 
has one table for books and another table for upper-school pupils/borrowers. 
Let us look at an extract showing some of the typical books and borrowers from 
the complete database. We shall assume that these records are representative of 
the whole database.
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ISBN Title Author Published Cost 
9781474606189 The Labyrinth of the Spirits Carlos Ruiz Zafón 2016 $10

9780751572858 Lethal White Robert Galbraith 2018 $18

9781780899329 18th Abduction James Patterson 2019 $29

9781408711095 The Colours of all the Cattle Alexander McCall Smith 1997 $26

▲	Table	1.2	Books	database	table

Borrower_ID Name Date_of_birth Class Book_Borrowed
0205 Chew Ming 21/12/04 11D 9781474606189

1016 Gurvinder Sidhu 19/11/05 10A 9781408711095

0628 Gary Goh 18/04/06 10C 9781474606189

1014 Jasmine Reeves 13/02/05 11A 9780751572858

▲	Table	1.3	Years	10	and	11	upper-school	borrowers	database	table

Presence	check
When important data has to be included in a database and must not be left out, 
we use a presence check to make sure data has been entered in certain fields. A 
common mistake made by many students when asked which validation check 
should be used on a field in a database, is to always say ‘presence check’. It is 
the easiest to remember but is rarely used on any field except the key field. With 
many of the fields illustrated above, it is not necessary to use a presence check. 
The data can be updated or entered at a later date. We would, however, probably 
use a presence check on the ISBN field in the Book table and on the Borrower_
ID field in the Upper-school borrower table (from now on we shall just refer to 
this as the Borrower table). These are key fields and, if data were not entered, 
it would be very difficult to identify unique records. You may well have come 
across this when completing online data capture forms. Fields sometimes have 
a red asterisk next to them, along with a message instructing users that fields 
marked with an asterisk must be completed. Presence checks are frequently 
used to check that you have entered data into these fields and, if you have not, 
then there is usually a warning message saying you must enter the data before 
you can move on to the next page. While the presence check prevents you from 
missing out a field or record, it is otherwise a fairly inefficient method, as it does 
not prevent you from entering incorrect or unreasonable data.

Range	check
Fields which contain numeric data tend to have range checks designed for them. 
Using the extract from the Book table above, we can see that the maximum 
cost of a book is $29 and the minimum cost is $10. We can make sure that the 
person entering the data does not enter a cost less than $10 or more than $29 
by using a range check. A range check always has an upper value and a lower 
value which form the range of acceptable values; if a value is entered outside this 
range, an error message is produced. We will deal with the limit validation check 
later in this section; suffice to say at this point that a limit check only has one 
boundary which is either upper or lower.

So, to sum up, a range check checks that the data is within a specified range of 
values; in our example, the cost of a book should lie between 10 and 29. A range 
check could be carried out on each part of the Date_of_birth field in the Borrower 
table to ensure that 32 or 0 was not entered in the day part or that 13 was not 
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entered for the month part. However, this would not prevent impossible dates such 
as 31/2/05 being entered (February can only have day values of 29 or less).

Type	check
A type check ensures that data is of a particular data type. In the above example, 
Borrower_ID, in the Borrower table, could be set up so that a validation rule 
would ensure that every character would be numeric. Most students think that 
you only have to set the field data type to numeric to prevent text from being 
entered. While this is true, it would not be sufficient with the Borrower_ID 
field, as any leading zeros, such as with 0205 would be removed in such a 
field. This would also not be acceptable, in most parts of the world, in fields 
containing telephone numbers. The data type of Borrower_ID would have to be 
set to alphanumeric and a validation routine would need to be created to only 
allow the digits 0 to 9 to be entered. Fields in some databases would contain 
letters of the alphabet only. Setting the field type to alphanumeric does not 
prevent numbers from being entered. A separate validation routine would need 
to be set up. A type check can be performed on most fields to make sure that 
no invalid characters are entered. For that reason, it is often referred to as an 
invalid character check, or by its shortened name, character check. One of the 
shortcomings of this check is that it would not alert you if you had not typed in 
the correct number of characters in a particular field.

Length	check
A length check is performed on alphanumeric fields to ensure they have the 
correct number of characters, but it is not used with numeric fields. Generally, 
it is carried out on fields that have a fixed number of characters, for example, 
the length of a telephone number in France tends to be 10 digits. As the leading 
digit is 0, the phone numbers would be stored in the alphanumeric data type, so 
it is fairly straightforward to apply a length check.

Again, the application of this type of validation check is not to be confused with 
setting up the data structure of a file so that the field length is a fixed number, 
as this does not prevent a user from typing in a string of less than that fixed 
number of characters. In this instance, no error message would be produced, 
but with a length check, if you did not type in a correct number of characters, 
an error message would result.

In our database, we would apply a length check to the ISBN field in the Book 
table. All ISBNs in our table are 13 characters long, so we need to have a check 
to make sure we are not typing in fewer or more than 13 characters. We could 
also apply this type of check to the Borrower_ID field in the Borrower table 
as these all appear to be four characters in length. This would not give us full 
validation on the field, however, as letters of the alphabet, if entered, would not 
be flagged up as an error, as the check only counts the number of characters.

It is also worth noting that length checks can be set to a range of lengths. For 
example, phone numbers in Ireland tend to vary between 8 and 10 characters in 
length. In that instance, you would need a routine that would not allow you to 
type in fewer than eight characters or more than ten characters. This is not to be 
confused with the range check described above.

Format	check
New vehicle registration or licence plates in the UK follow an identical pattern. 
The format is two letters followed by two digits followed by a space and then 
three letters, for example, XX21 YYY. Any new registration number when 
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entered into a database can therefore be validated using a format check or 
picture check. If a combination of characters which does not follow this pattern 
is entered, it should produce an error message.

In a format check, you can specify any specific combination of characters that 
must be followed. In our example database, we could use a format or picture 
check on the Class field in the Borrower table. We could set it so that it must 
be two digits followed by one letter. If somebody did not realize that it was the 
Upper-school borrower table and typed in 9B, for example, this would cause 
an error message to be output saying that the field must have two numbers 
followed by a letter. While a format check is very useful in this scenario, it would 
not prevent somebody mistyping an entry and entering 19A for example, by 
mistake, which would be accepted by the system. This form of validation is very 
useful for checking dates if they are in a specific format, such as Date_of_birth 
in the Borrower table, which consists of two digits followed by a slash, followed 
by two digits followed by a slash, followed by two digits.

Many students mistakenly think that you can put a format check on a currency 
field. This is not the case. The data is stored as a number and the currency symbol is 
added by the software. The user is only entering numbers not the currency symbol.

Check	digit
For our purposes we will consider the use of a check digit as a means of 
validating data as it is being input (some people would argue that it can be 
used as a verification check in certain other circumstances, but that is outside 
the scope of this book). It is used on numerical data, which is often stored as a 
string of alphanumeric data-type. For example, the last digit of an ISBN for a 
book is a check digit calculated using simple arithmetic. Using the first 12 digits 
in the ISBN, each individual digit in the string is multiplied by 1 if it is in an 
odd numbered position (such as 1st, 3rd, etc.) or 3 if it is in an even numbered 
position (such as 2nd, 4th, etc.). The resulting numbers are added together and 
divided by 10. If the remainder is 0 that becomes the check digit, otherwise, the 
remainder is subtracted from 10 and that becomes the check digit. This is then 
added to the end of the string, in this case the 13th digit of the ISBN.

This happens at a stage before the data is entered, for example, when the ISBN 
is allocated to a newly published book. When this data comes to be entered 
into a database in a library, the computer recalculates the check digit to check 
whether it gives the same check digit. If it does not, then an error message 
is produced. This usually happens when the person entering the data has 
transposed two digits. In our example if we typed in 9781447606189 instead of 
9781474606189, the check digit would be recalculated from the first 12 digits 
and would produce the check digit 5 instead of 9 which is at the end of the 
string. This would produce an error message.

Lookup	check
A lookup check compares the data that has been entered with a limited number of 
valid entries. If it matches one of these, then it is allowed, but if it does not, then 
an error message is produced. It can only be used efficiently if there are a limited 
number of lookup values, such as the days of the week, where there are only seven. 
A lookup check is not to be confused with setting up a lookup list for the user to 
select data items from when entering data; a lookup list does not produce error 
messages and in certain circumstances users can still enter data which overwrites 
the given list. In our database, we could use the Class field in the Borrower table 
which would probably only have the classes 10A, 10B, 10C, 10D, 11A, 11B, 11C, 
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11D to choose from. If, using the example above, somebody entered 9B, the 
computer would compare this to the values stored in a separate table and would 
not be able to find a match and would produce an error message.

Consistency	check
This is sometimes called an integrity check but for our purposes, so that we 
do not get confused with referential integrity (which we will meet later in 
the book), we will refer to it as a consistency check. It checks that data across 
two fields is consistent. A good example would be to ensure data consistency 
between the Class field in the Borrower table together with the Date_of_birth 
field. We will assume that each student is allocated a class according to their age 
when they join the school. We will assume that, in our example, students in year 
11 were born between 1 September 2004 and 31 August 2005. A consistency 
check can be applied here so that if the first two digits of the class are 11 then 
the student’s Date_of_birth must be between 01/09/04 and 31/08/05. If this 
is not the case, then this validation check would output an error message. It is 
often applied so that a field that contains a person’s age must be consistent with 
a field that contains their date of birth, though it should be stressed that storing 
the age of a person is considered to be bad practice as it changes regularly and 
needs updating often.

Limit	check
We have already considered the range check; now we will look at a limit check. 
A limit check is similar to a range check, but the check is only applied to one 
boundary. For example, in the UK you are only allowed to drive from the age 
of 17, but there is no upper limit. If somebody enters a number lower than 17 
when asked to enter their age when applying for a driving licence, for example, 
then this will generate an error message. In our database it is difficult to apply a 
limit check given the data provided.

Verification
As already stated, verification simply ensures that data has either been entered 
accurately by a human or that it has been transferred from one storage medium 
to another accurately. There are a number of methods of verification, some 
related to manual entry of data and some related to data transfer.

Visual	checking
Visual checking is carried out by the data entry person who visually compares 
the data they have entered with that on the source document. They can see the 
differences and then correct the mistakes. They do this either by comparing the 
data on screen or as a printout to the original document. This is the simplest 
form of verification. However, can be rather time-consuming and possibly costly 
as a result. Another problem is that, as the person who entered the data is the 
same person who is checking that it has been entered correctly, it is very easy to 
overlook any mistakes. A possible way around this is to get somebody else to do 
the check.

Double	data	entry
Double data entry, as the name suggests, involves the entry of data twice. The 
first version is stored. The second entry is compared to the first by the computer 
and the person entering the data is alerted by the computer to any differences. 
The user then checks to see if the second attempt is correct, corrects the error, if 
necessary, and continues entering the data.
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The alternative to this way of entering data twice is for two different people to 
enter the data, which is temporarily saved to the same hard disk. The computer 
will compare the two versions on the disk and alert both operators to any 
differences which are then checked to see which version is correct. Some systems 
cause the keyboards to freeze so that the people entering the data cannot 
continue until the mistake is corrected.

Double data entry is similar to visual verification in that both methods compare 
two versions of data and check that data is copied accurately. The essential 
difference is that visual verification is carried out by the user, whereas with 
double data entry, it is the computer that compares the two versions.

Parity	check
A computer stores data as strings of bits called bytes, with a byte normally 
consisting of 8 bits. Each bit is either 1 or 0, for example, 10001101. A byte 
represents a number between 0 and 255. Most computers use the American 
Standard Code for Information Interchange (ASCII). It is a code which uses 
numbers to represent 96 English-language characters, with each character 
being given a number between 32 and 127. The first 32 codes (0–31) in 
ASCII are unprintable control codes and are used to control peripherals 
such as printers. For example, 0 represents the null string, 8 is equivalent to 
the backspace key on the keyboard and 13 is equivalent to the return key. 
The codes 32–127 represent either letters of the alphabet, numbers, or other 
symbols such as $, %, &, etc.

So, for example the ASCII code for uppercase I is 73, which is 01001001 in binary.

If we wanted to represent the word BROWN, we would use the ASCII codes 
66, 82, 79, 87 and 78, which would in turn be represented by the following 
bytes: 01000010 01010010 01001111 01001111 01001110

Originally, there were only 7 bits used with an extra bit used for a parity check. 
It soon became apparent that extra characters needed to be represented in 
the system, such as the Spanish ñ, the French è, the symbol ©. These form 
what is called extended ASCII and provide characters represented by the codes 
128–255. This provided 128 additional characters. Now, the parity bit was 
added to make 9 bits. It is possible to use the seven bits of the byte to represent 
data and have a parity bit to make it 8 bits, but this would give us a limited set 
of characters to work with. In this section, we will only be considering 9-bit 
parity checking.

Most computers use ASCII codes to represent text, which makes it possible to 
transfer data from one computer to another. There has to be, however, a way to 
check that data has been transmitted accurately. This is called parity checking 
which involves the use of parity bits. The parity bit is added to every byte (8 
bits) that is transmitted. The parity bit is added to the end of the byte so that 
there are an even number of 1s. Some systems use an odd number of 1s but we 
will be looking at the most commonly used, which is even parity.

When data is being transmitted from one device to another, the sending device 
counts the number of 1s in each byte. If the number of 1s is even, it sets the 
parity bit to 0 and adds this on to the end of the byte. However, if the number 
of 1s is odd, it sets the parity bit to 1 before adding it on. The result is that 
every byte of transmitted data consists of an even number of 1s. When the other 
device receives the data, it checks each byte to make sure that it has an even 
number of 1s. If there is an odd number of 1s, then this means there has been 
an error during the transfer of data. So how does this all work?

483057_01_CAIE_AS_Level_IT_BP_001-041.indd   22 5/7/20   2:17 PM

SAMPLE



23

1.4 C
hecking the accuracy of data

1
Consider the example given above: the word BROWN

B – 01000010 there are two bits (even) so we add 0; it now becomes 010000100 
(2 bits [even])

R – 01010010 there are three bits (odd) so we add 1; it now becomes 010100101 
(4 bits [even])

O – 01001111 there are five bits (odd) so we add 1; it now becomes 010011111 
(6 bits [even])

W – 01010111 there are five bits (odd) so we add 1; it now becomes 010101111 
(6 bits [even])

N – 01001110 there are four bits (even) so we add 0; it now becomes 010011100 
(4 bits [even])

This is a very effective verification method. It makes sure that all bytes have an 
even number of 1s. If a 1 within the byte is transmitted as a 0, then the error 
will be trapped by the system. However, there are still errors which can go 
undetected. If two 1s within the byte get transmitted as 0s, the byte will still 
have an even number of bytes and so the system will not report an error. For 
example, if 010101111 (W with parity bit added) is transmitted as 010001101 
(F with parity bit added) the parity check will not notice this, as there are still 
an even number of 1s. Also, if, somehow, a 1 and a 0 are transposed such as 
010000100 (B with a parity bit added) so that it is transmitted as 010000010 (A 
with a parity bit added), again the parity check will not report an error as there 
is still an even number of bits. More complex error-checking methods have had 
to be developed, but parity checking is still very common because it is such a 
simple method for detecting errors.

Checksum
Checksums are a follow on from the use of parity checks in that they are used 
to check that data has been transmitted from one device to another accurately. 
They are used for whole files of data, as opposed to parity checks which are 
performed byte by byte. They are used when data is transmitted, whether it be 
from one computer to another in a network or across the internet in an attempt 
to ensure that the file which has been received is exactly the same as the file 
which was sent.

A checksum can be calculated in many different ways, using different 
algorithms, for example a simple checksum could simply be the number of bytes 
in a file. Just as we saw the problem with transposition of bits deceiving a parity 
check, this type of checksum would not be able to notice if two or more bytes 
were swapped; the data would be different, but the checksum would be the 
same. Sometimes, encryption algorithms are used to verify data; the checksum 
is calculated using an algorithm called a hash function (not to be confused with 
a hash total, which we will be looking at next) and is transmitted at the end of 
the file. The receiving device recalculates the checksum and then compares it to 
the one it received to make sure they are identical.

Two common checksums algorithms are MD5 and SHA-1, but both have been 
found to have weaknesses. It is possible for two different files to have the same 
calculated checksum, so because of this, a newer SHA-2, and even newer SHA-3 
have been developed which are much more reliable.

The actual checksum is produced in hexadecimal format. This is a counting 
system that is based on the number 16, whereas we typically count numbers 
based on 10. You can see what each hexadecimal value represents in this table.
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Hexadecimal 0 1 2 3 4 5 6 7 8 9 A B C D E F

Base 10 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

▲	Table	1.4	Hexadecimal	values

MD5 checksums consist of 32 hexadecimal characters such as 
591a23eacc5d55a528e22ec7b99705cc. These are added to the end of the file. 
After the file is transmitted, the checksum is recalculated by the receiving device 
and compared with the original checksum. If the checksum is different, then the 
file has probably been corrupted during transmission and must be sent again.

Hash	total
This is similar to the previous two methods in that a calculation is performed using 
the data before it is sent, then it is recalculated, and if the data has transmitted 
successfully with no errors, the result of the calculation will be the same. However, 
this time the calculation takes a different form; a hash total is usually found by 
adding up all the numbers in a specific field or fields in a file. It is usually performed 
on data not normally used in calculations, such as an employee code number. After 
the data is transmitted, the hash total is recalculated and compared with the original 
value. If it has not been transmitted properly or data has been lost or corrupted, the 
totals will be different. Data will have to be resent or, if it is simply a check on data 
entry, the data will have to be visually checked to detect the error.

This type of check is normally performed on large files but, for demonstration 
purposes, we will just consider a simple example. Sometimes, school 
examinations secretaries are asked to do a statistical analysis of exam results. 
Here we have a small extract from the data that might have been collected. 

Student ID Number of IGCSE passes
4762 6

0153 8

2539 7

4651 3

▲	Table	1.5	Sample	data	

Normally, the Student ID would be stored as an alphanumeric type, so for the 
purpose of a hash check, it would be converted to a number. The hash check 
involves adding all the Student IDs together. In this example it would perform 
the calculation 4762 + 153 + 2539 + 4651 giving us a hash total of 12105. The 
data would be transmitted along with the hash total and then the hash total 
would be recalculated and compared with the original to make sure it was the 
same and that the data had been transmitted correctly. We would use a hash 
total here because there is no other point to adding the Student IDs together. 
Apart from verification purposes, the hash total produced is meaningless and is 
not used for any other purpose.

Control	total
A control total is calculated in exactly the same way as a hash total, but is only 
carried out on numeric fields. There is no need to convert alphanumeric data 
to numeric. The value produced is a meaningful one which has a use. In our 
example above, we can see that it would be useful for the head teacher to know 
what the average pass rate was each year. The control total can be used to 
calculate this average by dividing it by the number of students. The calculation 
is 6 + 8 + 7 + 3 giving us a control total of 24. If that is divided by 4, the 
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number of students, we find that the average number of passes per student is 6. 
Obviously, the control total check is usually carried out on much larger volumes 
of data than our small extract.

The use of a control total is the same as for a hash total in that the control total is 
added to the file, the file is transmitted and the control total is recalculated. Just 
as with the hash total, if the values are different, it is an indication that the data 
has not been transmitted or entered correctly. However, both types of check do 
have their shortcomings. If two numbers were transposed, say student 4762 was 
entered as having 8 passes and 0153 with 6 passes, this would obviously be an 
error but would not be picked up by a control or hash total check.

Activity 1e
1 Briefly describe what is meant by verification.
2 Describe three different validation checks using one sentence per check.
3 Explain the difference between HTTP and HTTPS.

1.5 Data processing
As we saw in Section 1.1, data must be processed so that it can become information. 
Data can include personal data, transaction data, sensor data and much more. Data 
processing is when data is collected and translated into usable information. Data 
processing starts with data in its raw form and translates it into a more readable 
format such as diagrams, graphs and reports, for example. The processing is 
required to give data the structure and context necessary so it can be understood by 
other computers and then used by employees throughout an organization. There 
are several different methods of data processing, but the three most popular ones 
are batch, online and real-time. We will now consider each of these in turn.

1.5.1	Batch	processing
In business, a transaction occurs when someone buys or sells something, but 
in IT the term ‘transaction’ can mean much more, such as adding, deleting or 
changing values in a database.

Batch processing is an effective method of processing large volumes of data; 
sometimes millions of transactions are collected over a period of time. The data 
is entered and processed altogether in one batch by the computer which then 
produces the required results. The processing of one batch is often called a job. 
Batch processing allows computers to process data when computing resources 
are not being fully utilized, such as overnight, and requires very little, and 
often no, human interaction. Examples of batch processing include payrolls and 
customer billing systems.

Batch processing provides a number of benefits. One of these is that it allows 
a business to process jobs at the times of day when computer resources are 
not being used fully, thereby saving the cost of the computer doing very little. 
Companies are able to make sure that vital tasks which need immediate attention, 
such as online services, can use the computer resources as and when needed. 
They can then timetable batch-processing jobs for those times of day when online 
processing tasks are fewer. Compared to real-time processing, batch processing 
requires a simpler computer system that doesn’t require complex hardware 
or software. Once the system is up and running, it does not need as much 
maintenance as a real-time system and, because there is less human interaction, 
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1
data entry methods used in batch processing tend to be more accurate. The actual 
processing, unlike the data collection, is very fast with batch processing, with 
several jobs being processed at the same time. Many utility companies such as 
water, gas and electricity companies handle huge amounts of data in their billing 
systems. Batch processing the collection of data, calculating and printing the bills 
can be done mainly at night, so that the computers can be used to help control 
the actual delivery of the utility during the busy part of the day.

Master and transaction files
In the next section, we will look at how batch processing is involved in producing 
a company payroll. First, we need to be sure we understand that two separate 
files are involved in this process. Let us consider the payroll system of a company 
that pays its workers weekly. One file is called the master file, which contains all 
the important data that does not change often, such as name, works number, 
department, hourly rate, and so on. The other file, called the transaction file, 
contains the data that changes each week, such as hours worked. The master 
file would already be sorted in order of the key field so that processing is 
easier to perform. The transaction file would probably be in the order that the 
transactions were collected. Before these two files can be processed together to 
produce the payroll, the transaction file needs to be sorted in the same order as 
the master file and will also need to be checked for errors using validation checks.

A master file would be used together with a transaction file in most batch 
processing applications, including a computerized customer orders system 
(which we will also be looking at shortly). When data is stored in order of a key 
field, it often forms what is called a ‘sequential file’ (data is in a predetermined 
sequence). These used to be stored on magnetic tapes, but magnetic disks and 
solid state drives are now used much more than magnetic tapes, which tend, in 
modern systems, only to be used for backing up systems. The transaction file will 
therefore be stored on disk, even though it holds data in sequential order. When 
data is searched for in batch processing, each record is looked at one by one until 
the computer finds the record it is looking for. This is called sequential access.

Updating	a	master	file	using	a	transaction	file
There are occasions when the data in a master file has to be updated, for example 
so that a new worker will get paid. We will assume that the changes will happen 
on a weekly basis. It is likely that the transaction file would contain any needed 
updates as well as the payroll data and there would only be one transaction file, 
but to make it simpler to understand, we will assume that the updating of the 
master file happens first and then the payroll runs immediately afterwards.

The three types of transaction involved in updating a master file in the scenario 
we have outlined are when:

» a worker moves to different department, their record must be amended or, 
changed

» a worker leaves the company, their record will need to be removed or deleted
» a new worker starts with the company their record will need to be added.

We can give each type of update a letter. Changing an existing record in the 
master file will be C whereas deleting a record from the master file will be D 
and adding a new record to the master file will be A. At the end of each week, 
the computer system will process the data stored in the transaction file and 
make any changes that are necessary to the master file, thereby producing an 
updated master file.
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We can demonstrate this, using the following small sample of data.

ID Transaction Employee name Department
2 D Julia Bolero Sales
4 C Nigel Ndlovu Buying
7 D Adrienne Pascal IT
11 A John Ward Stores
12 A Paolo Miserere IT
EOF End of file marker

▲	Table	1.6	Transaction	file

In order to update the master file, a new blank file will  
be created and act as the new master file. The following  
very basic algorithm will be followed.

Advice
This algorithm and the subsequent algorithms in this 
chapter are simplified versions of what an algorithm might 
look like. More efficient ways of writing these and other 
algorithms will be covered in Chapter 4.

We will look at REPEAT…UNTIL in more detail in Chapter 4.

1 First record in the transaction file is read
2 First record in the old master file is read
3 REPEAT
4 IDs are compared
5  IF IDs don’t match, old master file record is  

written to new master file
6  IF IDs match transaction is carried out
7    IF transaction is D or C, old master file 

record is not written to new master file
8    IF transaction is C, data in transaction file 

is written to new master file
9   IF IDs match, next record from transaction file  

is read
10 Next record from master file is read
11 UNTIL end of old master file
12  Any remaining records of the transaction file are  

written to the master file

What is happening in this algorithm is that the computer reads the first record in the 
transaction file and the first record in the old master file. If the ID does not match, 
as it doesn’t in this case (ID is 2 in the transaction file but the ID in the master file 
is 1), there is no change necessary. The computer simply writes the old master file 
record to the new master file and misses out the next instructions 5 to 8 (IDs don’t 
match so they can be ignored) then the Next record from master file is read.

After the last record, an End of file marker is stored. As it has not been read yet 
we cannot be at the end of the file so the UNTIL statement tells the algorithm to 
go back to the REPEAT instruction. It starts again at the ‘IF IDs don’t match’ in 
instruction 5. If the ID matches, as it does in this example, the computer carries 
out the transaction (because ID is 2 in the transaction file and the ID in the 

ID Employee name Department
1 Jose Fernandez Buying
2 Julia Bolero Sales
3 Louis Cordoba Sales
4 Nigel Ndlovu Stores
5 Bertrand Couture Buying
6 Lionel Sucio Stores
7 Adrienne Pascal IT
8 Gurjit Mandare Stores
9 Iqbal Sadiq IT
10 Tyler Lewis Buying
EOF End of file marker

▲	Table	1.7	Master	file
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master file record is now 2). In this case the transaction is D so the record has to 
be deleted. Now, instead of writing this old master file record to the new master 
file the computer ignores it and reads the next transaction record (ID is 4). The 
transaction is not C so instruction 8 is ignored. We again meet the ‘UNTIL end 
of old master file’ instruction.

As the algorithm has yet to meet the end of file marker, we go back to the REPEAT 
which is instruction 3. We are looking at the second record of the transaction file 
and the third record of the old master file. If they don’t match (instruction 5), the 
old master file record is written to the new master file and we jump to instruction 
10 and the next record (the fourth) of the old master file is read.

We are not at the end of the file, so the algorithm takes us back to instruction 
3 and then on to instruction 4 then instruction 5: the ‘IF IDs don’t match’ 
instruction. However, this master file record matches with the second record 
in the transaction file so the transaction is carried out. It is C, so the master 
file record is not copied across, instead the record from the transaction file 
(apart from the C) is copied into the new master file. The next record from the 
transaction file is read and then the next record from the master file is read.

This carries on until the EOF marker is met in the old master file. The UNTIL 
instruction is now true, so the algorithm moves on to instruction 12 and then 
the remaining records of the transaction file are added to the master file, in this 
case just one record.

The steps are carried out as shown, making two assumptions. One is that all 
additional records will be at the end of the transaction file. This is usually the 
case as new employees would be given the next available ID and the transaction 
file would be sorted so these new workers would appear at the end of the file. 
The other assumption, which is not really likely in a real situation, is that the 
transaction file records will have its fields identical to all those in the master file. 
To make it easier to follow, we have not included, for example, the rate of pay 
field in those records which need to be added, but this field would have to be 
included in the master file for every employee.

ID Employee name Department
1 Jose Fernandez Buying
3 Louis Cordoba Sales
4 Nigel Ndlovu Buying
5 Bertrand Couture Buying
6 Lionel Sucio Stores
8 Gurjit Mandare Stores
9 Iqbal Sadiq IT
10 Tyler Lewis Buying
11 John Ward Stores

▲	Table	1.8	The	new	master	file

Records 2 and 7 have been deleted.

Record 4 has been changed.

Record 11 has been added.

Activity 1f
Amend the algorithm on page xx so that it would work if there were no records 
to be added, i.e. there were no records in the original transaction file on page xx 
after 7, D, Adrienne Pascal, IT
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Use of batch processing in payroll
As mentioned earlier, batch processing is used to calculate wages in a payroll. 
Let us look at a typical master file and transaction file which might be used in a 
payroll system. We will only consider a very small company but, in real life, it is 
not unusual for payroll systems to cater for thousands of employees.

ID Hours_worked
036 40

469 40

578 38

778 40

789 40

EOF End of file 

▲	Table	1.9	Transaction	file

We can assume that the transaction 
file has been sorted and validated. The 
system would have to go through each 
transaction file record and using the 
hourly rate (Rate) from the matching 
master file record, calculate that 
employee’s wages for the week. This 
would be added to the employee’s 
wages paid so far this year and replace the Wages_to_date value. We shall 
assume that the workers pay no tax and have no other deductions.

1 First record in the transaction file is read
2 First record in the old master file is read
3 REPEAT
4 IDs are compared
5  IF IDs don’t match, old master file record is  

written to new master file
6  IF IDs match transaction/calculation is carried out
7  Computer calculates the pay – Rate (from master file) 

multiplied by hours worked (from transaction file)
8   Wages _ to _ date is updated and record is written  

to new master file
9   IF IDs match, next record from transaction file  

is read
10 Next record from master file is read
11 UNTIL end of transaction file
12  Remaining records of the master file are written to  

the new master file

The basic outline of the algorithm, to show how the payroll is processed, is 
quite similar to the updating algorithm, but the middle part is different:

Notice that because no additional records need to be added to the master file, 
we stop the processing when we get to the end of the transaction file.

Activity 1g
Work through this algorithm using the two files shown and write down the new 
master file.

ID Department Rate ($) Wages_to_date
036 Sales 20 1280

047 Buying 25 1475

165 Buying 25 1525

469 Sales 20 1160

512 Stores 15 825

545 Sales 20 1220

578 IT 30 1860

682 Sales 20 1080

778 IT 30 1920

786 Buying 25 1575

789 IT 30 1830

861 Stores 15 795

EOF End of file 

▲	Table	1.10	Master	file
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Use of batch processing with customer orders
We have already mentioned that customer orders can be dealt with using batch 
processing. When a company receives an order from a customer, it is added to a 
transaction file. At the end of the day, the transaction file is used together with a 
master file to check the items are in stock and to update the master file with the 
new number of items in stock after making deductions arising from the orders. 
If items are not in stock, they must be ordered from a supplier. If they are in 
stock, then they are added to what is called a picking list which is sent to the 
warehouse. The warehouse staff then find the goods that have been ordered and 
package them ready for shipment to the customers. The next step is to allocate the 
packaged goods to delivery vehicles. At the same time, invoices are produced and 
sent to customers for immediate payment or added to their account (if customers 
make payments every month). Let us look at how account payments are processed.

The transaction file will contain details of the orders a customer has made in the 
last month, together with any payments the customer has made. We will 
consider a simple master file which just contains the money owed by each 
customer, which is called ‘the balance’.

Cust_n New_ orders Payment_made
219 320 200
451 870 1500
523 190 340
834 520 250

▲	Table	1.11	Transaction	file

Again, we can assume that the transaction file is sorted 
in Cust_no order and has been validated. The algorithm 
describing the process would be similar to the payroll 
algorithm:

1 First record in the transaction file is read
2 First record in the old master file is read
3 REPEAT
4 Cust _ nos are compared
5  IF Cust _ nos don’t match, old master file record is 

written to new master file 
6  IF Cust _ nos match transaction/calculation is 

carried out
7  Computer calculates New _ orders minus Payment _

made and subtracts from Balance
8   Balance is updated and record is written to new 

master file
9   IF Cust _ nos match, next record from transaction 

file is read
10 Next record from master file is read
11 UNTIL end of transaction file
12  Remaining records of the master file are written to 

the new master file

Cust_no Balance 
138 0
187 0
219 0
451 -800
487 -260
523 -340
764 0
802 -920
834 0
869 -540

▲	Table	1.12	Master	file
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Activity 1h
Work through this algorithm using the two files shown and write down the new 
master file.

1.5.2	Online	processing
We have seen how batch processing involves gathering data together ready for 
processing at a later date. This has an obvious drawback in that the processing 
is delayed. In some cases, this is not a problem, for example with applications 
such as payroll, which only needs to be processed weekly, or monthly, or utility 
billing systems which are often processed every three months. Some processing, 
however, has to be done almost immediately, such as at supermarket checkouts 
or interrogating a database for an employee’s details. The original definition of 
online processing was that the user was in direct communication with a central 
computer. This has now evolved to include any aspect of IT which takes place 
over the internet. In this section, we shall be looking at how applications such as 
electronic funds transfer (EFT) and automatic stock control, among others, work. 
One of the differences between batch processing and online processing is that in 
batch processing, data is searched using sequential access, whereas direct access 
tends to be used in online processing. Direct access is simply the ability to go 
straight to the record required without having to read all the previous records.

Uses of online processing
When data is input into an online system, processing takes place almost 
immediately with just a short delay, so short that the user believes they are in 
direct communication with the computer. Each transaction is processed before 
the next transaction is dealt with. This means that online processing can be 
used in a variety of ways. We shall look at some of these here.

Electronic	funds	transfer
One definition of electronic funds transfer (EFT) is that it is the electronic 
transfer of money from one bank account to another using computer-based 
systems, without the direct intervention of bank staff. Examples include the 
use of an automated teller machine (ATM), a direct payment of money to 
another person and direct debits, when a company debits the customer’s bank 
account for payment for goods or services. EFTs can be transfers resulting 
from credit or debit card transactions at a supermarket, a store or online. 
They usually involve one bank’s computer communicating with another 
bank’s computer, though not always, such as when the ATM being used 
belongs to the customer’s bank.

Most people receive their wages as a result of an EFT. Money from the 
employer’s bank account is transferred electronically to the employee’s bank 
account.

EFT has become a common way of paying bills, for example you may decide 
that your house needs redecorating, so you ask a painter to come and paint your 
house. When the painter has finished, he or she will require payment. One of 
the easiest ways of doing this is to take the painter’s bank details and transfer 
the money from your account to the painter’s account.

The following steps describe what happens after you have logged in to your 
online bank account, although the process may differ slightly from bank to 
bank, and assumes you are paying someone new:
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1 Select transfer money
2 Select the account you wish to transfer money from
3 Select new payee
4 Type in sort code, account number and payee name
5 Type in amount to transfer
6 Computer checks available balance
7  If you have sufficient funds, the transaction is 

authorized
8  Your bank’s computer contacts payee’s bank’s 

computer which searches for the payee’s record
9 Amount is subtracted from your account balance
10 Amount is added to payee’s account balance

The most common form of electronic funds transfer is purchasing goods in 
a store or supermarket when paying at a checkout. This is called EFTPOS 
and stands for Electronic Funds Transfer at Point Of Sale. Checkouts at 
supermarkets are called point of sale terminals. When a customer goes to a 
checkout to pay for their goods, they insert their bank card and the following 
steps are followed. (This assumes it is not a contactless transaction in which case 
steps 3 to 8 are omitted. Most countries only allow contactless transactions if 
the value of the goods is less than a certain amount.)

1  Card chip is read and checked to make sure it is in 
date and it is a valid card number

2 If not, card is rejected and transaction terminated
3 PIN is entered by customer into PIN pad
4 Chip reader determines PIN from the chip
5 The two PINs are compared
6 If they are identical the transaction is authorized
7  If they are not identical, error message appears on 

the chip reader and two more attempts are allowed
8  If the two PINs are still not identical, the 

transaction is rejected and error message issued
9 Customer’s bank is contacted by supermarket’s computer
10 Customer’s bank retrieves customer’s record
11 Customer’s bank checks if sufficient funds in account
12  If there are insufficient funds then transaction is 

rejected
13  If there are sufficient funds then transaction is 

authorized
14  The amount of the bill is deducted from customer 

account
15  The amount of the bill is credited to supermarket 

account

Automatic	stock	control
There are many ways in which IT can be used in stock control. In this section we 
are going to concentrate on automatic stock control. This involves the use of an 
automated system where stock is controlled by a computer with little human input.

We have already met the use of EFTPOS terminals. These also serve another 
purpose in stores and supermarkets; they are used for stock control. The 
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checkout operator swipes the barcode of the item and the computer uses 
this to update the stock. The terminal in a supermarket or store consists of a 
screen (which can be a touchscreen), a barcode reader to input the barcode 
of the product, a number pad to enter the barcode in case the barcode label 
is damaged and electronic scales. Each terminal is connected to a computer 
network. The hard disk on the network server stores a file (we shall call it the 
product file) containing the records of each product that is sold. Each record 
consists of different fields containing data, such as the:

» barcode number: the number which identifies each different product; it is the 
key field because it is different for each product

» product details: a description, such as tin of beans, packet of teabags, etc.
» price of the product
» size: weight or volume of the product
» number in stock: the current total of that product in stock; this changes 

every time a product is sold or new stock arrives
» re-order level: the number which the computer will use to see if more of 

that product needs re-ordering. If the number in stock falls to this level, the 
supermarket or store must re-order

» re-order quantity: when the product needs re-ordering, this is the number of 
products which are automatically reordered

» supplier number: the identification number of the supplier which will be used 
to look for the details on the supplier file.

There is also a file (the supplier file), which contains details of the supplier of 
each product, including their contact details. It is more than likely that these 
two files would be stored as separate tables in a relational database.

The processing involved in automatic stock control is as follows:

1  The product’s barcode is input from the barcode  
reader

2  The computer searches for this barcode number in 
the product file and finds it using direct access

3 The number in stock is reduced by one
4  The computer then compares the number in stock 

with the re-order level
5  If the number in stock is not equal to the re-

order level then go back to step 1 and repeat
6  If the number in stock is equal to the re-order 

level then the computer creates an automatic order
7 It looks up the re-order quantity of that product
8 It looks up the supplier number of that product
9  It searches the supplier file for the record 

corresponding to the supplier number found in the 
product file

10  It sends the order automatically to the supplier 
using the supplier’s contact details

11 Go back to step 1 and repeat

When new goods are ordered, after they are delivered, the computer 
automatically updates the product file by following steps 1 and 2 and then 
increasing the number in stock by the re-order quantity.
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Electronic	data	interchange
Electronic data interchange (EDI) is also known as electronic data exchange but 
we will use EDI. This is a method of exchanging data and documents without 
using paper. The documents can take any form such as orders and invoices, with 
the electronic exchange between computers using a standard format. An invoice 
is a type of bill sent to a customer containing a list of goods sent or services that 
have been provided, including a statement of the sum of money due for these.

Most companies create invoices using a computer system. Many then print a paper 
copy of the invoice and post it to the customer. If the customer is a business, they 
will often type out the details into their computer, meaning that the whole activity 
of sending and receiving invoices is actually the transfer of information from the 
seller’s computer to the customer’s computer. EDI replaces this activity with an 
electronic method. The physical exchange of documents could take between three 
and five days. EDI often occurs overnight and can take less than an hour.

The old paper-based method was usually made up of these steps:

» A company decides to buy some goods, creates an order and prints it.
» Company posts the order to the supplier.
» Supplier receives the order and enters it into their computer system.
» Company calls supplier to make sure the order has been received or supplier 

posts a letter to the company to say it has received the order.

An EDI system generally has these steps:

» A company decides to buy some goods, creates an order and does not print it.
» EDI software creates an electronic version of the order and sends it 

automatically to the supplier.
» Supplier’s computer system receives the order and updates its system.
» Supplier’s computer system automatically sends a message back to company, 

confirming receipt of the order.

EDI systems save companies money by providing an alternative to systems that 
require humans to operate them, thereby saving wages that would be paid to 
people who would sort and search paper documents. There is no need to pay 
operators to manually enter the data. They also reduce human error during data 
entry, since there would be no need to re-enter data that had been sent originally. 
Productivity is improved as more documents are processed in less time.

EDI systems are often used because of the security aspects of the system. As 
alternative systems using the internet have grown, EDI has had to innovate and 
this has been achieved largely by increased security in the transmission of data. 
EDI is also used by some examination boards to allow exam entries to be made 
and for issuing results. It is also used by hospitals to send and receive documents 
to and from doctors, again due to the increased security of this system.

Business-to-business	buying	and	selling
Business-to-business – often termed B2B – refers to buying and selling between 
two businesses, rather than between a business and an individual customer 
(B2C). The value of B2B transactions is noticeably higher than that of B2C, as 
businesses are more likely to buy higher priced goods and services and buy more 
of them than individual customers are. A car manufacturer, for example, will 
buy thousands of tyres, whereas a customer is only likely to buy four tyres at 
most when replacements are needed.

Many companies still use EDI for sending orders and invoices, but there are 
other aspects of B2B which require online processing. Businesses can buy and 
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sell using online marketplaces, but many B2B sellers do not take advantage of 
these. There is sometimes little difference between B2C and B2B marketplaces, 
for example Amazon has B2C and B2B versions of its site but the untrained eye 
would have difficulty spotting the distinction. B2B marketplaces work just like 
a B2C marketplace in that they connect many sellers to buyers. Buyers have the 
opportunity to compare and buy products from many different sellers all on one 
site. However, a B2B marketplace is different to a B2C marketplace in that bulk 
orders can be placed, discounts can be received for ordering large quantities 
and orders can be edited online. Sellers have benefits too, such as lower costs 
since they don’t have to spend as much money on marketing or setting up a 
larger website, as the marketplace is responsible for that part of marketing, 
although the business has less control of the look of their products on the 
website. It is easy to set up their part of the marketplace because setting up the 
sales aspect of a website is all done for them. The audience is now global and to 
a certain extent, a captive audience. Marketplaces can also be used to test out 
new products by putting a few up for sale. If they sell well, the volume can be 
increased and if not, they can be easily withdrawn.

B2C online transactions are fairly straightforward, whereas B2B transactions 
tend to be more complicated. B2B selling prices can vary a great deal with 
discounts needing to be taken into account. The quantity of products being 
sold is much greater resulting in more complicated shipping requirements. In 
addition, B2B tends to have more government regulation and complex taxation. 
Failure, however, for companies to invest in online buying and selling can lead 
to being left behind by competitors who sell more and make greater profits.

Although EDI is still used by many companies, there are other methods of 
buying and selling. Companies can have their own selling website that can be 
used by other companies to buy their goods. E-procurement is the term used 
to describe the process of obtaining goods and services through the internet. 
E-procurement software can be used by sellers and buyers to link directly to 
each other’s computer systems.

Online	stores
Internet shopping began in the 1990s, however at that time, the vast majority of 
the world’s population were not even aware of it. Today, many people shop online, a 
development that has arisen due to the emergence of online stores, from both 
traditional high-street big names and new online-only companies. Online stores 
have become many people’s preferred places to shop for many reasons.

» Customers are not rushed by store assistants into hurriedly comparing 
products and prices.

» Customers can shop at a convenient time for them.
» Customers don’t have to spend time and money travelling around 

different shops to find the best bargains; it is much faster and cheaper to do it 
online.

» If a locally based branch from a chain of stores has closed, customers can still 
shop with that chain online.

» Customers can look at a wide range of shops all around the world.
» Items are usually cheaper online because warehouse and staff costs are lower 

than maintaining high-street stores.
» Stores can deliver goods at a time to suit the customer.
» Supermarkets can remember the customer’s shopping list and favourite 

brands, making it easier for the customer to enter their shopping list.
» There is a greater choice of manufacturers. Many high-street shops can only 

stock items from a few manufacturers.
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A typical online store website contains opens with a home page which contains 
different categories, either on tabs across the top or down the side or on a 
drop-down menu. Customers are able to click on a category tab which takes 
them to a different web page on the site. They can browse the products within 
that category to get to the one they want. After opening the store website and 
browsing product categories, the customer then decides what they want to buy. 
At this point, some stores may ask for a postcode or zip code to check that they 
actually deliver to that area. In a real store or supermarket, the customer would 
place products in a shopping trolley or basket; similarly, with an online store, 
they place it in their virtual shopping basket. This is usually done by clicking 
on an ‘add to basket’ or simply ‘add’ icon. As with a real store, items can be 
removed from, as well as added to, a customer’s shopping basket and, when the 
customer has decided that they have finished shopping and they want to pay, 
they go to the checkout.

Here is an example of the steps, in the form of a simple algorithm, required 
at the checkout, although the actual sequence of steps vary depending on the 
online store’s website.

1 IF user is new customer, they must register
2  Enter a username
3  Enter and verify (by double entry) password
4  Enter phone number and email address
5  Enter delivery/shipping address
6   Enter billing address if different to shipping address [some sites 

only]
7  Choose speed/cost of delivery [some sites only]
8  Enter type of card and credit/debit-card number
9  Enter date of expiry
10 IF user is existing customer
11  Log on by entering username and password
12  Confirm delivery address
13  Choose speed/cost of delivery [some sites only]
14   Select credit card/debit card account to be debited if stored,  

otherwise enter type of card and credit/debit card number
15  Enter card security code [some sites may not require this]
16 Confirm order

An email address is nearly always needed, so the store can notify the customer 
when an order has been received. Some sites inform you of the progress of the 
order’s delivery.

The delivery address is needed so the store knows where the goods will be sent to.

The billing address is required because the store wants to know where to send 
the bill as this is sometimes different to where the goods will be delivered. As 
payments are made electronically, this piece of information is largely academic, 
but it can be used for additional credit checks.

The customer is often able to choose how quickly the goods should be delivered 
or choose a delivery time slot, if the store has its own delivery vehicles. Some 
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stores offer same-day or next-day delivery, although usually the quicker the 
delivery, the more expensive the cost.

Often, the customer has to pay a delivery charge as well as the price of the 
goods.

1.5.3	Real-time	processing
Real-time processing is an example of online processing in that it requires 
the inputs to go directly to the CPU, but the response time of the computer 
must be immediate, with no delay whatsoever. This type of processing is 
usually found in systems that use sensors, for example computer-controlled 
greenhouses, often referred to as glasshouses, which we will be looking at in 
more detail in Chapter 3. Temperature, light and moisture sensors are all used 
to monitor physical variables and send these as input data to the computer so 
that it can take immediate action, for example if the temperature falls below 
a certain value, the heater is automatically switched on. If a batch-processing 
system was used, the temperature might have been below the required 
value for a long period of time, damaging or even killing the plants inside, 
so it is essential that the response from the computer is immediate. Real-
time processing is continuous so the process is never ending unless the user 
switches the system off.

Uses of real-time processing
Real-time systems are systems where the output affects the input. Consider the 
glasshouse example above, where the input to the computer or microprocessor 
is the temperature. If the temperature is below the required level the computer 
turns the heater on. How this is achieved will be described in greater detail in 
Chapter 3. The temperature will now rise and because this process is continuous 
the temperature sensor will feed the new temperature back to the computer. 
Here, the output, which is the switching on of the heater, has affected the 
input, the temperature. This cycle continues until the desired temperature is 
reached. Unlike other online systems, any output is produced quickly enough so 
that it affects the system before the next input is received. The output happens 
immediately. We will now look at three uses of real-time systems.

Central-heating	systems

Boiler

Touchscreen
or keypad with
temperature
sensor

Microprocessor

▲	Figure	1.2	A	typical	central-heating	system
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In the system shown in Figure 1.2, there is what is called a combination or 
combi boiler. The boiler contains the pump as well as the means of heating 
the water. A central-heating system is a real-time system since it involves the 
use of sensors; in this case temperature sensor(s) are used in central heating to 
continuously monitor the physical variable, the temperature of the house. As 
with any real-time system, it involves the use of a feedback loop. This is called 
a ‘closed system’ in that the temperature is fed into the system, the boiler 
raises the temperature, which causes the temperature to rise, which in turn, 
eventually, causes the boiler to be switched off by the microprocessor, which 
then results in a drop in temperature and the boiler has to come back on again 
and so the sequence is repeated. We know it is a real time system since the 
output affects the input.

In a microprocessor-controlled central-heating system, users select their 
required temperature using a touchscreen or keypad. The microprocessor reads 
the data from a temperature sensor on the wall and compares it with the value 
the user has requested. If it is lower, then the microprocessor switches the boiler 
and the pump on. If it is higher, the microprocessor switches both off. In order 
for the microprocessor to process the data from the temperature sensor (which 
is an analogue sensor), it uses an analogue-to-digital converter to convert this 
data into a digital form that it can understand. As a result of the input, the 
microprocessor may or may not send signals to actuators which open the gas 
valves in the boiler and/or switches the pump on.

The microprocessor is also used to control the times at which the system 
switches itself on and off. For example, users can set the system to come on 
before they get up in the morning and set it to switch off just before they go out 
to work. When the system is off, the microprocessor ignores all readings.

A simple algorithm shows how the system works:

1  User enters required temperature using keypad/
touchscreen

2  Microprocessor stores required temperature as a 
pre-set value

3 Microprocessor receives temperature from sensor

4  Microprocessor compares temperature from sensor to 
pre-set value

5  If temperature from the sensor is lower than the 
pre-set value, the microprocessor sends a signal to 
an actuator to open the gas valves

6  If temperature from the sensor is lower than the 
pre-set value, the microprocessor sends a signal to an 
actuator to switch the pump on

7  If temperature is higher than or equal to the pre-set 
value the microprocessor sends a signal to switch the 
pump off and close the valves

8  This sequence is repeated until the system is 
switched off
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Air-conditioning	systems
Air-conditioning systems are more sophisticated than central-heating systems 
and involve units such as valves, compressors, condensing units and evaporating 
units, which together form a system that, basically, feeds cold air into a room 
via a unit containing enclosed fans to circulate it around the room. We shall just 
concern ourselves with what happens in one room in a house. Each room has a 
temperature sensor and the system uses this to determine whether it needs to 
switch the fans on or, in the case of more complex systems, change the speed 
of the fans (we will only be considering the simpler version). The user, as with 
a central-heating system, enters the required temperature using a keypad or 
touchscreen.

Again, we can use a basic algorithm to describe the process:

1  User enters required temperature using keypad/
touchscreen

2  Microprocessor stores required temperature as a 
pre-set value

3 Microprocessor receives temperature from sensor

4  Microprocessor compares temperature from sensor to 
pre-set value

5  If temperature from the sensor is higher than the 
pre-set value, the microprocessor sends a signal to an 
actuator to switch the fans on

6  If temperature is lower than, or equal to, the 
pre-set value the microprocessor sends a signal to 
switch the fans off

7  This sequence is repeated until the system is 
switched off

Guidance	system	for	rockets
A guidance system can be used to control the movement of different types of 
vessel or moving object, such as a ship, aircraft, missile, rocket or satellite. It 
involves the process of calculating the changes in position and velocity and 
other more complex variables, as well as controlling the object’s course and 
speed.

A guidance system, like all computer systems, has inputs, processing, and 
outputs. The inputs include data from sensors, the course set by the controller 
and data from radio and satellite links. The processing involves using all the 
input data to decide what actions, if any, are necessary to maintain or achieve 
the required course. The outputs are the actions decided upon as result of the 
processing and use devices such as turbines, fuel pumps and rudders, among 
others, to change or maintain the course.

Missiles have a high-precision, real-time guidance system built into their nose. 
The guidance system has a radar system, which consists of a radar which looks 
forwards and one that looks downwards. There is a navigation system and a 
‘divert-and-attitude-control’ system, which is able to increase or decrease the 
amount of thrust in different engines driving the missile and thereby control 
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the direction and speed of the missile. Basically, the radar scans the surrounding 
terrain and feeds the information into the navigation system, which then uses 
the data from the radar together with its stored maps of the area to calculate the 
required flight path, avoiding obstacles. The new flight path is immediately fed 
in to the divert-and-attitude-control system so that it can adjust the direction 
and speed of the missile to achieve this flight path. The flight path is constantly 
adjusted to ensure the missile doesn’t drift off its projected flight path. A missile 
guidance system is an example of a true real-time system, because there must be 
no delay between the navigation system realizing that the flight path has been 
deviated from and the flight path being adjusted.

1.5.4	Comparison	of	different	methods	of	processing
It is important to give both sides of the argument and to take into account the 
specific context and the user’s needs when comparing methods.

Real-time processing Batch processing
In real-time processing, there is no 
significant delay in response.

In batch processing, the processing can 
take place well after the initial inputs have 
been entered.

In real-time processing, information is 
always up to date, so the computer or 
microprocessor is able to take immediate 
action.

In batch processing, the information is 
only up to date after the master file has 
been updated by the transaction file.

Because real-time processing and online 
processing occupy the CPU constantly, it 
can be very expensive.

Batch processing only uses the CPU at less 
busy times and is therefore cheap to run.

Real-time processing needs expensive, 
complex computer systems.

Batch processing can make use of lower 
specification computers.

Data is collected instantaneously with real-
time processing systems.

Gathering data for batch-processing 
systems can take a long period of time and 
occupy more people, and so can be more 
expensive.

It is easy to maintain and upgrade online 
processing systems because computers 
are less busy overnight. Shutting down 
banking or shopping systems is not much 
of a problem at less busy times.

Real-time systems which do not have 
less busy times, so any down time for 
maintenance or upgrades is difficult to 
manage.

The extra hardware requirements, input 
devices, workstations, etc. of a large 
online processing system can make it more 
expensive.

Batch processing can make use of lower 
specification, cheaper computers.

Online processing systems requires the 
entry of information immediately for each 
transaction. This means that salespeople 
and other employees must be connected to 
the system at all times.

Batch processing only requires a limited 
number of employees to enter all the data 
at once. This leads to savings in wages.

In online processing, errors are revealed, 
and can be acted upon, immediately.

In batch processing, if there is an error, 
it is only revealed when processing takes 
place. This can be overnight and as there 
may be no human involvement at this 
stage, management may not be aware of 
it until some time after the error actually 
occurred.

▲	Table	1.13	Comparison	of	different	processing	methods
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In addition, interrogative databases are not well suited to batch processing 
as details may be required. Consider the case where a company uses batch 
processing for employee details, payroll, etc. An employee’s spouse may have 
had an accident and so a manager needs to contact the employee immediately. It 
would be pointless running this query overnight. The system must be available 
whenever necessary so that the business can function properly.

Most modern business systems use a mixture of batch and online processing, 
in order to overcome some of the disadvantages described and benefit from the 
advantages.

Examination-style questions

1 A collection of data could be this: johan, Σ, $, <, AND
 Explain why they are regarded as just items of data. In your explanation give 

a possible context for each item of data and describe how the items would 
then become information.  [5]

2 A company uses computers to process its payroll which involves updating  
a master file.
a State what processes must happen before the updating can begin. [2]
b Describe how a master file is updated using a transaction file in a  

payroll system. You may assume that the only transaction being carried  
out is the calculation of the weekly pay before tax and other deductions. [6]

3 a Name and describe three validation checks other than a presence  
check. [3]

b Explain why a presence check is not necessary for all fields. [3]

4 A space agency controls rockets to be sent to the moon.
 Describe how real-time processing would be used by the agency. [3]

5 Describe three different methods used to carry out verification. [3]

6 L12345 is an example of a student identification code.
 Describe two appropriate validation checks which could be applied to  

this data. [2]

7 Describe three drawbacks of gathering data from direct data sources. [3]
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	 2	 Hardware	and	software

2.1  Mainframe computers and 
supercomputers

Mainframe computers are often referred to as just mainframes. They are used 
mainly by large organizations for bulk-data-processing applications such as 
censuses, industry and consumer statistics and transaction processing. Most 
individuals tend to use personal computers, laptops or tablets, but mainframes are 
much larger and have more processing power than these and cost considerably 
more to buy. In 2020, the cheapest mainframe would cost at least $75,000. In 
the early days of computers, the central processing unit was very large compared 
to modern day computers and used to be housed in a steel cabinet. This was often 
referred to as the ‘main frame’ and sometimes as the ‘big iron’. Although many 
people thought that with the advent of PCs, mainframes would die out, they 
have continued to evolve and are still in major use today, mainly because of their 
features such as RAS, which we will go into in more detail, later in this section.

Most PCs and laptops used to have a single processor but today they tend to 
have a CPU with many cores which gives the effect of having many processors. 
This allows these computers to carry out parallel processing rather than the 
serial processing of their predecessors. Serial processing is when the PC performs 
tasks one at a time, whereas parallel processing allows several tasks to be carried 
out simultaneously. Currently, the best performing PCs have a processor with 
18 cores, which allows the computer to carry out 18 tasks at the same time, 
resulting in much faster performance.

A mainframe computer can have hundreds of processor cores and can process 
a large number of small tasks at the same time very quickly. A mainframe is a 
multitasking, multi-user computer, meaning it is designed so that many different 
people can work on many different problems, all at the same time. Mainframe 
computers are now the size of a large cupboard, but between 1950 and 1990, 

In this chapter you will learn:
★	 the	characteristics	and	uses	of	mainframe	

computers	and	supercomputers
★	 the	types	and	uses	of	system	software
★	 the	need	for,	the	types	and	uses	of	utility	

software

★	 the	use	of	custom-written	software	and	off-
the-shelf	software

★	 the	types	and	uses	of	user	interfaces.

Before starting this chapter, you should:
★	 be	familiar	with	the	terms	‘application	software’,	‘CPU’,	‘Command	

Line	Interface’,	‘device’,	‘graphical	user	interface’,	‘medium’,	
‘operating	system’,	‘processor’	and	‘utilities’.
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a mainframe was big enough to fill a large room, so you can see how much the 
average mainframe has decreased in size while also improving its performance. 
Mainframe computers have almost total reliability, being very resistant to viruses 
and Trojan horses.

Even more powerful are modern supercomputers, which can have in excess 
of 100 000 processing cores. In Chapter 1, batch processing of payroll was 
described. A supercomputer can multiply different hourly wage rates from a 
master file by a list of hours in a transaction file of hundreds of workers in 
roughly the same time that it would take a personal computer to calculate 
the wages of just one employee. The Oak Ridge National Laboratory in the 
USA launched their Summit supercomputer in 2018. They claimed, ‘if every 
person on Earth completed one calculation per second, it would take the world 
population 305 days to do what Summit can do in 1 second’. The Summit 
supercomputer, however, fills a room the size of two tennis courts.

2.1.1	Mainframe	computers
The most advanced mainframe computer at the time of publication was the IBM 
Z15, shown in Figure 2.1.

FPO 
[insert Figure 02_01]

▲	Figure	2.1	The	IBM	Z15	mainframe	computer	(©	IBM	Corporation)

It can have up to 190 cores and its predecessor, the Z14 with 170 cores, is used 
by large banking organizations, government departments and large insurance 
organizations.

2.1.2	Supercomputers

FPO 
[insert Figure 02_02]

▲	Figure	2.2	The	Cray	XC40	supercomputer
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This is a picture of the Cray XC40 Supercomputer, which can have up to 172 000 
processor cores. Several countries have one of these and they use them in 
the fields of weather forecasting and scientific research, such as the study of 
astrophysics and mathematical and computational modelling.

2.1.3	Characteristics	of	mainframe	computers	and	
supercomputers
Longevity
Mainframe computers have great longevity, or lifespans. This is because they 
can run continuously for very long periods of time and provide businesses 
with extensive security in the shape of extensive encryption in all aspects of 
their operation. Governments, banking organizations and telecommunications 
companies still base their business dealings on mainframes. Many of these 
computer systems have existed for decades and are still working well and to shut 
them down then dispose of the hardware is very expensive, as is the hiring of 
companies to securely remove their data.

Although they tend not to cause problems, there are several factors threatening 
their continued existence. One is the lack of experienced IT professionals who 
can maintain or program mainframes. Many of the older computer systems still 
work on the COBOL programming language, which is being taught at fewer 
and fewer universities in recent times. It has been gradually replaced by courses 
in Java, C and Python. Yet as recently as 2017, the news agency Reuters stated 
that 95 per cent of ATM transactions were carried out by computers using 
COBOL code. Another threat to mainframes comes from new technological 
developments, specifically Cloud computing, which is accessible from 
anywhere, thereby reducing the need to maintain expensive hardware within an 
organization. The solution may well be to combine the use of mainframes with 
Cloud computing, thus giving organizations the flexibility and accessibility of 
the Cloud, while at the same time providing the processing power and security 
of the mainframe.

Despite these threats, the mainframe has remained popular for a long time, 
largely as a result of its efficiency and dependability. The mainframe is still 
able to process more transactions and calculations in a set period of time when 
compared with alternatives and it continues to operate with a minimum of 
downtime, which means that companies can operate 24 hours a day, every day.

In contrast, supercomputers have a lifespan of about five years. Research 
institutions and meteorology organizations are always looking for faster ways to 
process their data and so, unlike companies using mainframes, will tend to look 
at replacing their existing systems whenever much faster supercomputers come 
on to the market. Companies using mainframes are more inclined to modernize 
them using different software tools.

RAS
The term ‘RAS’ is frequently used when referring to mainframe computers and 
stands for reliability, availability and serviceability. RAS is not a term that is 
used, on the whole, with supercomputers.

Reliability
Mainframes are the most reliable computers because their processors are able 
to check themselves for errors and are able to recover without any undue effects 
on the mainframe’s operation. The system’s software is also very reliable, as it is 
thoroughly tested and updates are made quickly to overcome any errors.
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Availability
This refers to the fact that a mainframe is available at all times and for extended 
periods. Mean time between failures (MTBF) is a common measure of systems, 
not just those involving computers. It is the average period of time that exists 
between failures (or downtimes) of a system during its normal operation. 
Mainframes give months or even years of system availability between system 
downtimes. In addition to that, even if the mainframe becomes unavailable 
due to failure, the length of time it is unavailable is very short. It is possible 
for a mainframe to recover quickly, even if one of its components fails, by 
automatically replacing failed components with spares. Spare CPUs are often 
included in mainframes so that when errors are found with one, the mainframe 
is programmed to switch to the other automatically. The operator is then alerted 
and the faulty CPU is replaced, but all the time, the system continues to work.

Serviceability
This is the ability of a mainframe to discover why a failure occurred and means 
that hardware and software components can be replaced without having too 
great an effect on the mainframe’s operations.

Security
In addition to their other characteristics, mainframes have greater security 
than other types of computer systems. Data security is considered to be the 
protection of data from intentional or accidental destruction, modification or 
disclosure. As has already been mentioned, mainframes are used to handle large 
volumes of data. Most of this is personal data and, especially in the banking 
sector, it has to be shared by the banks with customers. This means that the 
data has to be extremely secure so that only those users entitled to see the data 
can do so; in other words, customers must be able to see their own data but not 
each other’s. This applies to other uses of mainframes. Many companies store 
the personal information of their employees, customers, and so on. Fortunately, 
the mainframe computer has wide-ranging security that enables it to share a 
company’s data among several users but still be in a position to protect it. A 
mainframe has many layers of security including:

» user identification and authentication, although more and more systems are 
using multi-factor authentication, which is a combination of two or more of 
the following: a password, a physical token, a biometric identifier or a time-
restricted randomized PIN

» levels of access, which means that it depends on a user’s level of security as to 
which sets of data they can access

» encryption of transmitted data and data within the system
» secure operating systems
» continual monitoring by the system for unauthorized access attempts.

In addition to the use of supercomputers to perform massive calculations, they 
may also be used to store sensitive data such as DNA profiles. This obviously 
requires a very high level of security. Most supercomputers use end-to-end 
encryption, which means that only the sender or recipient are able to decrypt 
and understand the data.

Performance metrics
The performance metrics of a computer are basically the measures used to 
determine how well, or how fast, the processor deals with data. The speed of 
a mainframe’s CPU is measured in millions of instructions per second (MIPS). 
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However, it is not always the best measure, because not all instructions are the 
same. Mainframes use a very large number of different instructions with some 
being straightforward and easy to carry out, while others can be more complex 
and slower to process. An application using five million simple instructions will 
take a lot less time than one using five million complex ones. In addition, the 
number of available instructions is increasing as time goes by and mainframes 
improve. It is important that the comparison between the performance of one 
mainframe with another is made by measuring how fast the CPUs are when 
carrying out the same task. This is referred to as a benchmark test. This measure 
is usually obtained when processing application software. MIPS are often linked 
to cost by calculating how much a mainframe costs per one million instructions 
per second.

Supercomputers use a different set of metrics. As they are used mainly with 
scientific calculations, their performance is measured by how many FLoating 
point Operations can be carried out Per Second (FLOPS). Since the original 
supercomputers were developed, speeds have increased incredibly and are now 
measured in petaflops. One petaflop is 1 000 000 000 000 floating point 
operations per second. Experts are already using the term exaflops, which is 
1000 times faster than petaflops, and are expecting the first supercomputer 
to attain this speed sometime in the current decade. The speed of the current 
fastest supercomputer, at the time of publication, is 148 petaflops and even the 
tenth fastest operates at 18 petaflops.

Volume of input, output and throughput
The volume of input, output and throughput has to be considered when 
describing computers.

Mainframes have specialized hardware, called peripheral processors, that deal 
specifically with all input and output operations, leaving the CPU to concentrate 
on the processing of data. This enables mainframes to deal with very large 
amounts of data being input (terabytes or more), records being accessed, and 
subsequently, very large volumes of output being produced. Modern mainframes 
can carry out many billions of transactions every day. This large number of 
simultaneous transactions and extremely large volumes of input and output in a 
given period of time is referred to as ‘throughput’.

A supercomputer is designed for maximum processing power and speed, whereas 
throughput is a distinct mainframe characteristic.

Fault tolerance
A computer with fault tolerance means that it can continue to operate even 
though one or more of its components have failed. It may have to operate 
at a reduced level, but does not fail completely. Mainframe computers have 
the characteristic of being fault tolerant in terms of their hardware. While in 
operation, if a processor fails to function, the system is able to switch to another 
processor without disrupting the processing of data. The system is also able to 
deal with software problems by having two different versions of the software. If 
the first version produces errors, the other version is automatically run.

Supercomputers have far more components than a mainframe, with up to a 
thousand times more processors alone. This means that statistically, a failure 
is more likely to occur and consequently interrupt the operation of the system. 
The approaches to fault tolerance are much the same as those for mainframe 
computers, but with millions of components, the system can go down at any 
time, even though it tends to be up and running again quite quickly.
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Operating system
Most mainframes run more than one operating system (OS) at any given time 
and the use of z/OS, z/VM®, and Linux® (which are all different operating 
systems) at the same time often occurs. The OS on a mainframe divides a 
task into various sub-tasks, assigning each one to a different processor core. 
When each sub-task has been processed, the results are recombined to provide 
meaningful output. This is called parallel processing and it is what makes a 
mainframe far more efficient than a PC, which, despite having more than one 
core these days, has a very limited capability regarding parallel processing.

Supercomputers tend to have just one OS, Linux, but most supercomputers 
utilize massively parallel processing in that they have many processor cores, each 
one with its own OS. Linux is the most popular, mainly because it is open-
source software i.e. it is free to use.

Type of processor
Early mainframes had just one processor (the CPU), but as they evolved, 
more and more processors were included in the mainframe system and the 
distinction between the term ‘CPU’ and ‘processor’ became confused. One 
major mainframe manufacturer called them ‘CPU complexes’, which contained 
many processors. The number of processor cores found in a mainframe is now 
measured in the hundreds.

By contrast, supercomputers have hundreds of thousands of processor cores. 
Unlike mainframes, modern supercomputers use more than one GPU or graphics 
processing unit.

Heat maintenance
Because of the large number of processors in both mainframes and 
supercomputers, overheating becomes a major problem and heat maintenance 
or heat management, as it is often called, has to be implemented. In the early 
days of mainframe computing, the heat produced by the computer could not 
be controlled using cooling by fans. Liquid-cooling systems had to be used. 
When integrated circuits were developed in the 1970s and became universal in 
the 1980s, mainframes were developed which produced less heat and so fans 
were able to dissipate the heat. However, recent developments in mainframe 
technology involving more powerful hardware mean the overheating issue has 
resurfaced. More powerful systems produce more heat. What were considered to 
be a relatively cheap option – air cooling systems – are becoming more complex 
and more expensive to use in more powerful systems. At the same time, water-
cooling solutions have become more cost-effective. We now appear to have come 
full circle and mainframes are once again recommending water-cooled systems 
for larger machines.

The overheating problem has always been present with the use of 
supercomputers. The large amount of heat produced by a system also has 
an effect on the lifetime of components other than the processors. Some 
supercomputers draw four or more megawatts of power to keep them operating 
at high efficiency. That is enough to power several thousand homes! This, 
together with having so many processors very close together, results in a great 
deal of heat being produced and requires the use of direct liquid cooling to 
remove any excess heat.
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Activity 2a
Explain what is meant by these terms.
a MIPS
b FLOPS
c Fault tolerance

2.1.4	Mainframe	computer	uses
Mainframe computers play a vital role in the daily operations of many 
organizations. Finance companies, health care providers, insurance companies, 
energy providers, travel agencies and airlines all make use of mainframes. By 
far and away, however, the greatest use of mainframes is in the banking sector, 
with banks throughout the world using mainframes to process billions of 
transactions. The key benefit of mainframes is their ability to process many 
terabytes of data, which is very useful when carrying out batch processing. 
Batches of transactions are processed by the mainframe without user 
interaction. Large volumes of data are read and processed, then customers’ 
bank statements, for example, are output. During batch processing, which 
usually takes place overnight, other jobs can be carried out such as backups. 
Mainframes are also used in other areas such as censuses, industry statistics, 
consumer statistics and transaction processing.

Census
Census is a term that, when used alone, normally refers to a population census. 
A population census is an official survey of the people and households in a 
country that is carried out in order to find out how many people live there. It is 
used to obtain details of such things as people’s ages and types of employment. 
The amount of data that has to be processed is enormous. The processing of 
census data has long been associated with computers. The UNIVAC 1, which was 
the first computer on general sale to organizations or businesses, was purchased 
by the United States Bureau of the Census in 1951. After that, technological 
innovations have seen the production of different generations of mainframes and 
other developments have enabled census agencies to become more knowledgeable 
in the way they process and manipulate data. A census usually takes place every 
ten years. Not surprisingly, as populations increased, each census produced 
more data and so the use of mainframes to process the data was crucial to 
this. However, by the year 2000, the increase in processing power and storage 
capacities of PCs provided many countries with the opportunity to take a new 
approach and many are deciding against buying expensive mainframe computers.

Industry statistics
Industry statistics are statistics that are recorded regarding trends in different 
industries, such as those that process raw materials, make goods in factories, 
or provide services. They can include the number and names of businesses, 
the number of employees and wages paid. Some businesses in certain sectors 
of industry need mainframes to process the vast amount of data which helps 
to identify their major competitors. It shows their competitors’ share of the 
market and the trends in their sales. This helps to identify those products 
which could compete profitably with other businesses. Where companies do 
not feel the need to process their own data, they can obtain reports from 
organizations that collect the data for them and those companies could use 
mainframes for this purpose.
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Consumer statistics
Consumer statistics allow businesses to assess the demand for their product, i.e. 
how many people need or want that type of product. It can inform them about 
the range of household incomes and employment status of those consumers who 
might be interested in the product so that a price can be set. This data will also 
inform businesses of where the consumers live for local sales or how inclined 
they are to use the internet for shopping. It may also allow businesses to know 
how many similar products are already available to consumers and what price 
they pay for them. These statistics produce an incredible amount of data and the 
organizations producing these statistics are likely to use mainframes.

Transaction processing
Transaction processing can consist of more than one computer processing 
operation, but these operations must combine to make a single transaction. Each 
of the operations that constitute the transaction must be carried out without 
errors occurring, otherwise the transaction will be deemed to have failed. A 
transaction-processing system, in the event of an error, will remove all traces 
of the operations and the system will continue as though the transaction never 
happened. However, if there are no errors, the transaction is completed and 
the relevant database is updated before the system continues on to the next 
transaction. All this, of course, has to happen in milliseconds, as it must seem 
to the user that their transaction has been carried out immediately. Transaction 
processing involves the use of online processing which was looked at in Chapter 1.

Why is the mainframe computer so well suited to transaction processing? First, the 
effectiveness of a transaction-processing system is often measured by the number 
of transactions it can process in a given period of time. We know a mainframe can 
perform hundreds of MIPS. The system must be continuously available during 
the times when users are entering transactions and the system must be able to deal 
with hardware or software problems without affecting the integrity of the data. It 
must also be possible to add, replace, or update hardware and software components 
without shutting down the system. With its ability to transfer processing from one 
core to another, the mainframe is more than suitable for the task.

Activity 2b
Give two reasons why the use of mainframes for carrying out censuses is 
reducing.

2.1.5	Supercomputer	uses
Supercomputers were first used in national defence for designing nuclear weapons 
and data encryption, but there are now many other uses of supercomputers, one 
of which is drug research. Before a drug is tested, it needs to be developed, but 
it doesn’t start with a blank sheet of paper. Quite often the results of previous 
research are stored and then compared with the results of the new drug that is 
being developed. The computer is used to monitor the amount of ingredients that 
are being used. It is important that the researchers can change these amounts 
by the smallest fractions. Modern drug research involves the use of complex 
computer models to see how changing the structure of the drug affects the way 
the body reacts. Computer models can also help to predict any side effects. As the 
changes to the model are so tiny and the number of times the model must run is 
so high, a computer with great computational power is required. This makes the 
use of supercomputers indispensable to drug manufacturers.
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Another field where supercomputers are used is genetic analysis. Finding the 
genes that make humans susceptible to disease has always been very difficult. 
There are so many genes, and variations of them, that humans were unable to 
carry out the calculations required to identify those genes responsible. With 
the advent of supercomputers, however, this task has become more manageable, 
reducing the time taken to perform the calculations from months to minutes.

Here, we will focus on three uses of supercomputers: quantum mechanics, 
weather forecasting and climate research.

Quantum mechanics
Quantum mechanics is the study of the behaviour of matter and light on 
the atomic and subatomic scale. It attempts to describe the properties of the 
constituent parts of an atom, such as electrons, protons and neutrons and 
how they interact with each other. They do not behave in the same way as 
larger bodies which obey the laws of physics. You do not need to understand 
quantum mechanics, but it is important to realize that there are a very 
large number of calculations which require great accuracy and thus require 
the use of a supercomputer. The Juqueen supercomputer in Germany, now 
decommissioned, was used by a team of physicists to calculate the difference 
in mass between a neutron and a proton as well as predicting the make-up 
of dark matter. The Juqueen had a maximum performance of 5 petaflops 
with 459 000 cores. It has been replaced by the Juwels supercomputer with a 
performance of 12 petaflops (although the developers are currently working to 
increase that to 70 petaflops!).

Weather forecasting
Weather forecasting is based on the use of very complex computer models. Data 
from the sensors at weather stations around the world is input to the model and 
then many calculations are performed. Records of previous weather conditions 
have also been collected over a very long period. The computer examines similar 
patterns of weather to those being experienced at the moment, using the past 
weather readings and is able to predict the resulting weather. Variables such as 
atmospheric pressure, humidity, rainfall, temperature, wind speed and wind 
direction are recorded using computerized weather stations around the world. 
These readings, together with observations from radar, satellites, soundings 
from space and information from ships and aircraft, help the supercomputer to 
produce a 3-D model of the Earth’s atmosphere. Because of the complexity of 
the calculations, and the very large number of them that need to be carried out, 
they can only run effectively on supercomputers.

In 2017, the UK Meteorological Office commissioned three Cray XC40 
supercomputers to help with formulating its weather forecasts. Together they 
are capable of running at 14 petaflops and have a total of 460 000 cores, each of 
which is a slightly faster than those found in a quad (4) core laptop!

Climate research
This is an extension of the use of IT in weather monitoring. Climate is 
measured over a much longer timescale. The data collected over several decades 
can be used to show the trends of different variables over time. For example, 
the levels of nitrogen dioxide, sulphur dioxide and ozone are monitored to 
determine air quality. Rivers are monitored, measuring different variables such 
as temperature, pH, dissolved oxygen, turbidity (the cloudiness of the water 
caused by minute particles being present) and water level.
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Climate is now being looked at from a global point of view. Earth can be 
regarded as a complex system which has many different constituent parts, such 
as heat from the Sun, ocean currents, vegetation, land ice as found in Greenland 
and the Antarctic, sea ice as found in the Arctic, weather and climate, volcanoes 
and, of course, humans. The interactions of each of these components within 
the Earth system can be described in mathematical terms. However, just as with 
weather forecasting, there are very many variables which have to be collected 
and complex calculations which need to be carried out. We have to rely on 
computer models to help us understand how the system works. Climate is one 
component of this planet’s system and only supercomputers are able to run the 
models that represent the interactions between the components of this system. 
CESM®, the Community Earth System Model, is the most widely used climate 
model in the world today. It includes modules which allow for atmosphere, land, 
ocean, sea ice, and land ice and uses various equations to mimic the process of 
climate change using a virtual environment created on the supercomputer.

Many people and organizations are becoming involved in developing 
supercomputer climate models as climate change is developing into a potentially 
catastrophic situation. In 2019, a team of students from the Sun Yat-sen University 
in Guangzhou, China, won the e-Prize at the 2019 ASC Student Supercomputer 
Challenge (ASC19) finals. They reduced the full-mode operation time of CESM to 
1.83 hours.

Activity 2c
Give two reasons why supercomputers are used in weather forecasting.

2.1.6	Advantages	and	disadvantages	of	mainframes	and	
supercomputers
Advantages of mainframes

» Mainframes are very reliable and rarely have any system downtime. Most 
other systems do fail at some point and then have to be rebooted or 
restarted. In addition, hardware and software upgrades can occur while the 
system is still up and running.

» Mainframes are getting faster and more powerful every year and are 
completely outperforming PCs, laptops and other devices.

» Mainframes can deal with huge amounts of data and most organizations who 
use mainframes would find it exceptionally difficult to transfer all the data 
they have stored on their current mainframe to an alternative system.

» Because of a mainframe’s ability to run different operating systems, it can 
cope with data coming in a variety of database formats which other platforms 
would find problematic.

» Mainframes have stronger security than other systems and have complex 
encryption systems and authorization procedures in place.

Disadvantages of mainframe computers
Most of the disadvantages of mainframes relate to the costs they entail.

» Mainframes are very expensive to buy and can only be afforded by large 
organizations such as multinational banks.

» The personnel required to run and maintain them are costly.
» The software required to run such systems is more expensive than using the 

Cloud.
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» A very large space is required to house the system, which is expensive.
» As the mainframes become more advanced, the cooling systems become 

more expensive to install and to run.

As a result, many organizations are migrating to Cloud-based services, so that 
they don’t have to buy their own system or hire the expertise required.

Comparison of supercomputers and mainframes

» Supercomputers are the fastest data processing computers; they use massively 
parallel processing which makes them more powerful compared to the 
parallel processing of mainframes.

» Supercomputers are expensive to buy and install; the Summit supercomputer, 
which at the beginning of 2020 was the world’s fastest supercomputer, 
cost $200 million to build compared with IBM’s latest mainframe which 
costs between $250 000 and $4 million depending on the organization’s 
requirements.

» Most supercomputers have one OS, whereas mainframes can have more than one.
» Supercomputers are less fault tolerant than mainframes meaning they are less 

likely to recover as quickly in the event of the failure of one component and 
are down more often than mainframes.

2.2 System software
System software refers to the programs that run and control a computer’s 
hardware and application software. Examples of system software are compilers, 
interpreters, linkers, device drivers, operating systems and utilities.

Most software that runs on computers is in machine code, which is stored in 
binary form within the computer. Machine code consists of the instructions 
that computers understand and each instruction is actually a number written in 
binary. Unfortunately, programmers who write the software for computer users 
find it difficult to use machine code for programming purposes. In the early 
days of computing it was felt necessary to develop languages which programmers 
could understand and was close to their use of everyday language.

Some of the early high-level languages developed included:

» FORTRAN (Formula Translation), originally used for engineering and 
science applications, was the first high-level language to be developed. It was 
very technical and mathematical in nature. FORTRAN is rarely used these 
days, but still remains popular for simulating large physical systems, such 
as the modelling of stars and galaxies. The fact that it is still widely used by 
physicists today often mystifies computer scientists, who regard it as being 
out of date.

» COBOL (Common Business-Oriented Language) was developed not 
long after FORTRAN to help businesses. Unlike FORTRAN, which relied 
on mathematical equations, COBOL tended to use simple expressions, such 
as SUBTRACT money FROM account GIVING balance, rather than an 
equation like bal=acc-mon. COBOL was mentioned earlier in this chapter 
and is still thriving.

» LISP (List Processor) was also an early high-level language. In LISP, simple 
statements often start with the mathematical operator such as (+ 2 4) which 
would calculate 2+4. LISP was used extensively in the early years of AI but, 
apart from its use in association with CAD, it is rarely used today.
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Most high-level language programming for modern-day systems is done using 
languages such as Java®, C++, C#, Visual Basic, Pascal or JavaScript®, among 
others. These have largely replaced the other languages mentioned above. 
However, the development of all these high-level languages led to the need for 
software which could translate a program written in high-level language into the 
machine code that computers could understand.

2.2.1	Compilers
A compiler is software (a program) that processes statements written in a high-
level programming language and converts them into machine language or code 
that a computer’s processor understands and can execute. In other words, it 
translates a high-level language program called source code into an executable 
file called object code. The compiled program is then run directly without the 
need for the compiler to be present.

Although compilers translate the whole program as one unit, they often need 
to make more than one pass through the program to do this. This is because 
after translating, it may become apparent that line 10 of the program refers to 
a statement at line 5. The first pass picks up this type of information and then 
the second pass completes the translation. The whole program is still effectively 
translated in one go before it is executed. The object code is machine code that 
the processor can execute one instruction at a time. A compiler produces a list of 
error messages after it has translated the program and these cannot be corrected 
without going back to the source code, which means the executable file now has 
to be decompiled which can be difficult to do. However, some programming 
languages, such as Pascal, have been designed so that they would only require 
one pass. 

2.2.2	Interpreters
An interpreter translates the high-level language program one statement, or 
line, at a time into an intermediate form, which it then executes. It continues 
translating the program until the first error is met, at which point it stops. This 
means that errors are located by the programmer, exactly where they occur. An 
interpreter has to do this conversion every time a statement is executed.

An interpreted program can be transferred between computers with different 
operating systems because it remains in the form of source code, but it needs 
to be translated in each computer it is moved to. This takes more time than 
with a compiler, but means that the program can be distributed regardless of 
the processor or operating system (OS) of the computer. The computer that 
it is transferred to must have a suitable interpreter however; if the interpreter 
needs to be supplied together with the program, the overall process is more 
complicated than with a compiler. Unlike with a compiler, translation occurs 
at the same time as the program is being executed. The interpreter has to be 
resident in memory in order for the program to be executed. Interpreters do 
not need to generate a massive amount of machine code in order to execute 
the program, they just run through a program line by line and execute each 
command. As a result, another benefit of using an interpreter is that only a few 
lines of the program need to be in memory at any one time, saving memory 
space. 

Due to the way interpreters work, they are very helpful to programmers during 
program development. Interpreters execute each statement as it is entered 
and generate helpful error reports, which means that they can be used during 
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program development and allow a programmer to add a few new lines of code at 
a time and test them quickly.

Some high-level language programs such as Python® can be translated using a 
combination of a compiler and an interpreter. It is possible for the program to 
be translated or compiled into what is called ‘bytecode’. This is then processed 
by a program called a ‘virtual machine’, which is often an interpreter, instead 
of by the processor within the computer. This approach prevents the original 
program from affecting the computer and is useful when new programming 
languages are being developed.

Activity 2d
Describe the purpose of compilers and interpreters.

2.2.3	Comparison	of	interpreters	and	compilers

Compilers Interpreters
While a program is being compiled, if it is 
a major application and takes a long time, 
the programmer has to wait, doing nothing, 
before they can correct any errors.

With an interpreted program the 
programmer can correct errors as they are 
found.

Once a program has been compiled, it 
executes all in one go.

Execution process is slower for an 
interpreted program as each statement 
must be translated before execution.

The time it takes to compile a program can 
be long but once it is compiled it does not 
have to be translated.

An interpreted program has to be 
translated every time it runs. 

With a compiler all the error messages are 
output at the end of the process and they 
can be difficult to locate and edit.

Debugging is easier with an interpreter as 
error messages are output as soon as an 
error in a statement is encountered, which 
gives the programmer the opportunity to 
correct the error there and then.

With a compiled program, the source code 
has been translated into machine code, 
which is difficult to understand and alter.

With an interpreted program, the source 
code must always be available, which can 
lead to software copyright infringement or 
intellectual property rights can be at risk.

A compiled program will only run on 
a computer with the same OS as the 
computer it was originally compiled on

An interpreted program will still be in its 
original source code and so it will work on 
any system with the appropriate interpreter.

Compiling a program uses a lot of memory 
as the whole program must be loaded prior 
to translation.

Interpreters use much less memory because 
only a few statements of the program have 
to be in memory at any given time.

▲	Table	2.1	comparison	of	interpreters	and	compilers

Programmers tend to have to use interpreters if they wish to transfer their 
program to another computer with a different OS and processor.

For compiled languages, it is possible to use a cross compiler, although this 
can be complicated. The computer the program is written on is called the host 
computer. The computer which the program is to be run on, after compilation, 
is called the target computer. One problem with using a cross compiler is that 
the compiled program will then no longer run on the host computer.
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Another problem comes as a result of a cross compiler tending to be a slimmed 
down version of a ‘native’ compiler (the compiler normally found on the host 
computer so that the compiled program can be run on that computer). The 
cross compiler produces more errors and mistakes than a native compiler. In 
addition, the compiled code can run slower on the target machine than if it had 
been produced on that machine.

2.2.4	Linkers
A linker or to give it its full name, a link editor, is a system program that 
combines object files or modules that have been created using a compiler, into 
one single executable file. Most programs are written in modular form. That is 
to say, a number of programmers, or it may just be one, write separate pieces 
of code, or modules, which are going to form the required program when 
combined. Normally a compiler translates a program into executable code, but 
when it translates separate modules they have to be combined before the object 
file can be executed.

In short, a linker is used to combine different modules of object code into one 
single executable code program. It could be that a large program can only be 
compiled in small parts because there may not be enough RAM to hold the 
whole program and the compiler program. The parts of the program can be 
stored on backing storage and then, one at a time, each part is brought into 
RAM and compiled. The resulting object code is then saved to the backing 
storage. When all the parts have been compiled, the compiler is no longer 
required to be in RAM, all the pieces of object code can be brought back into 
RAM and the linker can be used to combine them into the complete program.

2.2.5	Device	drivers
A device driver is a small program that enables the operating system (OS) and 
application software to communicate with a hardware device. One example is 
a printer driver which acts as an interface between the OS (or any application 
software that is running) and the printer. The user, through the application, 
might want to print information. The application tells the printer driver and the 
printer driver tells the printer. This, in effect, allows the user to have control of 
the device. Other devices which need drivers are sound cards, monitors, mice, 
SSDs, network cards, keyboards, disk drives and many other items of hardware.

The software used by a computer tends to be created by different companies to 
those that manufacture hardware. This results in software which uses a different 
type of language to the hardware. There has to be some means of converting 
the languages so that the software is able to communicate with the hardware 
and vice-versa. Think of a Spanish person who knows no French trying to 
communicate with a French person who speaks no Spanish. They would not be 
able to understand each other. If, however, they managed to find some translating 
software, i.e. a program that could convert Spanish to French and French to 
Spanish, they could run that software on a computer and be able to communicate. 
The device driver, which is, after all, a piece of system software, performs the same 
function as translating software. So, application software such as a word processor 
sends information to a driver saying what it wants the hardware to do, the device 
driver understands this and then tells the hardware what it needs to do using the 
relevant computer bus to which the hardware is connected.

If the appropriate driver is not installed, the computer is unable to send to or 
receive data from the hardware devices, meaning in effect the device will not 
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work. In addition, drivers that are produced for a specific OS will rarely work 
with an alternative OS.

2.2.6	Operating	systems
An operating system (OS) is system software that manages computer hardware 
and software resources as well as interacting with device drivers, some of which 
are separate, but are often included by the provider of the operating system. The 
OS acts an interface between the user and the computer as well as supplying 
important utilities for managing the computer. A utility program is a type of 
system software that assists users in controlling or maintaining the operation of 
a computer, its devices or its software. The OS acts as an interface between an 
application program and the computer hardware, so that an application program 
can communicate with the hardware. To sum up, an operating system interacts 
with application software, device drivers and hardware to manage a computer’s 
resources, such as the processor, RAM, storage space and peripherals.

For nearly all types of computer, the operating system program is large and 
would occupy too much ROM, so most of it is stored on a hard disk. However, 
the instructions for loading the operating system are stored in ROM and are 
executed every time the computer is switched on.

One of the major functions of an operating system is to manage the computer’s 
memory. The OS allocates a particular part of RAM for each program, whether 
it is an application, system software or a utility that is running. It needs to 
make sure that instructions and data from one program do not spread into 
another program’s memory allocation, otherwise data can get corrupted and the 
computer could crash.

Another of the main functions of an OS is to manage data input and output. To 
do this, it needs to be able to respond to input devices in order to receive and 
manage that data. It does this by communicating with the device driver so that 
it can receive data from the input device. It also uses device drivers when it sends 
data or instructions to the printer.

Before the OS is loaded the computer has to boot up. Booting up a computer 
is starting it up by loading the BIOS. BIOS is stored in ROM and is the basic 
input/output system for the computer which executes during boot up and sets 
the input and output devices to allow user entry. This takes place before the 
main OS is executed.

The OS manages the storing of files on, as well as the loading of them from, 
backing storage. It knows the names of each file and exactly where they are 
stored on the disk, tape, pen drive or SSD. It also keeps a record of any empty 
spaces on the medium so that it knows where new files can be stored. Using 
a disk drive as an example, it requests from the disk drive the position of the 
first available free storage location on the disk. It then records on the disk 
the position of the start of file and the end of file, as well as other details of 
the file.

Strictly speaking, multitasking and multi-programming systems are not the 
same thing. However, the OS has the same responsibility in both, in that it must 
allocate time to each task or program fairly, so that all tasks or programs get a 
reasonable amount of time. Most computers these days are able to multitask, 
so we will concentrate on those here. The OS loads the software in RAM for 
each task and the computer gives each application a tiny amount of time before 
moving to the next task. This process is repeated for however many tasks or 
programs are running at the same time.
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Another responsibility of the OS is to display error messages to the user should 
an error occur which requires the user to intervene. A typical error might be 
that a user, when they are trying to save their work, types in a symbol that is not 
allowed in the file name, such as /. The OS will output a message saying that it 
is an invalid file name and will not resume until the user takes action.

When a user logs in to a system, it is the OS that deals with this. Passwords are 
no longer stored as plaintext, but are encrypted. A calculation is performed on 
the password and the result is stored. When a password is entered by a user, 
the calculation is performed again by the OS. If the result is the same as the 
previous calculation result stored for that user, then the OS allows the user to 
access the system. Even when a user has successfully logged in to a system, they 
may still only have permission to access certain files. These are often referred to 
as file permissions or access rights. Some of the files may be particularly sensitive 
and only certain people will be allowed to look at them. In general, it is the 
operating system’s responsibility to handle the security of the system.

When a user wishes to shut down or restart the computer, the OS has to safely 
close all software running on the computer. It then shuts itself down bit by bit 
before finally sending a signal to the power management hardware to turn off 
the power. When restarting, the first signal is to tell it to power up the computer.

Activity 2e
List the different functions of an operating system.

2.3 Utility software
2.3.1	The	need	for	utility	software
Utility software is a type of system software that is needed to help maintain a 
computer system. A basic set of utility programs is often supplied with the OS, 
most of which help to manage files and their associated storage devices. However, 
users can sometimes feel the need to get additional utilities which perhaps the 
OS does not possess. Much of the work a computer does revolves around the use 
of files of data so it is no surprise that it needs a number of programs that deal 
with file handling. Without utility software, the computer would not function 
properly. Utilities are needed to increase the efficiency of a computer system 
and to keep the computer free from viruses. They are needed to manage the 
allocation of computer memory in order to improve the computer’s performance 
and so that users can customize the appearance of their desktop. 

2.3.2	Types	of	utility	software
Anti-virus
As the name suggests, anti-virus software can be a program or set of programs 
whose function is to detect and remove viruses. It monitors a computer in a 
bid to prevent attacks from many types of malware (malicious software) such as 
viruses, worms, Trojan horses, adware and many more. (The different types of 
malware are described in detail in Chapter 5.) It is important to keep anti-virus 
software up to date because new viruses and other types of malware appear at 
frequent intervals and older versions of anti-virus will not detect these.

Anti-virus software will either remove the virus or malware or quarantine it, 
asking the user if they want to delete the file or ‘clean’ it. It can be set up so that 
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it scans specific files or folders for threats, as well as having the option to scan 
the whole disk or the whole computer. Scans can be set up so that they take 
place automatically and can be scheduled to take place at a specific time.

There are different methods employed by the anti-virus utility to detect viruses. 
One such method is signature-based detection, which is based on recognizing 
existing viruses. When a virus is identified, anti-virus manufacturers add its 
signature to a database of known viruses. This virus signature is a sequence of 
bytes (remember, a byte is usually a string of 8 bits) contained within the virus 
and this sequence will exist within any similar virus. The anti-virus checks all 
files for this sequence of bytes and when discovered within a file, that file is 
either deleted or quarantined. In essence, signature-based detection compares 
the contents of a file with its database of known malware signatures. The main 
drawback with this method is that it is only capable of dealing with known 
threats. If a new virus is created, it will do untold damage to the software or 
data stored on its hard disk because it isn’t within the known database. It was for 
this reason that the heuristic-based detection method, sometimes referred to as 
static heuristic, was devised whereby a program is decompiled, its source code 
compared to that of known viruses, and if a specific percentage matches, it is 
flagged as a potential threat and quarantined. The drawback with this method is 
that a false positive can occur. This happens when the detection algorithm is so 
general that matches can be made with files that do not contain viruses, but just 
happen to contain a small part of the sequence of bytes which make up the virus.

Behavioural-based malware detection, sometimes referred to as the dynamic 
heuristic method, looks for abnormal or suspicious behaviour, for example 
sending a large number of emails or attempting to alter certain files. It too can 
generate false positives. Sometimes behavioural-based detection can be used 
in a sandbox environment. This is a virtual environment within the computer 
whereby the suspected virus infected code is executed in the sandbox, so that it 
can do no real harm.

Backup
Backup software is a program that is used to keep copies of files from a 
computer or copy the content of a server’s backing storage. The backup is 
an exact duplicate of the files that can be used for restoring the original 
files, should the original files become corrupted or deleted, accidentally or 
deliberately. Backup software allows the user to select the time and type of a 
backup they want so it can take place at a time convenient to them as well as 
offering a choice of how regularly the backup is to take place.

When tapes or external disk drives are used to store server backups, they are 
normally stored in a room separate to the one where the server is housed. 
Should a disaster occur with the server, such as fire or malicious damage, the 
backup tapes or disks are still safe. This is also the case where the Cloud is used; 
damage to the server will not affect the state of the backups.

Most backup software allows different types of backup, not just a full backup. 
An incremental backup is one where only the data that has been added or 
changed since a specific date and time is backed up. Backups can take a long 
time to carry out and require a certain amount of storage space, so this situation 
is improved if backups are done incrementally. However, this can lead to 
difficulties when restoring what may well be several backups. An alternative is 
a differential backup which only backs up the data which has changed since the 
last full backup. Restoring the system only requires the use of two backups in 
this case. Users can also opt to verify their backup; this is when checksums (see 
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Chapter 1) are used to make sure the data matches. Backup software can also 
allow the user to choose whether they want the backup encrypted or not.

Data compression
Data compression is the modifying of data so that it occupies less storage 
space on a disk. It can be lossless or lossy. Lossless compression is where, after 
compression, the file is converted back into its original state, without the loss of 
a single bit (binary digit) of data. When the lossless compression software sees 
a repeated sequence of bits it replaces the repeated sequences with a character 
which indicates what is being repeated and how many times. So, if, for example 
the word ‘compression’ was repeated several times, every time it was seen after 
the first occurrence, it would be replaced by a single special character. This type 
of compression is normally used with spreadsheets, databases and word-processed 
files, where the loss of just one bit could change the meaning completely. Lossy 
compression permanently deletes data bits that are unnecessary, such as the 
background in a frame of a video which might not change over several frames. 
Lossy compression is also commonly used with images and sound, where the 
loss of some data bits would have little effect. JPEG is an image file format that 
supports lossy image compression. Formats such as GIF and PNG use lossless 
compression. Other methods of file compression can be found in Chapter 11.

An advantage of data compression is that it means data can be transmitted more 
quickly over a network or the internet. Another advantage is that it saves storage 
space on a disk or SSD. Consequently, administrators spend less money and less 
time on storage. It also allows the streaming of high definition (HD) videos 
which would ordinarily occupy a great deal of bandwidth and memory.

There are disadvantages however, such as the fact that data compression 
software uses a lot of computer memory during the compression process. 
Another disadvantage is that the process of loading or opening a compressed file 
takes a lot longer than opening the original. Also, lossy compression causes a 
slight lowering of the quality of the resulting sound and video files.

Disk defragmentation
track t

sector s

cylinder c

platter
rotation

arm
assembly

read–write head
spindle

arm

▲	Figure	2.3	The	structure	of	hard-disk	storage

A hard-disk drive consists of several platters (individual disks) with each side 
(surface) of the platter (top and bottom) having its own read–write head. The 
read–write heads move across the platters, floating on a film of air and, when 
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they stop, they either read data from or write data to the surface. They never 
touch the disk surface and each surface is used to store data. The platters are 
stacked one above the other and spin together at the same speed. Each surface is 
divided into several tracks and each track is divided into sectors. The tracks are 
in the same position on each disk. The track on the top platter together with the 
tracks exactly below it, form a cylinder. Data is written to the platters starting 
with the outside track. When a cylinder has been filled with data, the read–write 
heads move toward the centre of the disk and at the next track they write data 
on each of the second tracks until the second cylinder is full. The diagram just 
shows one track out of the many that would be on the disk. There are normally 
512 bytes of data in a sector. Operating systems normally deal with data in 
blocks. A block can consist of one, two, four, eight or more sectors.

When a file of data is stored on a disk, it may consist of several blocks. There may 
not be enough blank or empty sectors next to each other (known as contiguous 
space) to store all the blocks together and so they have to be spread out across 
the disk. The file is now said to be fragmented. When data is no longer needed 
it is deleted from the disk which leaves some empty sectors. Defragmentation 
software is used to organize the data on the disk by moving the data blocks of 
a file around to bring all the parts of a file together so they are contiguous. As 
a result, data retrieval is made easier and quicker. With fragmented files it takes 
longer for the read–write heads to move over the surfaces to find all the different 
fragments of files than if the data was held in sequence. In addition, the software 
provides additional areas of free space and more storage capacity. Sometimes it 
is impossible to bring all the blocks of data belonging to a file together, but the 
software will move as many blocks together as possible, using as few contiguous 
areas on the disk as possible. It can also attempt to keep smaller files which 
belong in the same folder or directory together by reorganizing other files.

Formatting
Disk formatting is the configuring of a data storage medium such as a hard disk 
or SSD for initial use. It can be performed on a disk that already has files on it, 
but all those files would be erased. Disk formatting is usually carried out on a 
new disk or on an existing disk if a new OS has to be installed. There are two 
levels of formatting: low-level formatting and high-level formatting.

Low-level formatting prepares the actual structure of the disk by dividing the 
disk into cylinders and tracks and then dividing the tracks into sectors. It is rarely 
carried out on an already formatted hard disk as it erases everything from the 
disk. This type of formatting is usually carried out by manufacturers rather than 
individual users. If users were to attempt this, there are at least two drawbacks: 
after erasing all the files, it would be almost impossible to restore them and if done 
repeatedly, it would shorten the life of the medium. When high-level formatting is 
carried out, it does not permanently erase data files but deletes the pointers on the 
disk that tell the OS where to find them. These pointers are in a File Allocation 
Table which is stored on the disk and contains where the file starts and the length 
of the file. High-level formatting is typically done to erase the hard disk and 
reinstall the OS back onto the disk drive. Unlike low-level formatting, the files are 
retrievable. One benefit of disk formatting is that it can remove viruses.

File-copying
File copying is creating a duplicate copy of an existing file. The copy will have 
exactly the same content as the original. There are a number of ways a file-
copying utility works. In disk operating systems, they tend to involve the use 
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of a command line interface (CLI) where the user types some form of ‘copy’ 
command which contains the name of the original file as well as the destination 
directory or folder. With a graphical user interface (GUI) the user can have 
a variety of ways of doing this. The simplest is to have both folder windows 
present on the screen and, using the mouse, right click over the original 
file, select the Copy option from the drop-down menu, right click over the 
destination folder, then select the Paste option from the drop-down menu. 
There are now two versions of the same file in different folders.

Deleting
The delete utility is a piece of software which deletes the pointers that tell the 
OS where to find the file. The OS now considers these sectors to be available for 
the writing of fresh data. Until new data is written to the space the file occupies, 
users can still retrieve the data. Data recovery software is available which allows 
users to retrieve deleted data. It can identify the start and end of file markers 
on the disk and reset the pointers accordingly. If, however data has already 
overwritten part of the file, it will be extremely difficult, if not impossible, to 
retrieve any of the data from the file.

The delete utility is not to be confused with pressing the delete button on the 
keyboard. With some systems there is a trash folder and depending on the OS, it 
is called the recycle bin, trash or simply, bin. When the delete button is pressed 
the file is sent to this folder and they are stored there just in case they need to 
be retrieved.

Activity 2f
Write a sentence about each different type of utility software.

2.4  Custom-written software and  
off-the-shelf software

When a company installs a new computer system, they will need to obtain 
application software, whether it is for producing word-processed documents, 
keeping databases of employee records or producing invoices. However, many 
companies discover that finding the most appropriate software for them can 
prove difficult. If a wrong decision is made, they may need to keep modifying 
their system or even have to abandon the software and start again. Generally, 
there are two choices: either buy off-the-shelf software or to ask someone to 
create custom-written software.

2.4.1	Custom-written	software
This is software which has to be specially written for a particular task and is 
developed for a specific company or business. If the company with the new 
computer system is a large company, they might want to employ a programmer 
to write software specifically to solve a particular problem. There are reasons 
why they would want to do this. For example, they may need databases designed 
which require specialist programming skills. They may also need a website 
to be created which they want to have tailored to their own needs. Once the 
software is written, the company will own it and may be able to sell it to other 
companies.
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2.4.2	Off-the-shelf	software
This is software which already exists and is available straight away, ready for use. If a 
company with the new computer system is a smaller company, they may turn to one 
of the large software companies who already produce business software packages, 
for example invoicing software, accounting software, payroll software and other 
programs which are available to all businesses, organizations and the general public. 
Such programs may provide features that many users want, such as text editing, 
accounting functions and mail merge. The drawback is that in trying to cater 
for a wide range of users, there may be a substantial number of features that the 
purchasing company does not need, such as trigonometric functions or engineering 
functions. The software may therefore need to be adapted for the company’s own 
specific purpose, which can mean that it occupies a large amount of storage space. 
Unlike custom-written software, it will not be owned by the purchasing company 
and even if adapted for them, they will not be able to sell it to other companies.

2.4.3	Comparison	of	custom-written	and	off-the-shelf	software

Custom-written software Off-the-shelf software
The customer has to pay the programmers to write the 
programs which are written specifically for the task and 
this can be expensive.

Off-the-shelf software is cheaper to buy because it is 
mass produced. Instead of one customer paying for the 
development there are several customers paying the 
software company and thereby indirectly contributing to 
the development costs.

Because there will only be one programmer or a small team 
of programmers, customers may find it difficult to get 
support if anything goes wrong.

With off-the-shelf software, there are likely to be internet 
forums or websites to help users as well as telephone 
helplines with operators who will be experienced with all 
sorts of queries other customers have made.

It can take a long time to develop the software since 
the programmers will be starting from scratch. There is 
also the likelihood that a lot of time will be spent having 
meetings with the programmers to tell them what will be 
required of the system.

Off-the-shelf software is available immediately because it 
has already been written. 

There may be more bugs in custom-written software as 
it may not have been tested as thoroughly. Often the 
tests that are carried out are those which the programmer 
thinks are necessary, based on how they think the 
software will be used, which may not be accurate.

Off-the-shelf software is usually tested rigorously so it is 
highly unlikely that there will be any bugs in it and it will 
have been used many more times already, so any bugs that 
were present will have been discovered and removed. 

Custom-written software is designed specifically for the 
task and will meet all the customer’s requirements. It will 
not need to be adapted, but if the software does not quite 
meet what the customer wants, alterations to the software 
can be made by the programmer who is readily available.

Off-the-shelf software may be difficult to adapt to the 
particular use the customer requires. 

Custom-written software will not have any features which 
are not necessary for the customer.

Off-the-shelf software may have some features which are 
not necessary for the customer.

The programmer will make sure all the functions required by 
the customer are included in the custom-written software.

Off-the-shelf software may not have all the functions the 
customer needs.

The programmers will know what the current computer 
system is and will be able to make sure that the software 
is compatible with it.

Off-the-shelf software may not necessarily be compatible 
with the hardware or OS currently being used and there may 
be settings within the software that cannot be changed. 

The customer will own the copyright of the custom-
written software and so be able to sell it to others and 
earn extra income.

Off-the-shelf software, even if adapted to their needs, 
cannot be sold by the customer as this would infringe the 
software company’s copyright.

▲	Table	2.2	Comparison	of	custom-written	software	and	off-the-shelf	software.
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Proprietary and open source software will be described in Chapter 10, Section 10.5.

Activity 2g
Describe custom-written software and off-the-shelf software in terms of:
a availability.
b number of bugs.

2.5 User interfaces
A user interface is the means by which the computer system interacts with the 
user. It enables the user, with the help of input devices, to communicate with the 
computer and then, via the OS, communicate with a piece of software or any 
output device. A good user interface is one which allows the user to perform this 
communication without encountering any problems; it needs to be user-friendly. 
It should also be intuitive; users should be able to predict what will happen if 
they take a certain action, for example if a button on a user interface looks like 
a button in real life (such as the on/off button on a computer), a user should be 
able to press it and get a response. The four major interfaces are the command line 
interface, graphical user interface, dialogue interface and gesture-based interface.

2.5.1	Command-line	interface
The command line interface (CLI) is a means of interacting with a computer using 
commands in the form of successive lines of text. Normally, a prompt appears on 
the screen to which the user responds by typing a command. The output from the 
computer could be to produce a list or take some other action. In the early days 
of computing, the CLI was the only way a user could get the computer to run 
software or carry out tasks. This type of user interface is rarely used today except 
by software developers, system administrators and more advanced users, with most 
individuals using a graphical user interface (GUI) when communicating with their 
computers. However, even within a GUI it is still possible to access a CLI.

▲	Figure	2.4	A	command	line	interface	screen
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As we can see in Figure 2.4, the CLI usually consists of a black box with white 
text. In the early days the text was green. In Figure 2.4, on entering the interface, 
the prompt C:\Users\guest_8k65j6c>appeared. The>symbol tells the user that 
they need to type in a command. Here, the command ‘dir’ was entered, which 
asked the computer to list the files and directories (folders) that are in the 
directory/folder belonging to the user guest_8k65j6c. Notice that after executing 
the command, the original prompt is shown again. In this example there are 
no files in this directory, only other directories. The ‘dir’ command is only one 
of hundreds of commands which are available in a CLI. It is possible to do any 
action with a CLI that could be achieved with a GUI. In fact, it could take several 
clicks of the mouse and negotiation through a number of dialogue boxes and 
menus in a GUI to achieve the same outcome as a single line of text in a CLI.

2.5.2 Graphical user interface

Icons

Window

Menu

▲ Figure 2.5 A graphical user interface screen

With a CLI, commands had to be typed in correctly with any misspellings 
potentially causing the system to fail to perform as desired, and this made the 
interface clumsy and confusing. There was a need for a less inefficient means 
of communicating with the computer, which resulted in the birth of the GUI. 
Instead of typing in commands, the GUI used windows, icons, menus and 
pointers, collectively known as a ‘WIMP’ interface, to carry out commands, 
such as opening, deleting, and moving files. Technically speaking, a WIMP 
interface is only a subset of GUI and requires input devices such as a keyboard 
and mouse, whereas other types of GUI use different input devices such as a 
touchscreen. Figure 2.5 shows a window, icons and a menu. A user can double 
click on an icon, which could represent a file, a folder or an application, and 
open it. A right click on a two-button mouse opens a menu. By moving the 
mouse, the pointer can be moved up and down through the menu and then an 
option can be selected by clicking on it.
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2.5.3	Dialogue	interface
A dialogue interface allows a user to communicate with a computer or device using 
their voice. The computer is able to use speech-recognition software to convert 
the spoken word into commands it can understand. Many cars have such a system 
whereby the driver is able to control their phone or radio without touching them, 
for example the driver is able to initiate a phone call by saying ‘phone Graham’ or 
switch a particular radio channel on by saying the name of the channel. Laptops 
and PCs often come with voice control these days. The user is able to load and 
run software packages and files by speaking into a microphone and saying the 
commands. The computer or device responds with spoken words after the required 
text has been converted into speech. It requires the device to learn the way the 
speaker talks by asking the user to repeat certain sentences until it has ‘learnt’ the 
way they speak. It can, however, become quite capable of understanding simple 
commands. Noise in the background while the user is speaking and the ability to 
recognize only a limited vocabulary can cause problems.

2.5.4	Gesture-based	interface
A gesture-based interface is designed to interpret human gestures and convert 
these into commands. Gestures can be with any part of the body, but it is 
usually the face or hand that makes the gestures the computer is looking 
to understand. An example of this type of interface is in the use of ‘smart’ 
homes where a gesture can turn on the lights, for example. In this area of 
IT, a gesture can be said to be any physical movement, large or small, that 
can be interpreted by a computer. Examples of these are the pointing of a 
finger, nodding the head, or a wave of the hand and these types of gestures 
can be understood by a computer. First of all, a camera in conjunction with 
an infrared sensor detects the movements being made in front of it. The 
computer, using a special type of software, searches through all the gestures 
it has stored in a database to match it with the input. Each stored gesture is 
linked to a specific command which is then executed after the gesture has 
been matched.

2.5.5	Advantages	and	disadvantages	of	different	types	of	
user	interface
Users with disabilities may not be able to hold a mouse or click it, so a GUI 
may not be suitable for them. They may not be able to type using a keyboard, 
so using a CLI would also be inappropriate. They may not be able to control 
the movement of their limbs accurately, so a gesture-based interface would be 
unsuitable. In this instance, then, a dialogue interface would be the best type of 
interface for them to use, although people with different disabilities may favour 
a different type of user interface.

Despite this potential advantage of a dialogue interface, if there is 
any background noise when the user is speaking, the computer might 
misunderstand what is being said, which is not a problem when using the other 
types of interface.

Some types of user interface would be inappropriate for hygienic reasons. If 
a user was, for example involved in the food service industry, then touching 
a mouse, keyboard or touchscreen may be inadvisable while working, so a 
GUI or CLI would not be suitable for them. However, they would be able 
to make gestures and speak, so a gesture-based or dialogue interface would 
be a sensible choice for them. On the other hand, certain gestures could 
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be misunderstood by the computer, particularly if the user has made them 
without realizing, and some gestures in certain cultures might be judged to 
be inappropriate.

In terms of accuracy, a GUI is better than gesture-based or dialogue interfaces. 
A gesture may not point exactly at an icon whereas a mouse can be more 
accurately controlled and voice inputs can be misunderstood by the speech-
recognition software.

CLIs and, to an extent, dialogue interfaces require the user to learn a lot of 
commands, whereas GUIs and gesture-based interfaces are more user-friendly 
and reasonably intuitive. CLIs do tend to be used by IT specialists and require a 
certain amount of IT knowledge but this is not the case with GUIs or gesture-
based interfaces. Compared with a GUI, commands entered into a CLI are 
far more difficult to correct. There is a degree of editing allowed using the 
arrow keys on a keyboard to manoeuvre to the line with the error, but this can 
be far more awkward to do than using a mouse, for example. However, CLIs 
tend not to change over time and once a user is familiar with one, they do not 
have to relearn how to use a changed version. GUIs do tend to develop and 
consequently the user has to learn how to use the new version, which can take 
time.

Generally, the more advanced the type of interface, and this not only means 
GUIs but also includes gesture-based and dialogue interfaces, the faster the 
processing is and the greater the storage space required to store the interface 
software compared with a CLI. Gesture-based and dialogue interfaces also 
tend to be more expensive to develop than CLIs or even GUIs. Some situations 
require the use of dialogue interfaces for safety reasons. A driver in a vehicle may 
wish to play a particular piece of music using their in-car entertainment system. 
To select it using a GUI or a gesture would require taking a hand off the 
steering wheel, which could be dangerous, whereas using their voice through a 
dialogue interface would not.

Activity 2h
1 Write down two advantages of using a GUI rather than a CLI.
2 Write down two disadvantages of using a gesture-based interface rather 

than a dialogue interface.

Examination-style questions

1 Mainframe computer manufacturers often refer to RAS.
 Explain what is meant by the term ‘RAS’. [3]

2 Explain how high-level language is translated to run on different  
computer systems [5]

3 Describe the terms: [4]
a sector
b block
c track
d cylinder.

4 Explain what is meant by custom-written software. [3]

5 Describe the features of a command line interface [4]
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	 8	 Spreadsheets

In this chapter you will learn how to:
★	 create	and	edit	the	structure	of	a	spreadsheet
★	 manipulate	cells	and	their	contents
★	 freeze	panes	and	windows
★	 create	formulae	and	use	functions
★	 use	validation	rules
★	 format	cells	within	a	spreadsheet
★	 create	a	test	plan	and	test	the	spreadsheet
★	 extract	subsets	of	data	within	a	spreadsheet
★	 sort	the	data	within	the	spreadsheet

★	 create	pivot	tables	and	pivot	charts	to	
summarize	data

★	 import	and	export	data
★	 create	macros	to	automate	operations	within	

a	spreadsheet
★	 create	a	graph	or	chart	appropriate	to	a	

specific	purpose
★	 apply	formatting	to	a	graph	or	chart.

Before starting this chapter you should:
★	 have	studied	validation	and	verification	

(Section	1.4)
★	 understand	the	terms:	cell,	row,	column,	

sheet,	tab,	page,	chart
★	 be	able	to	enter	text,	numeric	data,	formulae	

and	simple	functions	into	a	spreadsheet
★	 be	able	to	use	editing	functions	such	as	cut,	

copy,	paste	and	format	painter
★	 be	able	to	change	the	size	of	rows	and	

columns	within	a	spreadsheet

★	 be	able	to	replicate	formulae	and	functions	in	
the	spreadsheet

★	 understand	the	order	of	mathematical	
operations	in	formulae

★	 understand	the	types	of	mathematical	
averages:	mean,	median	and	mode

★	 be	able	to	save	a	spreadsheet
★	 be	able	to	print	a	spreadsheet	displaying	

formulae	or	values
★	 understand	the	terms	header	and	footer	and	

why	they	are	needed.

FOR THIS CHAPTER YOU WILL NEED THESE SOURCE FILES:
l	 AlpHotels.csv
n	 Ashford.csv
n	 Athletics.csv
n	 Bolton.csv
n	 Bolton2.csv
n	 BuildingProjects.csv
n	 BusAnalysis.csv
n	 BusTimes.csv
n	 Cardiff.csv
n	 CityTemp.csv
n	 Class.csv
n	 Client.csv
n	 Dundee.csv
n	 Employees.csv
n	 Employees2.csv
n	 Employees3.csv

n	 Flights.csv
n	 Flights1.csv
n	 Format.csv
n	 Gradebook.csv
n	 Hotels.csv
n	 JanSales.csv
n	 January.csv
n	 Motherboard.csv
n	 Operators.csv
n	 Orders.csv
n	 Quarter.csv
n	 Rain.csv
n	 Rates.csv
n	 Roles.csv
n	 RoomRates.csv
n	 Rooms.csv

n	 Rounding.csv
n	 Salary.csv
n	 SkiRace.csv
n	 Socket.csv
n	 Staff.csv
n	 Stock.csv
n	 Strings.csv
n	 TBCWorkers.csv
n	 Test.csv
n	 TGCosts.csv
n	 TMC.csv
n	 TMCColour.csv
n	 TMCVehicles.csv
n	 TPAS.csv
n	 Traffic.csv
n	 TWTWorkers.csv
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8.1	Create	a	spreadsheet
The spreadsheet structure will often be given to you by the organization that 
you are creating it for. This may be given in diagram form, or as a specification 
sheet, or for larger organizations, as two specification sheets, one for the 
design/layout and one for the organization’s house style. These specifications 
will often consist of font styles (including typeface and font sizes), colour 
schemes/themes, page styles (including page size and orientation), as well as 
other requirements like the use of gridlines and the visibility of row and column 
headings.

You will need to take these specific requirements into account as well as the 
intended user (audience) of the spreadsheet. Where specifications are not given, 
consider the font face, size and colour themes that would be appropriate for 
the user and pay attention to keeping the text easy to read, which can include 
considering the reading age and technical expertise of the intended audience.

Spreadsheet basics 
A spreadsheet is a two-dimensional table split into rows and 
columns. It has a structure containing individual cells like this.

Each cell has an address. In this example, the cell with the 
cursor in it is called cell E9 and the cell that has been coloured 
red is called cell C6. The red cell and all of the yellow cells are in 
column C, and the red cell and all of the blue cells are in row 6. 
A spreadsheet is sometimes called a sheet or even a worksheet. 
In Excel, many sheets/worksheets can be held within a single 
workbook.

Each cell in a spreadsheet can hold one of three things. It can 
contain:

» a number
» text, which is called a label
» a formula, which always starts with an = sign.

Task 8a
Open	the	file	Staff.csv	in	a	new		
workbook.	Place	the	file	Rates.csv	
within	the	workbook	as	a	new	
sheet	called	Rates.	Add	a	new	
sheet	called Location within	the	
workbook,	by	typing	in	the	data,	so	
that	it	looks	like	this.	Save	the	
spreadsheet	as	Task_8a.

483057_08_CAIE_AS_Level_IT_BP_145-228.indd   146 5/7/20   6:15 PM

SAMPLE



147

8.1 C
reate a spreadsheet

8
Importing data into Excel 
Comma separated values (.csv) is the file format that may be used for source 
files supplied with the practical examination. This file type can be imported 
into almost all spreadsheet packages on any platform, although the delimiters 
(usually commas) may be different for your regional settings. To attempt Task 
8a, select the File tab, then Open. Locate the correct folder, but note that the csv 
file will not be visible. Click on the drop-down menu for the file type to get a 
list of available files. 

Select Text Files to see any .csv or .txt files. Double-click on the file Staff.csv to 
open it.

The file Rates.csv needs importing into a new worksheet within the current 
workbook.

Importing a .csv file into Excel
Data can be imported into a sheet using the Data tab. 

In the Get & Transform Data group select From Text/CSV

This opens the Import Data window.

Double-click on the file Rates.csv to open the text import window. Check that 
the delimiter is set to Comma before clicking on the  button.

Advice
If	you	use	regional	settings/source	files	that	do	not	use	commas	as	delimiters,	
select	the	appropriate	option	for	your	regional	settings/source	files.

483057_08_CAIE_AS_Level_IT_BP_145-228.indd   147 5/7/20   6:15 PM

SAMPLE



148

8

8 
SP

R
E

A
D

SH
EE

TS

The data has been imported into a new worksheet which is given  
a name by Excel, in this case ‘Sheet1’.

The data may have been formatted by Excel with alternate green 
and white row shading. It can be reformatted from the Table 
Design tab, in the Table Styles section, by clicking the up arrow 
twice and selecting the plain white style which is on the left. 
Uncheck the tick box for the Filter Button to remove this.

To rename this sheet, move the mouse over the sheet name ‘Sheet1’ and press 
the right mouse button to open the drop-down menu. Select Rename from this 
menu and the text ‘Sheet 1’ will be highlighted. Overtype the highlighted text 
with Rates and press <Enter> to make this change.

You now need to create a new worksheet called Location. To create a new 
worksheet, find and click on the New Sheet button.

This adds a new worksheet which can be renamed, and the new data entered 
in to it. Save your work with the filename Task_8a as a spreadsheet (not in .csv 
format).

Activity 8a
Open	the	file	TMC.csv	in	a	new		
workbook	and	place	the	file	
TMCColour.csv	within	the	
workbook	as	a	new	sheet	called	
Colour.	Add	a	new	sheet	within	the	
workbook	called Sites	by	typing	in	
the	data,	so	that	it	looks	like	this.	
Save	the	spreadsheet	as	
Activity_8a.

8.1.1 Create the structure
Page specifications
The page orientation, page size and margins all relate to printed versions of 
the spreadsheet. Although printed pages are not always required, you may be 
required to export your spreadsheet as a document (often as a .pdf file), so 
formatting your sheet for printing is still an important skill to learn.

To change these, select the Page Layout tab. The Page Setup window (we will 
look at this later) can be opened using this arrow.

This is useful if you  
need to change more  
than one specification  
at once.

Page size is accessed  
using the drop-down  
arrow like this.
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The drop-down menu offers a list of document sizes (pre-set by  
the software using your regional settings). Select the required  
page size from the list.

Advice
If	you	require	a	page	size	that	is	not	shown,	select	More Paper 
Sizes (at	the	bottom	of	the	list)	to	open	the	Page	Setup	window.	Use	
the	drop-down	Paper	size	list	to	select	the	required	size.

To change the page orientation, use the drop-down arrow to  
display the options.

Select either Portrait or Landscape from the list.

Advice
Where	specifications	do	not	show	portrait	or	landscape,	select	the	
most	appropriate	for	the	design	of	the	printout.	Make	sure	that	all	
data,	labels	(and	if	appropriate	formulae)	are	fully	visible	and	in	a	
font	large	enough	to	be	read	easily.

Page margins
Page margins contain the whitespace between the edge of the spreadsheet 
and the edge of the page. These can be changed to give documents a more 
professional look, for example, placing data in the middle of a page rather than 
squashed into the top-left corner. They can also be changed to make more data 
fit onto a single page, without reducing its size and readability. Page margins 
can also be changed by selecting the Page Layout tab and use the drop-down 
arrow to display the options like this.

To open the Page Setup window in the margins tab, select Custom Margins….
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Remember this can also be selected directly  
from the Page Layout tab.

You can adjust the margin settings for Top,  
Bottom, Left and Right, then select the  
Print Preview button to see the effect of the  
changes.

Advice
If	you	are	printing	a	document,	make	sure	that	the	
margins	are	within	your	printers	‘printable	area’.	
These	depend	upon	the	make	and	model	of	your	
printer.

Headers and Footers
Select the Page Setup window, then the  
Header/Footer tab like this.

To set up the header, select the Custom Header…  
button.

Make sure that the align with page margins  
box is ticked. The header details can be entered into  
the left, centre or right sections by clicking in the  
chosen section. Text can be typed; the left button  
allows you to edit the text style, or automated fields  
can be included. These are selected using these  
buttons to insert the:

• page number

• number of pages

• date

• time

• filename with file path

• filename (no path)

• worksheet name.
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You may need to produce a document that fits 
on a single page (or specified number of pages). 
Before preparing your printout (or print preview 
if exporting into a document) make sure that 
all data is fully visible within each spreadsheet 
column and that there is no extra space in the 
column that can be removed. This is essential 
for both formulae and values printouts. To fit 
to a single page, open the Page Setup window 
and select the Page tab. The scaling group is in 
the middle of this window. Click on the radio 
button for Fit to: like this.

The number of pages can be changed if 
required. For a single page select 1 page wide by 
1 tall, then click on .

Displaying gridlines, row and column headings
It is sometimes easier to work on your printed/exported spreadsheet with 
gridlines and row and column headings visible; it makes checking your formulae 
much easier.

Both of these options are in the Page Layout tab and can be found in the Sheet 
Options group. Click to place a tick in the relevant Print box.

Task 8b
Open	the	file	Salary.csv	in	your	spreadsheet.

Using	an	A4	page	size,	place	appropriate	text	in	the	header	to	display	who	
created	the	spreadsheet	and	automated	data	to	show	when	it	was	created.	Place	
the	filename	and	page	numbering	in	the	footer	of	the	page.	Place	the	contents	
of	the	spreadsheet	on	two	pages	with	gridlines.	Display	all	row	and	column	
headings.	Save	the	spreadsheet	as	Task_8b.

Open the file Salary.csv in your spreadsheet. Before starting work, examine the 
data carefully. You will notice that not all data is visible. Select all the data using 
the <Ctrl> and <A> keys. An alternative method is to double-click here.

Double-click on the drag handle between the columns to resize all columns to 
match the data present.

All the data should now be visible.
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Advice
If	examiners	cannot	see	all	the	contents	of	a	cell	(especially	formulae),	they	
cannot	award	you	marks	for	the	work	you	have	completed.

Check that the paper size is set to A4. If not, 
edit the settings to make it the correct size. As 
all work should be of a professional standard, 
it is not enough to just type your name and 
select automated fields for the header. Consider 
what information is required, such as the name 
and when created. There are two required 
elements, so to improve layout we will use the 
left and right sections of the header to give the 
page balance. In the left section of the header 
enter text like ‘Created by’ followed by your 
name. On the right, enter the text ‘Created 
on’ followed by today’s date, then the text ‘at’, 
followed by the time. Use the automated field 
buttons for this data.

The design of the header in the spreadsheet will look like this.

The print preview for the page will appear like this.
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Again, there are two required elements so use text and automated field buttons 
to add the filename and page numbering into the footer like this.

Tick both Print boxes to add gridlines and 
row and column headings to the sheet. The 
page now looks unbalanced, with the data 
to the left and lots of white space to the 
right.
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Increasing the left and right margin sizes will help but 
be careful to make sure that the left and right contents 
in the header and footer do not run together. In this 
case setting the margins to 5 cm works well. Because 
there is a large area of white space at the bottom of 
page 2, increasing the top and bottom margins will also 
improve the layout. Use trial and error to set these so 
that there is little extra white space but the spreadsheet 
fits on two pages. Setting the top and bottom to 3.6 cm 
works well. You can now change the header and footer 
position to 2 cm to place these, vertically in the middle 
of the white space at the top and bottom. The page now 
looks like this.

Save your spreadsheet with the filename Task_8b.

Activity 8b
Open	the	file	Employees.csv	in	your	spreadsheet.	
Display	the	automated	filename	with	its	full	file	path	
in	the	header	of	the	page.	Place	appropriate	text	in	the	
footer	to	display	who	created	the	spreadsheet.	Display	
the	contents	of	the	spreadsheet	on	a	single	A4	page	
with	gridlines.	Do	not	display	row	and	column	headings.	
Save	the	spreadsheet	as	Activity_8b.

Edit spreadsheet structures
Inserting cells, rows and columns
To insert a cell into a spreadsheet, click the right mouse button on the 
spreadsheet where you wish to insert the cell. From the drop-down menu  
select Insert… which opens the Insert window.

This will allow you to insert a cell (by selecting one of the top two options 
which creates the space for the cell by moving all other cells to the right or 
down, depending on your choice), or allow you to insert a row or a column.

Deleting cells, rows and columns
To delete a cell from a spreadsheet right mouse click on the cell you wish to 
delete. From the drop-down menu select Delete… which opens the Delete 
window.

This will allow you to delete a cell (by selecting one of the top two options 
which removes the cell by moving all other cells to the left or up) or allow you 
to delete a row or a column.

Resizing rows and columns
You have already learnt how to resize all columns to fit the data, but 
sometimes rows and columns need manually adjusting. To manually 
adjust a column width (rows are the same process), click the left 
mouse button on the drag handle at the end of the column heading 
and hold it down like this.
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Drag the column to the required width. If you need to set a number of columns 
to the same width, click and drag the column headings to highlight all those 
that you wish to change. Click on one of the drag handles in this range and 
resize that one column. All other highlighted columns will match its width 
when you release the mouse button.

Hide and unhide rows and columns
Select the row/s or column/s that you wish to hide, using the methods 
described above, then click the right mouse button in the highlighted row/
column heading to get a drop-down menu like this.

Click on the option to Hide this row/column. To unhide select the rows/
columns surrounding the hidden cells and use the Unhide option from this 
menu. Please note that you can also Insert or Delete row/s or column/s using 
this method.

Task 8c
Use	the	file	TPAS.csv	to	create	a	spreadsheet	that	looks		
like	this:

Save	the	spreadsheet	as	Task_8c.

Advice
To	repeat	the	last	operation	in	Microsoft	Windows	press	<Ctrl>	and	<Y>.	To	undo	
the	last	operation	use	<Ctrl>	and	<Z>.

Merging cells
For this task, you will need to merge cells A1 to C1 first and 
then cells A3 to C3. Highlight cells A1 to C1 and select the 
Home tab. In the Alignment group, click on the Merge & 
Center icon.

Repeat this process for cells A1 to A3. Highlight the 
spreadsheet and resize all columns to fit the displayed data.

Wrapping text
Change the font size in the merged cell in row 1 to 24 point. The text may no 
longer fit the available space, if so (with this cell selected) click on the Wrap 
Text icon.

Use the drag handle to increase the row height, so that the text appears as 
shown in the question. Repeat this process to wrap the text in cell B5; you may 
need to adjust both row height and column width to make the cell appear like 
in the question. Highlight cells A5 to C5 and select the middle button for the 
vertical alignment like this.
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Right align all cells between A6 and C17, then centre align all cells between B6 
and B17. Select row 2 and reduce the height of this row to half the height of 
row 3. Repeat this for row 4. Check that your finished spreadsheet matches the 
diagram in Task 8b. Save your spreadsheet with the filename Task_8c.

Advice
Make	sure	that	you	have	read	Checking data entry	from	Section	1.4	before	
attempting	this	Task.

Activity 8c
Create	a	spreadsheet	that	looks	like	this:

Place	your	name	and	the	filename	in	the	header.	Save	the	spreadsheet	as	
Activity_8c.

Protecting cells and their contents
You can protect parts of the spreadsheet to stop anyone from changing, deleting 
or moving important data within the sheet. This can involve protecting cells 
within a worksheet, a worksheet within a multi-layered workbook or the entire 
workbook.

Task 8d
Open	the	file	that	you	saved	as	Task	8c.	Protect	all	cells	between	A1	and	C5	and	
between	A6	and	A17	inclusive.	Use	the	password	Hodder	to	protect	your	sheet.	
Save	the	spreadsheet	as	Task_8d.

Identify and highlight the individual cell or cells that you will  
protect, in this case the first range between A1 and C5. Select  
the Home tab and the drop-down menu for the Alignment  
group.
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This opens the Format Cells window. Select the Protection tab. Make sure 
that the tick box for Locked contains a tick, before clicking on . Repeat 
this process for cells A6 to A17. Make sure that the other cells B6 to C17 do not 
have the tick box for Locked displayed.

To activate protection, move to the Review tab. In the Protect group. Select 
Protect Sheet.

This opens the Protect Sheet window. Because the locked 
and unlocked range of cells has been defined the first two tick 
boxes have been selected by Excel. Any tick boxes that are not 
selected mean that those functions are removed when the sheet is 
protected, for example: the formatting of any cells in the sheet will 
not be allowed (all the options to format will be ‘greyed out’ from 
the menu). Type the password, in this case ‘Hodder’ into the box 
and press . You will need to re-enter this password and 
click  for double-entry verification by Excel.

The same method can be used to protect whole rows or columns, 
by selecting the rows or columns rather than a range of cells.

Protecting the workbook protects only the structure of the 
workbook, to prevents sheets being added to it, or deleted from it. 
It is accessed using the Protect Workbook icon.

To unprotect the sheet and edit these cells, use the Review tab, 
and in the Protect group select Unprotect Sheet. You must enter 
the password followed by .

Activity 8d
Open	the	file	that	you	saved	as	Activity_8a.	Protect	all	cells	in	the	Sites	sheet	
and	cells	A2	to	C18	in	the	Colour	sheet	so	that	they	cannot	be	edited.	Allow	all	
cells	in	the	TMC	sheet	to	be	edited.	Use	your	name	as	the	password	to	protect	
your	workbook.	Save	the	spreadsheet	as	Activity_8d.

Advice
Passwords	can	be	removed	by	selecting		
the	File tab, then	using	the	Unprotect		
hyperlinks	for	each	sheet,	or	for	the		
workbook,	by	double	clicking	on	the		
drop-down	menu	for	Protect Workbook.

Split window and freeze panes
It is sometimes easier to work on a large spreadsheet by being able to see two 
different parts of the same sheet on the screen at the same time. Two methods 
that can be used for this are:

• split the window
• freeze panes within the window.

Split windows
Windows can be split horizontally, vertically or both. To 
split a window horizontally, select the row directly below 
the position you require the split. Select from the View 
tab, in the Window group the Split button.
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To remove the split window, click the Split button again.

To split the window vertically, select the column after the position you require 
the split, then click the Split button.

To split the window both horizontally and vertically, select the cell below and to 
the right of the required split position, then click the Split button.

Task 8e
Open	and	examine	the	file	Stock.csv.	Split	this	so	that	both	types	of	stock	can	be	
viewed	together.	Save	the	spreadsheet	as	Task_8e.

Open and examine the file. In the practical 
examinations this will be a common 
instruction often ignored. Before starting 
work you need to understand the contents 
and structure of the files given. In this case 
the stock file is split into two different parts; 
the top part for motherboards and the lower 
part for processors. The split must appear 
below row 120 and above row 121. Highlight 
row 121. Select from the View tab, in the 
Window group the Split button. You can 
now scroll independently in both windows. 
Scroll up in the top window so the window 
looks like this.

Save the spreadsheet as Task_8e.

Task 8f
Open	and	examine	the	file	Motherboard.csv.	Freeze	the	panes	so	that	the	
part	number	and	stock	columns	and	rows	1	to	4	are	always	visible.	Save	the	
spreadsheet	as	Task_8f.

Freeze and unfreeze panes
Freezing a pane works in the same way as a split window, but it will stop part of 
the sheet from scrolling. Open and examine the file Motherboard.csv. Move 
the cursor to cell C5, which is the first cell that will be allowed to scroll. Select 
from the View tab, in the Window group the drop-down menu from the 
Freeze Panes button.

Click on the Freeze Panes 
button, now rows 1 to 4 and 
columns A and B will be frozen 
(fixed) within the window, so 
the spreadsheet now looks like 
this:
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To unfreeze the panes, select the drop-down menu from the Freeze Panes 
button, then the Unfreeze Panes option.

8.1.2 Create formulae and use functions
Display formulae
Formulae are always preceded by an = sign when entered into a spreadsheet. The 
formula held in the current cell is displayed in the Formula bar, along with the 
address of that cell like this.

To display all formulae in  
your spreadsheet, select the  
Formulas tab, in the Formula Auditing group, select the  icon. 

This button toggles to switch on and off the formulae view, which may be 
required to give examiners evidence of your methods.

Create formulae
Mathematical operators
Simple mathematical operators are placed in a formula and can be used to 
add, subtract, multiply, divide and calculate indices (powers) of a number. For 
addition, use the + symbol; for subtraction, use the - symbol; for multiplication, 
use the * symbol; and for division, use the / symbol. Indices are calculated 
using the ^ symbol, so the contents of cell A2 squared (x2) would be typed as 
=A2^2

Task 8g
Open	and	examine	the	file	Operators.csv.	Place	two	numbers	of	your	choice	in	
cells	B2	and	B3.	Calculate	in	cell:
•	 B5,	the	sum	of	the	two	numbers
•	 B6,	the	difference	between	the	two	numbers
•	 B7,	the	product	of	the	two	numbers
•	 B8,	the	contents	of	cell	B1	divided	by	the	contents	of	cell	B2
•	 B9,	the	contents	of	cell	B1	to	the	power	of	the	contents	of	cell	B2.

Check	that	the	formulae	have	worked.	Save	the	spreadsheet	as	Task_8g.

Open the file Operators.csv. Enter the number 4 in cell B2 and 2 into cell B3. 
The values were carefully selected to make the maths easy when you check your 
calculations. The more difficult calculations are likely to be the division and 
indices. These numbers were selected so that the 4 divided by 2 gives an easy 
result and the 4 to the power of 2 is reasonably easy (4 × 4).

It is wise to perform all calculations by hand before entering the formulae, to 
make sure that you understand the formulae that you are using and to find the 
results of the calculation before the computer has shown you its results. These 
calculations may look like this.

• Addition: Enter the formula =B2+B3 in cell B5.
• Subtraction: Enter the formula =B2-B3 in cell B6.
• Multiplication: Enter the formula =B2*B3 in cell B7.
• Division: Enter the formula =B2/B3 in cell B8.
• Indices: Enter the formula =B2^B3 in cell B9
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Advice
While	other	functions	like	SUM,	PRODUCT	or	POWER	could	also	be	
used	to	perform	these	tasks,	using	mathematical	operators	provides	
the	most	efficient	method.

To check that the formulae have worked correctly, compare your  
original paper-based calculations above with the values in the  
spreadsheet.

Save the spreadsheet as Task_8g.

Indices

Task 8h
Create	a	spreadsheet	to	calculate	xy	when	you	are	given	the	value	of	x	and	y.	
Use	this	spreadsheet	to	calculate	34,	π2,	16-2	and	160.5.	Save	the	spreadsheet	as	
Task_8h.

Indices are sometimes called powers. They are commonly used in 
mathematical and scientific formulae. To calculate values like 34 or x2, a 
spreadsheet provides you with the ideal tool. You could calculate 34 by 
multiplying (=3*3*3*3) or with the formula =3^4. However, this will not 
allow these figures to be changed without changing the formula. A better 
solution is to create a small spreadsheet model like this.

By changing the values in B1 and B2, we can get different answers that will be 
shown in cell B4. To calculate 34, place 4 in B1 and 3 in B2 which will display 
81 in cell B4. To calculate π2, place 2 in B1 and 3.14 (the value of Pi rounded to 
two decimal places) in cell B2 which will display 9.8596 in cell B4.

Advice
When	we	learn	to	use	functions	later	in	this	chapter,	we	can	replace	3.14	with	a		
Pi	(π)	function.

To calculate 16-2, place -2 in B1 and 16 in cell B2, which will display 
0.00390625 in cell B4. To calculate 160.5, place 0.5 in B1 and 16 in cell B2, 
which will display 4 in cell B4. You can see that 160.5 is the same as 16.  
Save your spreadsheet as Task_8h.

Activity 8e
Create	a	spreadsheet	to	calculate	xy	for	any	given	values.	Use	this	spreadsheet	
to	calculate	44,	247,	0.7−3,	53,	x4	where	x=3.7.	Save	the	spreadsheet	as	Activity_8e.

Why use absolute and relative cell referencing?
An absolute reference is a cell reference that will not 
change when a formula is replicated. All or part of a cell 
reference can be made absolute by adding a $ sign in 
from of the part to ‘fix’ in place. A relative reference 
is a cell reference that will change when a formula 
is replicated. This spreadsheet shows some examples 
where formulae in cells A2, F2, A10 and F10 have been 
replicated in both directions:
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Named ranges (met later in this chapter) are another example of absolute 
referencing.

Absolute and relative cell references

Task 8i
Create	a	spreadsheet	to	calculate	the	times	tables.	Cell	A1	should	contain	the	
number	of	the	table	and	the	table	should	be	calculated	between	1	and	10.	Save	
the	spreadsheet	as	Task_8i.

Create a new spreadsheet to look like this (in formula  
view).

Highlights cells A3 and A4 as shown, then use the  
drag handle in cell A4 to drag the numbers down  
from A4 to cell A12.

In cell B3 the formula is =A3*$A$1 which contains both absolute and relative 
referencing. The reference to cell A1 (with the $ symbols) is an absolute 
reference and the reference to cell A3 is a relative reference.

Select B3 and use the drag handle to replicate (copy) this formula down into 
cells B4 to B12. You can see from this view that the reference in cell B3 to cell 
A3 has been changed because the cell has been replicated as it uses relative 
referencing. However, the reference to cell A1 has not been changed during the 
replication, because absolute referencing has been used.

To return to the values view of the spreadsheet, select the Formulas tab, in 

the Formula Auditing group, then select the  icon. Save your 
spreadsheet as Task_8h.

Named cells and ranges
It is difficult to remember which cell holds which data, especially in a large 
spreadsheet. When an individual cell or an area of a spreadsheet is going to be 
referred to many times within spreadsheet formulae, it is often a good idea to 
give it a name. This name should be short and meaningful. In the case of a large 
spreadsheet, it is easier to remember the name of a cell, for example VAT or 
AveMiles, rather than trying to remember the cell reference, for example AC456 
or X232. Once a cell or a range of cells has been named, you use this name in 
all your formulae within that workbook.

Task 8j
Open	the	file	TBCWorkers.csv.	Format	the		
spreadsheet	as	shown.

Name	cell	B2	Pay,	cell	E2	Tax	and	cells	B6	to	C11		
to	Hours.	Save	the	spreadsheet	as	Task_8j.
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Open the file and find cell B2. You must name this cell ‘Pay’. 
Right click on the mouse in this cell to get the drop-down 
menu and select Define Name… to open the New Name 
window. In the Name: box, overtype the suggested name 
with the word Pay. Add suitable text in the Comment: box so 
that the window looks like this.

Repeat this to name cell E2 Tax.

To create the named range called ‘Hours’, you must highlight 
the cells between B6 and C11. Click the right mouse button 
within the highlighted range to get the drop-down menu. 
Enter the text Hours into the Name: box and add an 
appropriate Comment:. Check that the New Name window 
looks like this before clicking on  .

The name of the range is only visible in the Name Box if only 
the cells in all the range are highlighted.

This named cell and range will be used in later tasks.

Save this spreadsheet as Task_8j.

If you have already created a named cell or range and wish 
to view it or edit it, you can open the Formulas tab, in the 
Defined Names group select the Name Manager.

The name manager looks  
like this.

Double-click on the name  
that you wish to view or edit.

Use functions

Function names
A function has a predefined  
name like SUM or AVERAGE  
that performs a particular  
calculation. It is an operation  
built into the spreadsheet.  
There are lots of these  
functions in Excel, many of which are beyond the scope of this book, but each 
has a reserved function name. If a question asks you to choose your own name 
for a cell or range, try to avoid using these function names.
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SUM function
The SUM function adds two or more numbers together. In Task 8g, you used 
the mathematical + operator and the formula =B2+B3 to add the contents of 
two cells together. With only two cells to be added, this was the most efficient 
way of doing this. If there had been more figures to add, particularly if they 
were grouped together in the spreadsheet, using the SUM function would have 
been more efficient.

Task 8k
Open	the	spreadsheet	you	saved	as	Task_8j.	Use	functions	to	calculate	in	the	
appropriate	cells	the:
•	 total	number	of	hours	worked	each	week
•	 total	hours	worked	by	each	person
•	 total	hours	worked.

Calculate	in	cells	B13	and	C13	the	average	number	of	hours	worked	by	an	
employee	that	week.	Calculate	in	cell	B14	the	largest	and	in	cell	B15	the	least	
number	of	hours	worked	each	week.	Add	appropriate	labels	to	this	data.

Save	the	spreadsheet	as	Task_8k.

Advice
When	reading	the	question	stem,	you	will	notice	that	it	states:	‘Use	functions	
to	calculate	…’.	This	means	that,	apart	from	its	inefficiency,	you	cannot	use	a	
formula	like	=B6+B7+B8+B9+B10+B11	as	this	does	not	contain	a	function.	If	a	
question	stem	states	‘Place	a	formula	…’	then	it	is	fine	to	use	a	function	within	
the	formula.

Advice
An	alternative	method	is	to	enter	=SUM(then	drag	the	cursor	to	highlight	cells	B6	
to	B11)	and	press	the	<Enter>	key.

Open the spreadsheet. In cell B12 enter the formula =SUM(B6:B11). This 
should give the value 44. Replicate this formula (using the drag handle into 
cell C12). This should place the formula =SUM(C6:C11) in this cell and give 
the value 43. In cell D6 enter the formula =SUM(B6:C6) and replicate this 
formula down to cell D12. In this case we have used the SUM function rather 
than the formula =B6+C6 because it is likely that extra weeks may be added into 
the spreadsheet, in which case the SUM function would be more efficient. The 
value in cell D12 should be 87.

We will now try two alternative SUM functions in cell D12 that should also 
return the value 87. These are: =SUM(B12:C12) and =SUM(Hours). This 
works because in Task 8j we gave the name ‘Hours’ to all the cells in the range 
B6:C11.

Advice
An	alternative	way	to	use	the	SUM	function	without	typing	is	for	you	to		
use	AutoSum.	Move	the	cursor	into	the	required	cell,	select	the	Home	tab		
and	find	the	Editing	group.	Click	on	the	AutoSum	icon.

This	will	place	the	SUM	function	into	the	current	cell	and	Excel	will	attempt		
to	work	out	which	cells	to	use;	if	they	are	not	correct	drag	the	cursor	to		
highlight	the	required	cells.
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There are many ways of using the SUM function, some of which are shown in 
Table 8.1.

Function Equivalent formula What it does

=SUM(B4:B8) =B4+B5+B6+B7+B8 Adds up the contents of all the cells in 
the range B4 to B8

=SUM(D3,D8,D12) =D3+D8+D12 Adds up the contents of the cells D3, D8 
and D12

=SUM(D5:D8,F2) =D5+D6+D7+D8+F2 Adds up the contents of the cells in 
the range D5 to D8 and the contents  
of cell F2

=SUM(MyRange) None Adds up the contents of all the cells 
within a named range in this case called 
MyRange.

▲ Table 8.1 Ways of using the SUM function

AVERAGE
To find the average number of hours worked, click the cursor into cell B13 and 
use the AVERAGE function to calculate the mean (average) of a list of numbers. 
Enter the formula =AVERAGE(B6:B11). This should give the value 7.333333. 
Replicate this function into cell C13 and add an appropriate label (like Average 
hours) in cell A13.

There are many ways of using the AVERAGE function, some of which are 
shown in Table 8.2.

Function Equivalent formula What it does

=AVERAGE(B4:B8) =(B4+B5+B6+B7+B8)/5 Calculates the mean of the cells in 
the range B4 to B8.

=AVERAGE(D3,D8,D12) =(D3+D8+D12)/3 Calculates the mean of the cells 
D3, D8 and D12.

=AVERAGE(D5:D8,F2) =(D5+D6+D7+D8+F2)/5 Calculates the mean of the cells in 
the range D5 to D8 and cell F2.

=AVERAGE(MyRange) None Calculates the mean of the cells in 
a named range called MyRange.

▲ Table 8.2 Ways of using the AVERAGE function

MAX function
MAX is a function used to select the largest (maximum) value within the list of 
numbers. To calculate the largest number of hours worked over the two-week 
period, click in cell B14 and enter =MAX(Hours). This uses the named range 
‘Hours’ and returns the value 14.

MIN function
MIN is a function used to select the smallest (minimum) value from the list. To 
calculate the least hours worked, select cell B15 and enter =MIN(Hours). This 
uses the named range ‘Hours’ and returns the value 2. Save this spreadsheet as 
Task_8k.
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Activity 8f
Open	the	file	January.csv	as	a		
spreadsheet.	Place	your	name	and		
filename	in	the	header.

Insert	new	rows	between	rows	2	and		
3	and	between	rows	1	and	2.		
Format	the	top	of	the	spreadsheet		
to	look	like	this.

Enter	functions	in	cells	B16	to	B19,	to	calculate,	using	a	named	range,	the	total	
number	of	days	worked	by	all	employees,	the	average	number	of	days	worked	
and	the	maximum	and	minimum	values.

Save	the	spreadsheet	as	Activity_8f.

Whole numbers and rounding
INT function
In mathematics, the word ‘integer’ is used to describe a whole number (with no 
decimals or fractions). In Excel, the INT function takes the whole number part of 
a number and ignores all digits after the decimal point. Open a new spreadsheet 
and enter 84.56789 into cell A1. Enter in cell A2 the formula =INT(A1) which 
will return the value 84. Change the value in cell A1 to see the changing results 
in cell A2.

Advice
Setting	a	cell	as	an	integer	value	will	truncate	the	contents	of	a	cell	to	remove	the	
decimal/fraction	part	of	the	number.	This	is	not	the	same	as	formatting	a	cell	to	
0	decimal	places	which	stops	the	decimal/fraction	part	from	being	displayed	but	
not	from	being	used	in	a	calculation.

Rounding
Often the spreadsheet produces an extremely accurate answer, with more digits 
than we really need. Rounding involves taking a number and making it shorter, 
although it is still approximately equal to the original. This new value stored 
may be slightly more or slightly less than the original. For example: if a cell 
holds the value $23.486532, we may only need it to contain the number of 
dollars and cents. It is therefore a good idea to shorten and store this value to 
two decimal places to make it more meaningful. This is called rounding.

ROUND function

Task 8l
Open	the	file	you	saved	as	Task_8k.	Insert	a	new	row	between	rows	13	and	
14.	Copy	the	contents	of	cell	A13	into	cell	A14.	In	cells	B14	and	C14,	round	the	
corresponding	values	in	row	13	to	one	decimal	place.	Hide	row	13.	Save	the	
spreadsheet	as	Task_8l.
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Open Task_8k. Insert the new row between rows 13 and 14. Move the cursor 
into cell A14 and enter the forumla =A13. This takes the contents of A13 and 
copies it into A14. This function would allow the contents of A13 to change 
and A14 will change with it rather than the repeated use of copy and paste when 
cells are edited.

In cell B14, enter the formula =ROUND(B13,1). This formula uses the ROUND 
function which takes the content of cell B13 and rounds the number to one 
decimal place. Replicate this function into cell C14 using the drag handle. If 
the next digit is five or more, the number will be increased by one. For example 
in cell B13, the value is 7.3333333, so the content of B14 is 7.3, but in cell C13 
the value is 7.166667, so the content of C14 is 7.2, as it has rounded up the first 
decimal place because the second 
was a 6. Hide (do not delete) row 
13. Save the spreadsheet as Task_8l.

Rounding to zero digits is the 
same as using the INT function. 
Rounding with a positive number 
of digits rounds to that number of 
decimal places. Rounding with a 
negative number of digits rounds to 
the nearest, 10, 100 etc. as shown in  
Table 8.3.

Advice
Rounding a cell will remove part of the number. This is not the same as 
formatting a cell (which will not remove part of the number). Rounding will affect 
any calculations based upon this cell.

ROUNDUP function
The ROUNDUP function behaves like ROUND, except that it always rounds a 
number up.

Task 8m
Create a new spreadsheet like this:

Use this spreadsheet to calculate the  
number of packs of bricks required to  
build a wall requiring1100 bricks. Bricks  
can only be bought in whole packs  
of 290. Save the spreadsheet as Task_8m.

Open a new spreadsheet and create the spreadsheet as shown. Enter the value 
1100 in cell B2. Enter in cell B4 the formula =B2/B3 which returns the value 
2.820513. In order to calculate the whole number of packs of bricks, (as we 
cannot buy 0.820513 of a pack) we can use the ROUNDUP function. Edit the 
formula in B4 so that it becomes =ROUNDUP(B2/B3,0) which rounds up 
to 0 decimal places (a whole number) and now returns a value of 3. Save the 
spreadsheet as Task_8m.

ROUNDDOWN function
The ROUNDDOWN function behaves like ROUND and ROUNDUP, except 
that it always rounds a number down (this is also called truncating a number).

Number to be rounded 10928.375

=ROUND($B$1,3) 10928.375

=ROUND($B$1,2) 10928.37

=ROUND($B$1,1) 10928.4

=ROUND($B$1,0) 10928

=ROUND($B$1,-1) 10930

=ROUND($B$1,-2) 10900

=ROUND($B$1,-3) 11000

▲ Table 8.3 Effects of using the ROUND function
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Task 8n
Create	a	new	spreadsheet	like	this:

Use	this	spreadsheet	to	calculate	the		
value	of	Pi	(π)	truncated	to	a	number		
of	decimal	places.

Save	the	spreadsheet	as	Task_8n.

Open a new spreadsheet and create the spreadsheet as shown. Enter the in cell 
B2 =PI( ), which is the function to display the value of Pi (π). Enter the value 
3 in cell B3. Enter in cell B4 the formula =ROUNDDOWN(B2,B3) which 
returns the value 3.141. Change the value in cell B3 to truncate Pi to a different 
number of decimal places. Save the spreadsheet as Task_8n.

Activity 8g
Open	the	file	Rounding.csv	in	your	
spreadsheet.	Edit	it	to	look	like	this.

Enter	a	formula	in	cell	B3	to	calculate	the	
whole	number	part	of	cell	B2.

Enter	formulae	in	cells	B8	to	B10	to	round,	
round	up	and	round	down	the	contents	of	
cell	B6	to	the	number	of	decimal	places	
specified	in	cell	B7.

Enter	formulae	in	cells	B16	to	B26	to	round	the	contents	of	cell	B13	to	the	number	
of	decimal	places	specified	in	corresponding	cell	in	column	A.

For	each	function	entered	in	column	B,	place	the	name	of	the	function	in	the	
corresponding	cell	in	column	C.	Try	different	values	in	this	spreadsheet	to	see	
the	effects	of	the	different	functions.	Save	the	spreadsheet	as	Activity_8g.

Counting
There are two main functions used to count the number of data items in a 
spreadsheet and two conditional counting functions.

Task 8o
Open	the	file	Hotels.csv	and	format	it	to	look		
like	this.

Place	in	the	appropriate	cells,	calculations		
for	the	number	of	hotels	and	for	each	room		
type,	the	number	of:
•	 rooms	available,
•	 hotels	with	available	rooms
•	 hotels	without	available	rooms.

Save	the	spreadsheet	as	Task_8o.
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Open the spreadsheet and format it as shown in the task above. To calculate 
the number of rooms of each type available, place in cell B20 the formula 
=SUM(B5:B18) which will return the value 47. Use the drag-handle to replicate 
this into cells C20 and D20.

COUNT function
COUNT looks at the cells within a given range and counts the number of these 
cells containing numeric data. To calculate the number of hotels with rooms 
of this type available, you must count the number of numeric cells. Place the 
cursor in cell B21 and enter the formula =COUNT(B5:B18) which will return 
the value 10. Use the drag-handle to replicate this into cells C21 and D21. Note 
that the COUNT function ignores any cells containing labels or blank cells.

COUNTA function
The COUNTA function works in a similar way to the COUNT function. Rather 
than counting just the number of numeric values, this function counts the 
number of cells that display a either a numeric value or text. It will not count 
any blank cells within the range. To calculate the number of hotels, move the 
cursor into cell B23. Enter the formula =COUNTA(B5:B18) which will return 
the value 14. It is not necessary to replicate this function as this data will not 
change for different room types.

In Excel, there is not a count function for just text values, so the COUNTA 
and COUNT functions will both be used to calculate the number of 
hotels with no room of this type available. Enter in cell B22 the formula 
=COUNTA(B5:B18)-COUNT(B5:B18) which will return the value 4. Use 
the drag-handle to replicate this into cells C22 and D23.

Activity 8h
Open	the	file	Class.csv.	This	spreadsheet	
lists	all	the	students	in	a	year,	with	their	class	
and	the	grades	scored	in	Maths	and	English.	
Format	the	top	of	the	spreadsheet	and	each	
person’s	Grades	box	to	look	like	this.

Format	the	bottom	of	the	spreadsheet	to	look	
like	this.

Place	a	formula	in	cell	C102	to	count	the	
number	of	students	in	the	class.	Place	a	
formula	in	cell	C103	to	count	the	number	of	
grades	gained	by	the	whole	year	in	both	Maths	
and	English.

Fit	the	spreadsheet	so	that	it	would	print	on	two	A4	pages.

Save	the	spreadsheet	as	Activity_8h.

Nested functions
Nested functions involve placing one function inside another one. Sometimes a 
formula can contain several other functions nested within each other.
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Task 8p
Open	the	file	you	saved	as	Task_8k.

Edit	the	formulae	in	row	13	to	calculate	the	average	number	of	hours	worked	
each	week,	rounded	to	one	decimal	place.

Save	the	spreadsheet	as	Task_8p.

Study your solution to Task 8l, where you inserted a row, rounded the contents 
of the average calculation, then hid the row containing the unrounded data.

Open your solution to Task 8k. Edit the formula in cell B13 so that the 
AVERAGE function is nested within the ROUND function like this 
=ROUND(AVERAGE(B6:B11),1).

This is a much more efficient solution that Task 8l and calculates the average 
value first, then rounds this to one decimal place to give the value 7.3. Replicate 
this function into cell C13. Save the spreadsheet as Task_8p.

Activity 8i
Open	the	file	you	saved	as	Activity_8f.

Edit	the	formula	in	cell	B17	to	round	the	calculated	average	to	two	decimal	
places.	Save	the	spreadsheet	as	Activity_8i.

Conditional functions
Conditional functions all test a condition and then return different answers or 
perform different operations depending on the value of that condition.

IF function
The IF function is the most commonly used conditional function which looks 
at a given condition and performs an operation if the condition is met, or a 
different operation if the condition is not met. The operation could be to place 
a value or label in the cell, it could involve a reference to another cell or it could 
involve a more complex calculation.

An IF function contains a pair of brackets and within the brackets three 
parts, each separated by a comma. An example of an IF function is 
=IF(A6=4,B6*0.04,"No discount offered"). The first part is a condition; in 
this example, it is testing to see if cell A6 contains the number 4. The other two 
parts are what to do if the condition is met and what to do if it is not met. In 
this example, if the condition is met, the contents of cell B6 will be multiplied 
by 0.04 and the answer will be displayed. If the condition is not met ‘No 
discount offered’ will be displayed.

Task 8q
Open	the	file	saved	as	Task_8o.

Add	a	new	label	Family availability	in	cell	E3.	Place	formulae	in	cells	E5	to	E18	
to	display	Family rooms available	or	Not available	depending	upon	the	contents	
of	column	D.

Save	the	spreadsheet	as	Task_8q.
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Open the file and place the cursor in cell E3. Enter the label ‘Family 
availability’. Place the cursor in cell E5 and enter the formula 
=IF(D5="None","Not available","Family rooms available").

Do not use absolute referencing in this formula as the reference to cell D5 needs 
to change when you replicate the formula. Replicate this formula so it is copied 
into cells E5 to E18. Save your spreadsheet as Task_8q.

There are many ways of using the IF function, some of which are shown in 
Table 8.4.

In a spreadsheet we wish to enter formulas into cell G1.

Function What it does

=IF(B6="C","Car","Not a car")
Checks the contents of cell B6. If the contents match the letter "C" with 
no additional spaces etc. then cell G1 displays "Car". If cell B6 contains 
anything other than the letter "C" then cell G1 displays "Not a car".

=IF(B7=3,"March","Not March")
Checks the contents of cell B7. If the contents are the value 3, then cell G1 
displays "March". If cell B7 contains anything other than the value 3, then 
cell G1 displays "Not March".

=IF(B7<4,"1st Quarter","")
Checks the contents of cell B7. If the contents are less than the value 4, 
then cell G1 displays "1st Quarter". If cell B7 contains a value of 4 or more, 
then cell G1 displays a null string (no contents are shown).

=IF(B7<=3,"1st Quarter","")
Checks the contents of cell B7. If the contents are less than or equal to 3, 
then the current cell displays "1st Quarter"; if not, the current cell displays 
a null string.

=IF(OR(B7=4,B7=5,B7=6),"2nd 
Quarter","")

Checks the contents of cell B7. If the contents are any of the values 4, 5 or 
6, cell G1 displays "2nd Quarter"; if not, cell G1 displays a null string.

=IF(OR(B7=4,B7=5,B7=6),"2nd 
Quarter","")

Checks the contents of cell B7. If the contents are any of the values 4, 5 or 
6, cell G1 displays "2nd Quarter"; if not, cell G1 displays a null string.

=IF(AND(B7>3,B7<7),"2nd Quarter","") Checks the contents of cell B7. If the contents are greater than 3 AND less 
than 7, cell G1 displays "2nd Quarter"; if not, cell G1 displays a null string.

=IF(NOT(OR(B7<4,B7>6)),"2nd 
Quarter","")

Checks the contents of cell B7. If the contents are NOT less than 4 OR NOT 
greater than 6, cell G1 displays "2nd Quarter"; if not, cell G1 displays a null 
string.

▲ Table 8.4 Ways of using the IF function

Conditional counting
COUNTIF function
If conditional counting is required with a single condition, then COUNTIF is the 
most efficient function to use.

Task 8r
Open the file saved as Task_8q. Enter in cells B22 to D22, single more efficient 
functions to calculate the number of hotels with no room of that type available.

Save the spreadsheet as Task_8r.

Open the file saved as Task_8q. The current method counted the number 
of cells containing any data or label, then subtracted the number of cells that 
contain a number. It is more efficient to use a single COUNTIF function which 
will count the number of times a condition is met. Place the cursor in cell B22 
and enter = COUNTIF(B5:B18,"None"). This function will check each cell 
in the range B5 to B18 and will only count those that contain the text/string 
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"None". Replicate this function into cells C22 and D22 using the drag handle. 
Save your spreadsheet as Task_8r. The formula/method used in Task 8q would 
be valid but at AS level you would need to have used COUNTIF as the use of 
the most efficient formula/method is essential.

Activity 8j
Open	the	file	that	you	saved	as	Activity_8h.	This	spreadsheet	lists	all	the	
students	in	a	class.	Next	to	each	student’s	name	is	the	name	of	the	class	that	
they	are	in.

Place	formulae	in	cells	G2	to	G5	that	use	both	absolute	and	relative	referencing	
to	count	the	number	of	students	in	each	class.

Set	the	print	area	of	the	spreadsheet	to	show	cells	F1	to	G11	only.

Save	the	spreadsheet	as	Activity_8j.

COUNTIFS function
If conditional counting is required with two or more conditions, then the 
COUNTIFS function offers us the most efficient solution for this task.

Task 8s
Open	the	file	saved	as	Task_8r.	Enter	in	cell	A24	the	text	Number of hotels with 
no available rooms.

Apply	appropriate	formatting	to	this	text.	Enter	in	cell	B2	a	function	to	perform	
this	calculation.	Edit	the	data	as	five	double	rooms	have	now	been	booked	at	the	
Kaiserhof	hotel.

Save	the	spreadsheet	as	Task_8s.

Open the file saved as Task_8r. Enter into cell A24 the label Number of 
hotels with no available rooms. Use the format painter tool to format 
this text to match cells A5 to A23. Enter into cell B24 the formula 
=COUNTIFS(B5:B18,"None",C5:C18,"None",D5:D18,"None"), which will 
check the first cell in the range B5 to B18 and if it contains the string "None", 
will move on to check the cell in the same row within the range C5 to C18. 
If this cell also contains the string "None", it will then check in the same row 
within the range D5 to D18 and will only count if it also contains the string 
"None", before moving on to test the next row and does this until it reaches cell 
D18. This function should return the value 0 to start with, as no hotel is full. 
To follow the instruction to edit the data because five double rooms have now 
been booked at the Kaiserhof hotel, enter in cell C15 the string "None". This 
will now change the resulting value in cell B24 to 1.

Activity 8k
Open	the	file	that	you	saved	as	Activity_8j.		
Enter	the	following	text	into	the	spreadsheet	and		
format	it	like	this.

Place	formulae	in	cells	C104	to	C108	to	display		
the	relevant	values.

Set	the	print	area	of	the	spreadsheet	to	show		
cells	A104	to	C108	only.

Save	the	spreadsheet	as	Activity_8k.
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Task 8t
Open	the	file	TWTWorkers.csv	
in	a	spreadsheet.	Edit	and		
format	the	spreadsheet	to	look	
like	this.

Enter	functions	into	each	green	
cell	to	calculate	the	required	
values,	rounded	to	the	nearest	
whole	number.

Save	the	spreadsheet	as	
Task_8t.

Open the file and format it as shown in the question using the skills learnt 
earlier in the chapter. Enter in cell B5 the formula =COUNTIF 
($D$24:$D$52,A5), which counts any cells in the range D24 to D52 that 
contain the same as the contents of cell A5, in this case ‘Male’. Because we have 
used the correct absolute and relative cell references we can use the drag handle 
to replicate this down into cell B6.

Advice
In	Excel,	the	<f4>	key	toggles	between	absolute	and	relative	referencing.	To	
use	it,	highlight	the	cell	or	range	to	be	changed	(for	example	in	the	formula	
in	cell	B5,	highlight	the	range	$D$24:$D$52)	and	press	the	<f4>	key	until	the	
correct	referencing	is	found.	This	will	toggle	between	$D$24:$D$52,	D$24:D$52,	
$D24:$D52	and	D24:D52.

Conditional sum
SUMIF function
If a conditional total is required using a single condition, then the SUMIF 
function offers the most efficient solution to a task.

Enter in cell B9 the formula = SUMIF($D$24:$D$52,A9,$F$24:$F$52), 
which compares the contents of each cell in the range D24 to D52 with the 
contents of cell A9, in this case ‘Male’. If these values or strings match, then the 
value contained in the corresponding cell in the row within the range F24 to 
F52 is added to the total. Use the drag handle to replicate this into cell B10.

SUMIFS function
If a conditional total is required with two or more conditions, then the SUMIFS 
function offers the most efficient solution to a task.

The formulae needed for cells B14 and B15 both require two conditions to 
be met. For B14 the employee has to be male and work full time. The syntax 
used for SUMIF, compared to that used for SUMIFS, is very different. With 
SUMIFS, the first range given will be the range containing the cells to be 
added together. The next part of the function will be a range of cells to be 
tested and also the first condition to be tested. Then will come another range of 
cells to be tested followed by the second test condition. This is repeated for all 
the conditions to be tested.
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Our problem only requires two conditions to be met, so will consist of the 
range to be summed and two further ranges and their associated criteria. Enter 
into cell B14 the formula =SUMIFS($F$24:$F$52,$D$24:$D$52,A14, 
$E$24:$E$52,"Full").

This adds the value of each row held within the range F24 to F52 to the total, 
only if both these criteria are met:

• the contents of the cell (in this row) in the range D24 to D52 contain the 
same as cell A9

• the contents of the cell (in this row) in the range E24 to E52 contain the 
label "Full".

Use the drag handle to replicate this into cell B15.

Similar formulae are required in cells B19 and B20 to calculate the total 
salary of part-time male and part-time female workers. Copy the formula 
from cell B14 and paste it into cell B19. Edit this formula so it becomes 
=SUMIFS($F$24:$F$52,$D$24:$D$52,A14,$E$24:$E$52,"Part").  
Use the drag handle to replicate this into cell B20.

Conditional average
AVERAGEIF function
If a conditional mean (average) is required using a single condition, then the 
AVERAGEIF function offers the most efficient solution to a task.

Enter into cell D9 the formula =AVERAGEIF($D$24:$D$52,A9,$F$24: 
$F$52), which works in a similar way to SUMIF, except the calculated part 
gives the mean average rather than the total of all cells where the condition is 
met. An efficient method of doing this is to copy and paste the formula from 
B9, then edit the function name.

The resulting value in D9 is 18636.36364. This needs to be rounded to no 
decimal places, so amend the formula to become: =ROUND(AVERAGEIF 
($D$24:$D$52,A9,$F$24:$F$52),0).

Use the drag handle to replicate this into cell D10.

AVERAGEIFS function
If a conditional mean (average) is required with two or more conditions, then 
the AVERAGEIFS function offers the most efficient solution to a task.

Copy the function from B14, paste it into D14 and edit it to become 
=ROUND(AVERAGEIFS($F$24:$F$52,$D$24:$D$52,A14, 
$E$24:$E$52,"Full"),0). Use the drag handle to replicate this into cell D15.

Similar formulae are required in cells D19 and D20 to calculate the average 
salary of part-time male and part-time female workers. Copy the formula 
from cell D14 and paste it into cell D19. Edit this formula so it becomes 
=ROUND(AVERAGEIFS($F$24:$F$52,$D$24:$D$52, 
A19,$E$24:$E$52,"Part"),0). Use the drag handle to replicate this into cell 
D20. Save the spreadsheet as Task_8t.
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Activity 8l
Open	the	file	that	you	saved	as	Activity_8k.

Add	appropriate	functions	in	cells	G2	to	G5	to	count	the	number	of	students	in	
each	class.	Set	the	print	area	of	the	spreadsheet	to	show	cells	F1	to	G5	only.	
Save	the	spreadsheet	as	Activity_8l.

Advice
If	you	want	to	wrap	text	within	a	cell	so	that	it	wraps	at	a	particular	point,	click	
the	cursor	at	that	point	in	the	text,	then	hold	down	<Alt>	and	press	<Enter>.

Activity 8m
Open	the	file	Gradebook.csv.

Format	the	top	of	the		
spreadsheet	to	look	like	this.

Add	appropriate	functions	to		
cells	C3	to	H6	the	average		
grades	for	each	subject	for	each	class,	rounded	as	whole	numbers.	Set	the	print	
area	of	the	spreadsheet	to	show	cells	B1	to	H6	only.

Save	the	spreadsheet	as	Activity_8m.

Mathematical averages
We have already used the AVERAGE function to calculate the mean value 
and calculated conditional average calculations using the mean. There are also 
functions used to calculate the median and mode values.

Task 8u
Open	the	file	Test.csv	in	a	spreadsheet.		
Format	the	spreadsheet	to	look	like	this.

Fourteen	students	have	yet	to	sit	the	test.	Enter		
functions	into	cells	C2	to	C4	to	calculate	each		
type	of	average	score.	Round	the	mean	score		
to	one	decimal	place.

Save	the	spreadsheet	as	Task_8u.

Open the file and format it as shown in the question using the skills learnt 
earlier in the chapter. Enter into cell C2 the formula, =ROUND(AVERAGE 
($C$8:$C$80),1), which will return the rounded value 5.5. The range has been 
extended from C66 to C80 as 14 students have yet to sit the test.

MEDIAN function
The MEDIAN function is used to find the middle value when all data items are 
listed in ascending order. Enter in cell C3 the formula =MEDIAN 
($C$8:$C$80), which will return the value 6.
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MODE function
The MODE function is used to find the piece of data (in this case test score) that 
occurs most frequently. Enter in cell C4 the formula =MODE($C$8:$C$80), 
which will return the value 7 as more students scored 7 on the test than any 
other score.

Nested IF functions
Sometimes nested IF functions are required to display one of several different 
possible results, which are dependent on different conditions that have been 
tested. It is important for you to work in a logical order. You may have to use 
three or more conditions involving numerical values, so work through the 
smallest to the largest numerical values or vice versa. For example, exam results 
may be graded fail (less than 40%), pass (40% or more), merit (60% or more) and 
distinction (80% or more). A sensible approach would be to deal with 40 first, 
60 next and finally 80. It would be extremely difficult to start with 60. Do not 
start with middle values, this will give incorrect results.

Task 8v
Open	the	file	you	saved	as	Task_8u.	Place	formulae	in	cells	D8	to	D66	that	
display:
• Excellent	if	the	test	score	was	8	or	more
• See your tutor	if	the	test	score	was	less	than	4
• More revision for	any	other	test	score.

Save	the	spreadsheet	as	Task_8v.

Before starting this task on the spreadsheet, reorder the list so that the 
conditions follow a logical pattern, for example, lowest to highest (as the 
conditions are all less than) like this:

• Score <4 then See your tutor
• Score<8 then More revision
• Score 8 or more then Excellent.

Open the file and enter in cell D8 the formula =IF(C8<4,"See your 
tutor",IF(C8<8,"More revision","Excellent")).

If the condition is TRUE then the first result is produced ("See your tutor" is 
displayed in the cell) but if it is FALSE it moves on to the second result which is 
in the form of another IF condition. Be very careful to get the brackets correct; 
each condition has one open and one close bracket. When you work through 
this formula, it checks whether the value is less than 4 first; if so, it displays the 
matching text. Then if it is not true, it checks if the value is less than 8 next; 
if so, it displays the matching text. As the only other possible result is that the 
value must be greater or equal to 8, the remaining piece of text ("Excellent") is 
displayed. There is, therefore, no need to include another condition (IF C8>=8, 
"Excellent"). Replicate this formula into cells D8 to D66. Save the spreadsheet 
as Task_8v.
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Activity 8n
Open the file you saved as  
Activity_8i.

Edit and format the top of the  
spreadsheet to look like this.

Place formulae in cells C6 to C14 that display:
l	 Too many days if they worked 23 days or more
l	 See manager if they worked less than 19 days
l	 Within tolerance for any other number of days.

Save the spreadsheet as Activity_8n.

SUBTOTAL function
SUBTOTAL is a function that allows a number 
of functions to be used in one cell. The first 
variable is a number between 1 and 10, which 
tells it which function to use. The remaining part 
of the function contains the range of cells this 
function is applied to. For example, if the function 
=SUBTOTAL(1,A10:A14) is used, it will calculate 
the AVERAGE of the range A10 to A14. If this 
function was changed to =SUBTOTAL(9,A10:A14), 
it would calculate the SUM of this range. There are 
many ways of using the SUBTOTAL function, some 
of which are shown in Table 8.5.

Simple lookup functions
The term ‘lookup’, as used in the practical 
examinations, means to look up from a list. There are 
three functions that can be used for this. These are: 
LOOKUP, HLOOKUP and VLOOKUP. Data may be ‘lookedup’ (referenced) from the 
same worksheet or workbook or from an external data file. Using external data 
files is good practice in industry, but it is important that you do not edit the 
external data files (unless specifically instructed to do so in the question paper).

LOOKUP function
The list of data that is looked up is contained in a range, often consisting of 
two columns or two rows. LOOKUP is used to look up information using data 
in the first row or the first column of the range of cells and returns the value 
contained in the cell corresponding to the matched value in the first row or 
column. For the purpose of the practical examinations, this is probably the least 
useful of the three formulae, especially as the VLOOKUP and HLOOKUP 
functions offer the user more flexibility.

HLOOKUP function
HLOOKUP is a function that performs a horizontal look-up of data. This 
should be used when the values that you wish to compare your data with are 
stored in one row. The values to be looked up are stored in corresponding cells 
in the rows below it.

Code Function
1 AVERAGE

2 COUNT

3 COUNTA

4 MAX

5 MIN

6 PRODUCT

7 STDEV

8 STDEVP

9 SUM

10 VAR

▲ Table 8.5 SUBTOTAL 
function codes and their 
use.
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Task 8w
Open	and	examine	the	file	TMCVehicles.csv.	Place	formulae	in	the	‘Type’	
column	to	return	the	name	of	the	type	of	each	vehicle.

Save	the	spreadsheet	as	Task_8w.

Open the file. If a question asks you to examine the 
file, please do so carefully; in this question it is very 
important to recognize that the codes in row A are not 
in alphabetical order.

Enter into cell C6 the formula =HLOOKUP(B6,$B$1: 
$H$3,3,0). This formula looks up and compares the 
contents of cell B6 with the contents of each cell from 
left to right in the top (horizontal) row of the range B1 
to H3. Note that we have not included cells A1 to A3 
and A5 in this range, as these are row headings and not 
part of the data to be looked up. When it finds a match, 
the ‘,3’ instructs Excel to take the label (or value) stored in the third row, which 
is directly under the matched cell. The final attribute, in this example, the ‘0’ 
(or ‘False’) instructs Excel to find an exact match in the top row. This is critical 
in data which is not sorted into order. Replicate your formula down to C13. 
Save the spreadsheet as Task_8w.

Advice
The	alternative	for	this	final	attribute	is	a	‘1’	(or	‘True’)	which	does	not	give	
correct	results	in	unsorted	data,	but	gives	an	approximate	match	rather	than	
an	exact	match.	This	is	the	default	value	if	the	final	‘0’	(or	‘False’)	is	missing.	Try	
changing	this	attribute	in	all	formulae	from	B6	to	B13	in	Task_8w	and	study	the	
results.	You	will	notice	that	the	result	for	row	10	shows	Tractor	rather	than	Truck.

VLOOKUP function
VLOOKUP is a function that performs a vertical look-up of data. This should 
be used when the values that you wish to compare your data with are stored in 
a single column. The values to be looked up are stored in the columns to the 
right of these cells. The look-up data can be stored either in the same file or in a 
different file.

Task 8x
Open	and	examine	the	file	Orders.csv.	Place	formulae	in	the	‘Customer	name’	
column	to	return	the	name	of	the	customer	for	each	order,	using	the	file		
Client.csv.

Save	the	spreadsheet	as	Task_8x.

Open and examine the file Client.csv, you will notice that client codes are 
vertically listed but are not sorted into order. The file should look like this.

Leave this file open. Open the file Orders.csv, format the column width to 
look like this and place the cursor in cell C3. Because the data in the client 
file is stored in vertical columns, a VLOOKUP is the most appropriate 
formula. Enter the formula =VLOOKUP(B3,Client.
csv!$A$2:$B$10,2,FALSE) into this cell. This formula will look up and 
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compare the contents of cell B3 with the contents of each cell in the left 
(vertical) column of the range A2 to B10 within the file Client.csv. When 
entering this formula, you can add the yellow highlighted section of the formula 
by moving the cursor into this file and dragging it to highlight all of the cells in 
both columns, so it includes the look-up value and the result. The ‘,2’ in the 
formula tells Excel to look in the second column of 
this range. The ‘False’ (or ‘0’) condition forces an 
exact match. When it finds a match, it will take the 
value or label stored in the second column which is to 
the right of the matched cell. Replicate this formula 
into cells C4 to C22.

The first few results should look similar to this.

Save the spreadsheet as Task_8x.

Activity 8o
Using	suitable	spreadsheet	software,	open	and	examine	the	data	in	the	files	
AlpHotels.csv	and	Rooms.csv.

Open	the	file	RoomRates.csv	and	save	this	as	a	spreadsheet.	Row	1	contains	
the	room	type	code	and	column	A	contains	the	hotel	code.	Enter	formulae	in	
appropriate	cells	in	row	2	to	display	the	room	type	for	each	code.

Enter	formulae	in	the	appropriate	cells	to	display,	in	column:
l	 B	the	name	of	each	hotel
l	 C	the	address	of	each	hotel
l	 D	the	Zip	code	for	each	hotel.

Merge	cells	B2	to	D2.	Hide	column	A	and	row	1.	Save	the	spreadsheet	as	
Activity_8o.

XLOOKUP function
Advanced look-up functions
Simple look-up functions will enable many solutions but have limitations, you 
have to work out whether vertical or horizontal is required and you can only 
look down a list (in VLOOKUP) or to the right (in HLOOKUP). Other more 
advanced lookup solutions such as INDEX and MATCH can work with both 
horizontal and vertical ranges of data. INDEX and MATCH together become 
a nested function, which makes this type of solution more complex, although 
it offers greater flexibility. We will first look at each function individually, then 
how to combine them for a two-way lookup.

INDEX function
The INDEX function returns values from a given location in a table, where the 
user specifies the row and column position of the item in the table.
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Task 8y
Tawara’s	top	U17	athletes	have	been	timed	for	
the	100	m	sprint.	The	results	have	been	stored	in	
Athletics.csv.	Open	and	examine	this	file,	save	it	as	a	
spreadsheet	and	format	it	like	this.

The	sporting	directors	are	choosing	the	athletes	for	
the	100	m	relay	teams.	They	have	decided	to	use	the	
fastest	runner	in	position	4,	then	the	next	fastest	in	
position	1,	then	the	next	fastest	in	position	2	and	the	
fourth	fastest	in	position	3.	The	fifth	and	sixth	fastest	
runners	will	be	selected	as	reserves.	Enter	formulae	
in	the	appropriate	cells	so	that	the	teams	(in	running	
order)	and	reserves	are	displayed.

Save	the	spreadsheet	as	Task_8y.

Open and examine the file Athletics.csv; you will notice that lists of athletes 
are split into male and female and ordered with the fastest athletes at the top. 
Format the spreadsheet as shown.

Enter in cell B6 the formula =INDEX($A$16:$C$40,2,2), which looks in 
the range of cells between A16 and C40, finds the second row in that range, 
then returns the value held in the second column, which in this case, is the 
name of Jade Naylor. Jade was the second fastest runner, so will run first in the 
relay race. In cell B7, a similar formula =INDEX($A$16:$C$40,3,2) finds 
the third row in that range and returns the second cell within that row, which 
returns ‘Paige Rice’. Copy, paste and edit these formulae for all 12 athletes. The 
formulae and results should look like this.

Save the spreadsheet as Task_8y

MATCH function
The MATCH function searches for a specified item in a range of cells and 
returns the relative position of that item in the range.
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Task 8z
Open	and	examine	the	file	SkiRace.csv.	
Skiers	finish	the	course	as	fast	as	possible	
but	go	down	the	course	one	at	a	time.

Open	and	examine	this	file,	save	it	as	a	
spreadsheet	and	format	it	like	this.

Without	changing	the	data,	display	the	
data	for	the	skier	who	had:
•	 a	starting	position	of	number	64
•	 finished	first.

Save	the	spreadsheet	as	Task_8z.

Open and examine the data in the file. The reference position in the list of 
skiers needs to be located, as the order of the list will not change. Enter the test 
data 30 into cell B2, as this is the first item in the list to be referenced. Enter in 
cell B3 the formula =MATCH($B$2,$B$10:$B$165,0), which matches the 
contents of cell B2 (in this case the test data 30), with the first 30 it finds within 
the range B10 to B165. The final ‘,0’ instructs Excel to find an exact match. 
This test data gives a list reference of 1 as this is the first position in the list. 
Change cell B2 to 77 which returns a list reference of 2.

Place in cell E3 the formula =MATCH($E$2,$E$10:$E$165,0) and 111 as 
test data in cell E2, which will return a value of 1 (the first item in the list).

Advice
The	alternatives	for	this	final	match-type	attribute	is	a	1	for	Less than,	if	an	exact	
match	cannot	be	made,	or	-1	for	Greater than.	Try	changing	the	test	data	in	B2	to	
30.6	where	an	exact	match	cannot	be	found,	then	change	this	attribute	to	-1,	then	
1	and	study	the	results.	You	will	notice	that	if	the	data	is	not	in	ascending	order	
with	the	1	attribute,	it	gives	errors	and	if	the	data	is	not	in	descending	order	with	
the	-1	attribute	it	gives	errors.

INDEX and MATCH together
When INDEX and MATCH are used together, they allow us to look up a value 
in a table using both rows and columns. We will study that later, but first let us 
get used to using the functions together.

In a copy of Task 8z, enter in cell B4 the formula =INDEX($A$10:$E$165, 
MATCH($B$2,$B$10:$B$165,0),1), which nests a MATCH function 
within the INDEX function. The formula looks within the range A10 to E165, 
using the row position (list reference derived using the MATCH function, 
highlighted here in yellow) and the column position set to the value 1. The 
yellow highlighted portion is the function placed in cell B3 to work out the row 
position within the data.

Advice
For	this	task	we	could	have	placed	the	formula	=INDEX($A$10:$E$165,B3,1)	in	
B4	which	would	give	the	same	result;	however	this	is	often	less	efficient	as	it	
uses	two	cells	to	perform	the	task	rather	than	one.
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Place similar formulae in cells B5 to B7 and in E4 to E7 so that they look like this.

Now change B2 to contain 64 and E2 to  
contain 1. Save the spreadsheet as Task_8z. 
The spreadsheet should look like this.

Task 8aa
Open	and	examine	the	file	CityTemp.csv.	This	shows	the	average	temperature	in	
some	American	towns	and	cities	for	each	month.

Use	this	to	create	a	spreadsheet	so	that	the	name	of	the	city	and	the	month	are	
entered	into	cells	B3	and	B4	and	the	average	temperature	for	that	time	and	place	
are	returned	in	cell	B5.

Use	this	to	display	the	temperature	in	Denver	in	February.

Save	the	spreadsheet	as	Task_8aa.

Open and examine the data in the file. Place test data ‘Akron’ (which is a short 
name so is quick to type and near the top) in cell B3 and ‘Jan’ in B4. Enter in 
cell B5 the formula =INDEX(B8:M253,MATCH(B3,A8:A253,0), 
MATCH(B4,B7:M7,0)), which nests two MATCH functions within the 
INDEX function. It looks within the range B8 to M253, using the row position 
(list reference) highlighted in yellow and the column position highlighted 
in blue. The row position (yellow) matches the contents of cell B3 with the 
names of the cities in the range A8 to A253 and the ‘,0’ forces an exact 
match. The column position (blue) matches the contents of cell B4 with the 
abbreviated names of each month in the range B7 to M7; again the ‘,0’ forces 
an exact match. The value returned for the test data should be -3.8 degrees. 
It is important to get the order of this correct with the row positions before 
the column positions. Change the data so that B3 contains ‘Denver’ and B4 
contains ‘Feb’. Save the spreadsheet as Task_8aa.

Activity 8p
Open	the	file	TGCosts.csv	and	save	this	as	a	
spreadsheet.	Format	the	spreadsheet	to	look	like	this.

Two	look-up	tables	have	been	provided,	so	make	sure	
you	select	the	correct	table	for	this	activity.	The	length	
and	width	of	the	required	granite	are	entered	into	cells	
B4	and	B5	by	the	user.	The	price	will	be	displayed	in	
cell	B6.	If	a	customer	wants	granite	that	is	smaller	
than	one	of	the	stock	sizes,	it	will	be	cut	from	the	
nearest	size	and	the	price	for	that	size	will	be	charged.

Use	the	spreadsheet	to	calculate	the	price	of	granite	with	a	length	of	262	and	a	width	of	148.	Save	the	
spreadsheet	as	Activity_8p.
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Working with strings
Concatenate strings
A string is a name given to a list of text characters, but it can include numbers. 
The word concatenate means to join (link together) and there is both a function 
and an operator in Excel to perform this.

Task 8ab
Open	and	examine	the	file	Employees.csv.

Place	a	formula	in	cell:
•	 H2	to	display	the	employee’s	full	name
•	 I2	to	display	the	employee’s	name	in	the	format	‘Family_name:	Given_name’.

Place	a	function	in	cell:
•	 J2	to	display	the	employee’s	full	name
•	 K2	to	display	the	employee’s	name	in	the	format	‘Family_name:	Given_name’
•	 L2	to	display	the	entire	address	with	the	postcode,	with	each	part	separated	

with	a	comma	then	a	space.

Replicate	these	for	all	employees.	Save	the	spreadsheet	as	Task_8ab.

The easiest method of joining two string values is to use the & (ampersand) 
operator. Open and examine the file Employees.csv. Enter in cell H2 the 
formula =B2&" "&C2, which takes the contents of cell B2, adds a space, then 
the contents of cell C2, so that it displays ‘Kristy King’.

Enter in cell I2 the formula =C2&": "&B2 which takes the contents of cell C2, 
adds the text in the speech marks, a colon and a space, then the contents of cell 
B2 so that it displays ‘King: Kristy’.

This method cannot be used to answer the final three questions as the question 
explicitly asks us to ‘Place a function in …’ and the ampersand operator is not a 
function, because functions have names.

CONCATENATE function
The CONCATENATE function joins up to 30 string items together and displays 
the result as text. Enter in cell J2 the formula =CONCATENATE(B2," ",C2), 
which takes the contents of cell B2, adds a space, then the contents of cell C2 
so that it displays ‘Kristy King’. Compare this function and its result with that 
placed in cell H2.

Enter in cell K2 the formula =CONCATENATE(C2,": ",B2), which takes the 
contents of cell C2, adds the text in the speech marks, a colon and a space, then 
the contents of cell B2 so that it displays ‘King: Kristy’. Compare this function 
and its result with that placed in cell I2.

Enter in cell L2 the formula =CONCATENATE(D2,", ",E2,", ",F2), which 
returns the address for this employee stored as a single string, with comma 
delimiters so that the data can be extracted from it again if required.

Replicate these formulae for all employees. Save the spreadsheet as Task_8ab.

Extracting data from strings
Data can be extracted from strings in many different ways. There are three 
functions that are most often used for this process. They extract characters 
from the left, right or middle of the string. As well as extracting data, you can 
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identify the length of the string and there are other functions that allow you to 
find the position of a character (or substring) in a string.

Task 8ac
Open	and	examine	the	file	Employees2.csv.

Place	formulae	to	extract	from	the	employee	reference	number,	in	cell:
•	 D2	to	display	the	first	three	characters
•	 E2	to	display	the	last	five	characters
•	 F2	to	display	the	code	for	the	workplace	which	is	stored	as	the	third	character
•	 G2	to	display	the	third	to	the	seventh	characters	(inclusive).

Place	a	formula	in	cell:
•	 H2	to	display	the	length	of	the	employee’s	name
•	 I2	to	find	the	position	of	the	colon	in	the	name
•	 J2	to	display	the	employee’s	family	name
•	 K2	to	display	the	employee’s	given	name
•	 M2	to	display	the	name	of	the	town	or	city	where	the	employee	lives.

Replicate	these	for	all	employees.	Save	the	spreadsheet	as	Task_8ac.

LEFT function
The LEFT function extracts a number of characters from the left-hand side of a 
string.

Open and examine the file Employees2.csv. Enter in cell D2 the formula 
=LEFT(A2,3), which displays the first three characters from the contents of cell 
A2, so that it displays ‘CTD’.

RIGHT function
The RIGHT function extracts a number of characters from the right-hand side of 
a string.

Enter in cell E2 the formula =RIGHT(A2,5), which displays the last five 
characters from the contents of cell A2, so that it displays ‘0001D’.

MID function
The MID function extracts a number of characters from the middle of a string. 
To use the MID function, you must specify the string to be extracted from, 
then the start position within the string, then the number of characters to be 
extracted.

Enter in cell F2 the formula =MID(A2,3,1), which extracts from the contents 
of cell A2, starts at the third character, and extracts just a single character, so 
that it displays the letter ‘D’.

Enter in cell G2 the formula =MID(A2,3,5), which performs a similar extract 
but takes five characters rather than one (as the third to seventh character 
requires five), so that it displays the string ‘D0001’.

LEN function
The LEN function counts the number of characters within a string. Although 
this function is very easy to use, it is useful when included in nested functions to 
solve more complex tasks.

Enter in cell H2 the formula =LEN(B2), which counts all the characters held in 
B2 including the colon and the space and returns the value 12.
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Searching within a string
There are two functions in Excel that allow you to search within a string and 
both work in a similar way. The FIND function allows case-sensitive searching 
but cannot be used with wildcard characters. The SEARCH function is case-
insensitive but allows searching with a * (wildcard symbol). Both would provide 
similar solutions to these tasks but for these exercises we will only study the 
FIND.

FIND function
The FIND function returns a numeric value that represents the position of a 
character or substring within a string.

Enter in cell I2 the formula =FIND(":",B2), which looks character by character 
for the string  ":", in this case a single colon. When it finds the first colon in the 
string held in B2, it returns the numeric position of that character, which is 5.

This will be needed to allow is to split the name into two parts, as most names 
are not the same length. The family name is stored as the first part of the name 
in cell B2 so we will use the LEFT function for the extraction. Enter in cell J2 
the formula =LEFT(B2,FIND(":",B2)-1), which takes the left characters from 
B2. To find the number of characters to be extracted, Excel has located the 
position of the colon in the string (as we did in cell I2) and has extracted all 
characters up to that point. The -1 removes the colon itself from the extract. 
This returns the string ‘King’.

The given name is stored as the second part of the name in cell B2, so we will 
use the RIGHT function for the extraction. This is slightly more complex, 
because we have to have to work out the length of the overall string and 
subtract number of characters up to the colon, as well as the space to get 
the number of characters in the given name. Enter in cell K2 the formula 
=RIGHT(B2,(LEN(B2)-FIND(":",B2)-1)) which takes the right characters 
from B2. To find the number of characters to be extracted, Excel has calculated 
the length of the string, then subtracted the length of the family name and 
the -1 removes the space. This returns the string ‘Kristy’.

The extraction of the name of the town or city from the address requires two 
stages. As FIND (and SEARCH, had we chosen to use that) finds the position 
of the first character (or substring) searching from left to right, we must find the 
first comma in the address, extract the text after it (not including the space) and 
then remove the text including and after the second comma. It is not necessary 
to use two cells for this but it will be easier for you to understand the method.

Enter in cell L2 the formula =MID(C2,FIND(",",C2)+2,50), which although 
it uses a MID function, extracts the right characters from C2 without having to 
calculate its length. The length of each address, each town and each post code 
may be different. We cannot work out the exact number of characters to extract 
as the there are two commas in the address string. A figure that is too large has 
been chosen for the number of characters, in this case 50, to cater for any long 
addresses that may be added in the future. This formula returns ‘Dundee, DU9 
3UH’.

Enter in cell M2 the formula =LEFT(L2,FIND(",",L2)-1), which extracts 
the left characters up to (but not including because of the -1) the comma and 
returns ‘Dundee’.

These two functions could have been entered as a single function, but the 
efficiency of this is debatable as the content of the calculation in L2 is used 
twice within M2. Enter into cell N2 the formula =LEFT(MID(C2,FIND 
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(",",C2)+2,50),FIND(",",MID(C2,FIND(",",C2)+2,50) )-1), which is the 
combined result. Which do you think is the most efficient method?

Replicate these formulae for all employees. Save the spreadsheet as Task_8ac.

Activity 8q
Open	the	file	Employees3.csv,	examine	it	carefully	and	save	this	as	a	
spreadsheet.

Enter	formulae	in	columns	D,	E	and	F	to	display	each	employee’s	address	
separated	into	its	three	parts.

Save	the	spreadsheet	as	Activity_8q.

Changing case
Strings can be set into upper case (capitals), lower case or a mixture of the two. 
We are now going to create a mixture of upper-case and lower-case text by 
forcing text to be upper and lower case and then concatenating the parts.

Task 8ad
Open	and	examine	the	file	Strings.csv.

Enter	a	function	in	cell:
•	 B5	to	display	the	original	string	in	capitals
•	 B6	to	display	the	original	string	in	lower	case	text
•	 B7	and	B8	to	compare	string	A	and	string	B
•	 B9	and	B10	to	return	the	ASCII	values	of	strings	A	and	B
•	 B12	to	return	the	character	from	the	given	ASCII	value
•	 B13	to	return	the	length	of	the	original	string
•	 B16	and	B17	to	return	the	values	in	binary	and	hexadecimal
•	 B20	and	B21	to	return	the	values	in	decimal	and	hexadecimal
•	 B24	and	B25	to	return	the	values	in	binary	and	decimal.

Save	the	spreadsheet	as	Task_8ad.

UPPER function
The UPPER function returns the contents of a string as upper-case characters.

Open the file and place the cursor in cell B6. Enter the formula =UPPER(B1), 
which will return the contents of cell B1 set into upper case.

LOWER function
The LOWER function returns the contents of a string as lower-case characters.

Open the file and place the cursor in cell B7. Enter the formula =LOWER(B1), 
which will return the contents of cell B1 set into lower case.

Comparing strings
Excel can compare strings in many ways. Most of these methods ignore case, for 
example: enter in cell B8 the formula IF(B2=B3,"Y","N"), which will compare 
the two cells and return ‘Y’ if they are the same and ‘N’ if they are not the 
same. In this case the result is ‘Y’ which tells us that Excel does not compare 
case with an IF function. It also ignores case with other functions including 
VLOOKUP, HLOOKUP and INDEX and MATCH.
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EXACT function
The EXACT function compares two strings to check that they are exactly the 
same (including case).

Enter in cell B9 the formula =IF(EXACT(B2,B3),"Y","N"), which does return 
the expected result of ‘N’, as the two strings are not identical.

Convert strings to ASCII values
It may be necessary to convert a string into an ASCII value, which is the code 
used by a computer to identify each letter or symbol on the keyboard.

CODE function
The CODE function returns the ASCII (numeric) code for a given character. If 
more than one character is present in a string, this function returns the code of 
the first character.

Enter in cell B10 the formula =CODE(B2), which returns the value 65. Enter 
in cell B11 the formula =CODE(B3), which returns the value 97. We can see 
that the ASCII codes for these two strings are very different.

CHAR function
The CHAR function returns the ASCII character for a given numeric code.

Enter in cell B12 the formula =CHAR(B4), which returns the ASCII character 
for this numeric code, in this case the character ‘q’.

LEN function
Enter in cell B13 the formula =LEN(B1), which returns the value 11, as there 
are five letters + one space + five numbers.

Working with number bases
We are familiar with using numeric values in our spreadsheet; these are all 
displayed in base 10 (decimal), but sometimes we need to convert numbers 
between different number bases often to/from base 2 (binary) or base 16 
(hexadecimal). In Excel there are some functions that convert these values.

DEC2BIN function
The DEC2BIN function converts a decimal (base 10) number into its binary 
(base 2) equivalent.

Enter in cell B16 the formula =DEC2BIN(B15), which returns, for the decimal 
number 78, the value 1001110.

DEC2HEX function
The DEC2HEX function converts a decimal (base 10) number into its 
hexadecimal (base 16) equivalent.

Enter in cell B17 the formula =DEC2HEX(B15), which returns, for the 
decimal number 78, the value 4E.

BIN2DEC function
The BIN2DEC function converts a binary (base 2) number into its decimal 
(base 10) equivalent.

Enter in cell B20 the formula =BIN2DEC(B19), which returns, for the binary 
number 11111111, the value 255.
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BIN2HEX function
The BIN2HEX function converts a binary (base 2) number into its hexadecimal 
(base 16) equivalent.

Enter in cell B21 the formula =BIN2HEX(B19), which returns, for the binary 
number 11111111, the value FF.

HEX2BIN function
The HEX2BIN function converts a hexadecimal (base 16) number into its 
binary (base 2) equivalent.

Enter in cell B24 the formula =HEX2BIN(B23), which returns, for the 
hexadecimal number FE, the value 11111110.

HEX2DEC function
The HEX2DEC function converts hexadecimal (base 16) number into its 
decimal (base 10) equivalent.

Enter in cell B25 the formula =HEX2DEC(B23), which returns, for the 
hexadecimal number FE, the value 254. Save the spreadsheet as Task_8ad.

Date and time functions
Although date and time values in Microsoft Excel are displayed as dates/times, 
each one is actually stored as a number. The integer part of the number stores 
the date and the decimal part of the number stores the time. The number 1 
represents the 1 January 1990, the number 2 the 2 January 1990 etc. Times are 
stored as parts of the day, 0.5 is 12 noon, so a value of 2.5 would be 12 noon on 
2 January 1900. 1 January 2022 at 6 a.m. would be stored as 44562.25 because 
this is 44 562 days after 1 January 1900 and 6 a.m. is exactly a quarter of the 
way through the day.

Advice
Dates	shown	in	this	chapter	are	in	day,	month,	year	(UK)	format.	If	you	use	month,	
day,	year	(US)	format	you	will	need	to	adjust	your	formulae	accordingly.

WEEKDAY function
WEEKDAY is used to return a number between 1 and 7 from a given date. If the 
day is a Sunday, 1 is returned, Monday is 2 and so on.

Task 8ae
Open	and	examine	the	file	JanSales.csv.	For	each	order,	display	in	column	F,	the	
day	of	the	week	that	the	order	was	placed.	Save	the	spreadsheet	as	Task_8ae.

Open and examine the data in the file. Enter in cell E2 the formula 
=WEEKDAY(C2), which returns the code for the day, in this case ‘2’. Enter 
in cell F2 the formula =VLOOKUP(E2,$H$2:$I$8,2,0), which looks up the 
code and displays the text from the adjacent cell, in this case ‘Monday’.

Replicate both formulae for all orders. Save the spreadsheet as Task_8ae.

483057_08_CAIE_AS_Level_IT_BP_145-228.indd   187 5/7/20   6:22 PM

SAMPLE



188

8

8 
SP

R
E

A
D

SH
EE

TS

Task 8af
Create	a	new	spreadsheet	like	this.

Place	functions	in	cells	B2,	B3	and	B4	to	display		
the	day,	month	and	year	parts	of	the	date	in	cell	B1.

Save	the	spreadsheet	as	Task_8af.

DAY function
DAY is a function that is used to return the day part of a given date, as a number 
between 1 and 31.

Create a new spreadsheet as shown and enter in cell B2 the formula =DAY(B1), 
which will return the value 20.

MONTH function
MONTH is a function that is used to return the month part of a given date, as a 
number between 1 and 12.

Enter in cell B2 the formula =MONTH(B1), which will return the value 5.

YEAR function
YEAR is a function that is used to return the year part of a given date.

Enter in cell B2 the formula =YEAR(B1), which will return the value 2022.

Save the spreadsheet as Task_8af.

Task 8ag
Create	a	new	spreadsheet	like	this.

Place	functions	in	cells	B5,	B6	and	B7	to		
display	the	number	of	days,	months	and		
years,	respectively,	between	the	first	date		
and	the	second	date.

Save	the	spreadsheet	as	Task_8ag.

Calculate the number of days between two dates – Method 1
Create a new spreadsheet as shown. To calculate the number of days between 
two dates, do not use any date functions, just subtract the first date from the 
second by entering in cell B5 the formula =B2-B1, which will return the result 
of the calculation in date format as 05/07/1901. To display the number of days, 
you need to format this cell as a number. Select the Home tab, in the Number 
group click on the drop-down menu for formatting like this.

Select the top option for General formatting and the value shown in the cell 
will change to 552.

Try swapping the two dates entered so that the first date is 23/11/2023 and 
the second date is 20/05/2022. This will result in a negative value in cell B5. 
To avoid negative values, you can use the ABS function.
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Calculate the number of years between two dates – Method 1
At first glance it would appear that to calculate the number of years between 
two dates, you need to subtract the YEAR function of the first date from the 
YEAR function for the second date. This does find the difference in years 
between two dates but if the two dates were 31/12/2022 and 1/1/2023 then 
this would return a one-year difference even though there is only really a one-
day difference. It is more accurate to use the number of days and divide this by 
365.25 (which is the approximate number of days per year).

Enter in cell B6 the formula = INT((B2- B1)/365.25), which will return the 
value 1.

DATEDIF function
Although undocumented in Excel, the DATEDIF function will calculate the 
date difference between two dates and display the number of days, months or 
years between the two dates. The syntax for this function is =DATEDIF( start 
date , end date, return code).

The start date and end date MUST be in the correct order and the different 
return codes can be seen in Table 8.6.

Code What it does

"D" Returns the difference in days between the start date and end date.

"M" Returns the difference in months between the start date and end date.

"Y" Returns the difference in years between the start date and end date.

"MD" Returns the difference in days, ignoring the months and years, between the 
start date and end date.

"YM" Returns the difference in months, ignoring the days and years, between the 
start date and end date.

▲ Table 8.6 Ways of using the DATEDIF codes

Calculate the number of days between two dates – Method 2

Enter in cell B12 the formula =DATEDIF(B$1,B$2,"D"), which will return 
the value 552.

Calculate the number of months between two dates
Enter in cell B13 the formula =DATEDIF(B$1,B$2,"M"), which will return 
the value 18.

Calculate the number of years between two dates – Method 2
Enter in cell B14 the formula =DATEDIF(B$1,B$2,"Y"), which will return 
the value 1.

Save the spreadsheet as Task_8ag.

Task 8ah
Create a new spreadsheet like this.

Place functions in cells B3, B4 and B5 to  
display the hour, minute and second parts  
of the time in cell B1.

Save the spreadsheet as Task_8ah.
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HOUR function
The HOUR function is used to return a number between 0 and 23 from a given 
time.

Create a new spreadsheet as shown and enter in cell B3 the formula 
=HOUR(B1), which will return the value 18, because Excel stores the time 
using the 24-hour clock.

MINUTE function
MINUTE is a function that is used to return a number between 0 and 59 from a 
given time.

Enter in cell B4 the formula =MINUTE(B1), which will return the value 7.

SECOND function
SECOND is a function that is used to return a number between 0 and 59 from a 
given time.

Enter in cell B5 the formula =SECOND(B1), which will return the value 3. 
Save the spreadsheet as Task_8ah.

Task 8ai
Create	a	new	spreadsheet	like		
this.

Place	functions	in	cells	B5,	B6		
and	B7	to	display	the	difference		
between	the	two	times	in	terms		
of	the	number	of:
•	 hours
•	 hours	and	minutes
•	 hours	minutes	and	seconds

between	the	first	time	and	the	second	time.

Save	the	spreadsheet	as	Task_8ai.

The same calculation will be performed for all three of these different results, 
by subtracting one time from the other (and if required, using the ABS function 
to ensure a positive result). The format of the resulting answer can be specified 
using the TEXT function, depending whether the result is required in hours, 
hours and minutes, or hours, minutes and seconds.

Enter into cell B5 the formula =TEXT(ABS($B$2-$B$1),"h"), which will find 
the difference between the two cells, make sure that it is a positive difference 
and then format the cell as text displaying only the hour portion. This displays a 
2 in this cell.

Use the drag handle to replicate this formula into cells B6 and B7. Edit the 
formula in cell B6 to =TEXT(ABS($B$2-$B$1),"hh:mm"), which formats the 
result to hours and minutes. The "hh" forces the hours to display as two digits 
like this ‘02:53’.

Edit the formula in cell B7 to =TEXT(ABS($B$2-$B$1),"hh:mm:ss"), which 
formats the result as hours, minutes and seconds and displays ‘02:53:00’. Save 
the spreadsheet as Task_8ai.
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Task 8aj
Open	and	examine	the	file	BusTimes.csv.

For	each	journey,	if	the	bus	was	late,	calculate	the	number	of	minutes	it	was	late.	
Calculate	the	total	number	of	minutes	that	the	buses	were	late.

Save	the	spreadsheet	as	Task_8aj.

This problem is not as simple as it appears. One solution would be to check if 
the bus was late, then to calculate how late it is. As the data is formatted and 
displayed as text, it needs converting into a numeric value, so that the total 
minutes late can be calculated. This solution assumes that no bus is going to be 
more than a few hours late.

Open and examine the file. Enter in cell E2 the formula =IF(D2>C2,TEXT 
(D2-C2,"hh:mm"),"00:00"), which displays ‘00:00’ if the bus was on time or 
early and displays the time a bus was late as a text string in "hh:mm" format if 
the bus was late.

Enter in cell F2 the formula =(LEFT(E2,2)*60+RIGHT(E2,2)), which 
multiples the left two characters of E2 (the hour part of the late column) by 60 
to turn them into minutes. This is added to the two right characters of E2 (the 
minutes part) to give the total minutes late stored as an integer value. This only 
works on the data stored in cell E2 because it is stored as text and will not work 
on the data in cells such as C2 and D2, which are not stored as text.

Replicate these formulae for all journeys. Enter in cell F119 the formula 
=SUM(F2:F118), which returns a value of 467. Save the spreadsheet as 
Task_8aj.

Task 8ak
Create	a	new	spreadsheet	like	this.

Make	sure	that	all	cells	are	appropriately		
formatted	as	date	and	time.	Calculate		
the	flight	duration	in	hours	and	minutes.

Save	the	spreadsheet	as	Task_8ak.

As long as cells B2 and B5 are formatted as date and cells B3 and B6 are 
formatted as time, the following solution works.

Enter in cell B8 the formula =TEXT((B5+B6)-(B2+B3),"hh:mm"), which 
displays 14:55 in the correct format.

Save the spreadsheet as Task_8ak.

Activity 8r
Open	the	file	Flights.csv	and	save	this	as	a	spreadsheet.	For	each	flight,	
calculate	its	duration	and	display	this	in	hours	and	minutes.	Calculate	the	
average	duration	for	all	flights.

Save	the	spreadsheet	as	Activity_8r.
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Visually verify the accuracy of your data entry
The most common reason for making mistakes is the lack of accurate data entry. 
Although it appears obvious, each label and item of data entered should be 
carefully checked to make sure that there are no spelling errors or errors in the 
spacing or case (upper or lower case letters) of the labels entered. You should 
visually verify this by comparing the label or data with that provided in the task.

8.1.3 Validation rules
Data entry errors can also be reduced by adding validation rules to your 
spreadsheet.

Task 8al
Open	and	examine	the	spreadsheet	you	saved	as	Task_8u.

Fourteen	students	have	yet	to	sit	the	test.	All	test	scores	must	be	whole	
numbers.	The	highest	score	is	10.	Apply	appropriate	rules	to	ensure	only	
acceptable	data	can	be	entered.

Save	the	spreadsheet	as	Task_8al.

Open and examine the spreadsheet. The task requires you to validate the data 
entry, although the word is deliberately not used. Fourteen students have yet to 
sit the test, so highlight all cells in the range C8 to C80 which is where the data 
has been and will be entered. Select the Data tab, in the Data Tools group, 
click on the Data Validation icon.

This opens the Data Validation window. In the Allow secion click on the 
top drop-down menu arrow.

Select Whole number from the list. The validation window changes and 
the Data group becomes available. Click on the drop-down list and select 
between (if it is not already selected). Place 0 in the Minimum value box, 
which is the lowest possible test score and in the Maximum value box, 
place 10.

Although we have now set the validation rule, we must also enter 
appropriate text that will be displayed if a user enters data that does not 
meet the rule. Select the Error Alert tab.

Enter in the Title box the text Data entry error! to inform the user  
that an error has occurred. Enter in the Error message box the text  
‘Please enter a whole number between 0 and 10 (inclusive)’. These  
messages clearly inform the user that they have made a mistake and  
more importantly what they should do to rectify this error.

It is also useful to display an input message before the user  
enters data, telling them what data is acceptable. To do this  
select the Input Message tab.
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Enter an appropriate Title which informs the user what data is being  
entered. Add an appropriate Input Message that informs the user what  
data entry is accepted before they make a data entry error.

Click on the  button to activate the validation rule. We will test  
this rule in Section 8.2. Save the spreadsheet as Task_8al.

Task 8am
Open	and	examine	the	spreadsheet	you	saved	as	Task_8f.

New	products	need	to	be	added	to	the	list.	The	only	chipset	manufacturers	
used	by	this	company	are	AMD	and	Intel.	A	list	of	supported	socket	types	
can	be	found	in	the	file	Socket.csv.	Apply	appropriate	rules	to	ensure	only	
acceptable	data	can	be	entered.

Save	the	spreadsheet	as	Task_8am.

Open and examine the spreadsheet. The task requires you 
to validate the data entry for the chipset manufacturers in 
column G, although not the top four cells. Highlight a 
range of cells from G5 to (at least) G130. Open the Data 
Validation window and select the Settings tab. In the 
Allow group, select List from the drop-down menu. In 
the Source box type ‘AMD,Intel’ like this.

Add appropriate input and error messages before clicking 
on  . For the supported socket types, open and 
examine the file Socket.csv. It contains a list of the 
supported socket types with a header row. Copy cells A1 
to A12 and paste these as cells into a new worksheet in 
your Task_8f workbook. Rename this worksheet Socket. 
Select the Task_8f worksheet and highlight a range of 
cells from F5 to (at least) F130. Open the Data Validation 
window and select the Settings tab. In the Allow group, 
select List from the drop-down menu. Click the left 
mouse button in the Source box and drag the cursor in 
the worksheet Socket to highlight cells in the range A2 to 
A12 like this.

Add appropriate input and error messages before clicking 
on  . We will test this rule in Section 8.2. Save the 
spreadsheet as Task_8am.

Advice
You	cannot	use	external	references	with	data	validation	
in	Excel.	Copy	the	data	from	the	external	source	into	your	
current	worksheet	of	workbook.

Task 8an
Open	and	examine	the	spreadsheet	you	saved	as	Task_8aa.

Ensure	that	only	valid	data	can	be	added	in	cells	B3	and	B4.

Save	the	spreadsheet	as	Task_8an.
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Open and examine the spreadsheet. The formula placed in 
cell B5 will generate a #N/A error if invalid data is entered 
into B3 or B4. Place the cursor in cell B3. Open the Data 
Validation window and select the Settings tab. In the 
Allow group, select List from the drop-down menu. Click 
the left mouse button in the Source box and highlight 
cells A8 to A253 like this.

Perform similar action to set validation in cell in B4 using 
the cell range B7 to M7 as the data source.

As you move the cursor into each of these cells, a drop-
down list of valid cities/months appears to the right of 
the cell. This will assist the user as they can now click on 
the item instead of typing which will reduce typographical 
errors.

Save the spreadsheet as Task_8an.

Advice
Selecting	from	a	list	with	data	validation	in	Excel	offers	the	user	a	drop-down	list	
of	valid	options	to	click	on.

Activity 8s
Open	the	file	you	saved	as	Activity_8m.

Apply	appropriate	validation	to	ensure	that	all	grades	entered	are	within	the	
range	1	to	9	inclusive.

Save	the	spreadsheet	as	Activity_8s.

8.1.4 Formatting
Format cells
As we have already seen when using date and time function, the format Excel 
stores data in is not the same as the format used to display that data.

Task 8ao
Open	and	examine	the	file	Format.csv.

Format	cells	in	the	range	B3	to	C12	to	match	the	display	style	described	in	
column	A.

Save	the	spreadsheet	as	Task_8ao.

The quickest way to format cells is to  
highlight cells B3 to D3, select the Home  
tab and in the Number group, use the  
drop-down menu to select the cells as  
General number format.

Repeat this for each display format. Your results may differ  
from this, because the regional settings and installation  
settings of Excel are likely to be different. Although this is  
the quickest method, it does not give you the flexibilty to  
change the settings like the number of decimal places displayed.
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Format numbers
Highlight cells in the range B4 to D4. Select the Home tab, in the Number 
group click on the dialogue box launcher.

This opens the Format Cells window. Use this to 
change the number of decimal places of this number 
from 2 to 1.

You will notice that the numbers displayed have 
changed:

From 42.00 0.25 2.5

To 42.0 0.3 2.5

The numbers stored have not changed; for example 
if you enter in cell F4 the formula =2*C4, it will 
return the value 0.5 rather than 0.6.

As you can see, the figure displayed in C3 is not the 
one used for the calculation. It is important for you 
to use functions like ROUND and INT, rather than 
just formatting where appropriate.

Format currency
Examine the formatting of cells B5 to D5. The 
computer has assumed that because my machine is 
configured for the UK, that the settings required 
are £ sterling. In almost all practical questions 
the required currency will be given to you in the 
question paper. Change these three cells into 
Australian dollars. To do this select these three 
cells, then open the Format Cells window. Use the 
drop-down menu in the Symbol box to select the 
required currency, in this case $ English (Australia).

Some currencies like Japanese Yen have no decimal 
places and so will need to be formatted to zero 
decimal places. If the currency symbol that you 
are looking for (for example ¥, the symbol for the 
Japanese yen) does not appear in the drop-down list, 
use the ISO code for the country, in this case, JPY. 
These are found at the bottom of the menu list.
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Format dates
Excel holds a number of preformatted styles for dates. 
These are selected by highlighting and opening the 
Format Cells window. Use the drop-down menu in the 
Type box to select the required date format.

You may find that your list is different to this. These 
differences are due to the settings applied to your software, 
both in Windows and in Excel. Different regional settings 
will offer different format options, for example in the 
United Kingdom the date for 25 March 2023 may be 
formatted as 25/03/2023, yet on a machine in the USA it 
may be formatted as 03/25/2023. The regional variations 
of these settings can be changed using the drop-down list 
for Locale (location):.

This allows dates in long-date format (those with a text component), like 25 
March 2023, to be formatted into different languages, such as 25 de marzo 
de 2023 in Spanish. You may be required to produce different versions of a 
spreadsheet, formatted for audiences in different parts of the world, as part of 
the practical examinations.

Remember earlier in the chapter, we also applied some specialized date formats 
to cells using the text function. This can be used to specify formats that are not 
available in these drop-down lists. Enter in cell F6 the formula =TEXT(B6,"dd 
mm yyyy"), in G6 =TEXT(B6,"dd mmm yyyy"), in H6 =TEXT(B6,"dd 
mmmm yyyy"). What do you notice about the results?

Format times
Time values can be formatted in a similar way to the date. Different format 
types can be selected from a list of Type: options. Again, you can restrict the 
types to different regional variations using the Locale (location): list.

Format percentages
This is again set in the the Format Cells window. Highlight cells B9 to D9 and 
examine the formatting. These cells have automatically been formatted to two 
decimal places which is not appropriate for the figures displayed. Change it to 
display integers by setting the Decimal Places box to 0.

It is important to remember that if you want to display 25% in a cell, you must 
enter 0.25 before formatting the cell as a percentage value. Before working 
with percentages, make sure that you understand the maths needed to change 
decimals to percentages.

Advice
A	shortcut	to	format	as	percentage	values,	is	to	use	the	%	icon	
in	the	Number	group	of	the	Home	tab.

Format fractions
Examine the cells B10 to D10. You can see that they have been 
formatted as fractions. This feature can display simple fractions 
but is limited. You can change the number of digits for the 
parts of the fraction and the type of fraction required, including 
equivalent fractions when using simple fractions like quarters 
and eighths. Open the the Format Cells window and change 
the formatting in C9 to display the fraction in eighths like this.
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Cell alignment
In the Home tab, locate the Alignment group. This group contains icons to 
format the alignment of labels and data within a cell. The first three icons along 
the top row are to set the vertical alignment to the top, middle or bottom:

Vertical alignment

Horizontal alignment

Top

Left

Middle

Centre

Bottom

Right

The fourth icon on the top row changes the text direction and we will study 
that in the next section of this chapter. The first three icons along the bottom 
row are to set the horizontal alignment to the left, centre or right.

Text orientation
It is sometimes difficult to get spreadsheets to appear as we want, especially 
when trying to fit them to a single page or screen. Sometimes it is because the 
labels along the top of columns are too long, at other times you want a merged 
label to the left of the data, but these don’t fit well on the page or screen. One 
solution is to rotate the text in those cells by ninety degrees so that it is vertical 
within the cell rather than horizontal. Save the spreadsheet as Task_8ao.

Task 8ap
Open	and	examine	the	spreadsheet	you	saved	as	Task_8o.

Insert	a	new	column	to	the	left	of	A	and	format	it	to	look		
like	this.

Save	the	spreadsheet	as	Task_8ap.

Open the spreadsheet and insert a new column A. Select cells A1 to E1. Locate 
the Home tab, in the Alignment group and click on the merge cells button. 
This will remove the existing merge and a second click will merge the cells to 
include the new column. Insert a new row 3, making this the same height as 
row 4. Move the label Type of room into C3, then merge cells C3 to E3. Move 
the label Hotel name from B5 to A6 and delete row 5. Merge cells A5 to A18. 
Place the cursor in this cell, click on the Home tab and in the Number group, 
click on the dialogue box launcher. This opens the Format Cells window in the 
Alignment tab.
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Locate the Orientation box and grab the red drag handle,  
rotate it to a vertical position like this.

Format this cell so that it is 
centre aligned horizontally and  
vertically. We do this by staying 
in the Format Cells window 
and setting the Horizontal and 
Vertical boxes to centre aligned.

An alternative method would be 
to use the alignment icons in the 
Home tab, Alignment group on 
the toolbar.

Format cell emphasis
Font size
When you want to change the font size within a spreadsheet,  
you must select the cell or cells to be changed. The font size of the text within a 
cell is changed from the Home tab, within the Font group. You can either use 
the drop-down menu to select the font size or type a new value into the box.

Font style
When you want to change the font style within a spreadsheet, you must select 
the cell or cells to be changed. The font style 
(typeface) of the text within a cell is changed from 
the Home tab, within the Font group. To select the 
font style that you require use the drop-down menu.

More options for the font style are available if 
we click on the dialogue box launcher to open 
the Format Cells window in the Font tab. 
Enhancements such as bold and italic are available 
from the Font style menu,
single or double underline is available from the 
Underline drop-down menu,
other effects such as superscript and subscript are 
also available here.

Font colour
When you want to change the font colour within a 
spreadsheet, you must select the cell or cells to be 
changed. The font colour within a cell is changed 
from the Home tab, within the Font group. To select the font colour that you 
require use the drop-down palette.

Cell colour and shading
To fill a cell with a solid background colour,  
select the cell or cells to be coloured. From the 
Home tab, within the Font group, select the 
background colour that you require using the 
drop-down palette next to the fill icon.
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Other fill effects like gradient fill effects using a 
combination of two colours and different types 
of shading are also available using the Format 
Cells window and the Fill tab.

Pattern fills are created by selecting the Pattern 
Color using the drop-down palette,
and the style of shading using the Pattern Style 
drop-down menu.

Each time you select these options a sample fill 
is shown in the Sample section.

Gradient fills can be located by selecting the 
 button.

This opens the Fill Effects window, where 
different options are available to give a range of 
one and two colour gradient fills.

Cell borders
To edit cell borders, highlight the cell or cells you wish 
to use, then open the Format Cells window and select 
the Border tab. Choose the style and weight (thickness) 
of the line from the Line group.

Click on the Outline button to apply this style to the 
outline of the selected range of cells, or Inside to apply 
this style to the inner gridlines within the highlighted 
area. Different style and weights can be applied to the 
outside border and the internal gridlines of an area.

If you wish to apply colour to these lines, select the 
Color: using the drop-down palette, then click  
on the line or lines that you wish to apply this to in the 
Border diagram.
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In this example, the outside of the highlighted area will be set to a thick dark 
blue line and all internal gridlines will be set to a dotted red line. To do this 
click on all four internal lines in the Border section, then click on .

Adding comments
Comments or notes can be added to cells to add extra information about 
the contents of that cell, without changing the contents or affecting 
any calculations. These are added (almost like Post-it notes) to a cell 
by clicking on the cell with the right mouse button and selecting New 
Comment from the drop-down menu. Type your comment or note in 
the box and, if it is a comment, it will be attributed to your user name as 
the start of a comment thread. If another user edits the comment, their 
reply will be added to your comments in the same thread along with the 
date and time.

Use the  button to save your comment. The cell will now appear with 
a small comment shape in the top right corner when seen on screen but the 
comment will not show when printed.

Advice
In	previous	versions	of	Excel,	these	Comments	were	called	Notes	and	were	
inserted	by	clicking	the	right	mouse	button	and	selecting	New	Note.	Notes	did	not	
allow	others	to	reply	in	a	thread.

Task 8aq
Open	the	file	saved	as Task_8j.

For	each	employee,	calculate	the	total	hours	worked,	the	gross	pay,	tax	due	and	
net	pay.	Calculate	the	totals	for	columns	B	to	G.

Calculate	the	percentage	contribution	in	terms	of	time	to	the	company.	For	each	
cell	displaying	the	percentage	time,	set	the	background	colour	of	the	cell	to:
•	 orange	if	an	employee	has	contributed	between	12%	and	18%	of	the	total	

hours
•	 red	if	an	employee	has	contributed	less	than	12%	of	the	total	hours	and	format	

the	text	to	be	white
•	 green,	if	an	employee	has	contributed	more	than	18%	of	the	total	hours.

Save	the	spreadsheet	as	Task_8aq.

Place in cell B12 the formula =SUM(B6:B11) and replicate this to cell G12.

Place in cell D6 the formula =B6+C6, which returns the value 24. Place in cell 
E6 the formula =D6*$B$2, which returns the value 244.80. Place in cell F6 
the formula =E6*$E$2, which returns the value 97.92. Place in cell G6 the 
formula =E6-F6, which returns the value 146.88. Place in cell G7 the formula 
=D6/$D$12. Format this cell as a percentage to one decimal place, so that it 
returns the value 27.6%. Replicate these formulae (and the formatting) for all 
employees. Place in cell B12 the formula =SUM(B6:B11) and replicate this for 
columns C to G inclusive.

Conditional formatting
Conditional formatting is the most efficient method used to change the display 
format (usually the font or background colour within a cell), depending upon 
the contents of the cell.
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Highlight cells H6 to H11 inclusive as conditional formatting will be applied to 
all of them. Select the Home tab, in the Styles group, use the drop-down menu 
for the Conditional Formatting icon.

Select New Rule to open the New Formatting Rule window. Select the 
second option for Format only cells that contain which changes the layout of 
the window. Enter data into the Format only cells with: section so that it looks 
like this.

Note that the 12% and 18% have been entered as their decimal equivalents. 
When the rules have been entered, click on the  button to open the 
Format Cells window. Select the Fill tab, then double-click on a an orange 
colour from the palette, then click  . Click again and 
the first conditional formatting rule has been set. To add the 
second rule, repeat the process. Use the drop-down menu that 
contains between and change it to less than. Change the value  
to 0.12 and the format to white text on a red background so 
that the Format only cells with: window looks like this.

Click  to set this rule and 
repeat the process to add a third 
rule, changing the rule to Format 
only cells with: greater than 0.18 
as green. The formatting rule will 
look like this.

The completed spreadsheet looks 
like this:

To edit conditional formatting 
rules after they have been created, 
highlight the range of cells, in the 
Home tab, Styles group select 
Conditional Formatting, then 
chose the last option from the list 
to Manage the rules. All three 
rules created are visible in the 
Conditional Formatting Rules 
Manager window. 
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To edit a rule, click on the rule to select it and then click on the  

button. This opens the Edit Formatting Rule window which is identical to the 
New Formatting Rule window that we have used before. Save the spreadsheet 
as Task_8aq.

Advice
Not	all	examination	questions	require	conditional	formatting	that	involves	
numeric	cell	values;	sometimes	comparing	cell	contents	with	text	strings	or	
finding	duplicate	values	are	required.

Activity 8t
Open	the	file	you	saved	as	Activity_8c.

Apply	coloured	backgrounds	to	cells	in	the	range	C7	to	C23	to	display:
l	 gold	if	the	cell	contains	1st
l	 silver	if	the	cell	contains	2nd
l	 bronze	if	the	cell	contains	3rd.

Save	the	spreadsheet	as	Activity_8t.

8.2	Test	a	spreadsheet
Designing a test plan and choosing your test data are the most important parts 
of testing any spreadsheet. All formulae and all validation rules need to be tested 
to ensure that they work as you expected them to. If you test every formula in a 
spreadsheet thoroughly, the number of possible errors is reduced when you use 
the spreadsheet with real data. For formulae containing conditions, for example: 
IF, COUNTIF, INDEX, MATCH etc., you must choose data that will test 
every part of the condition. If you are testing calculations, use simple numbers 
that make it easier for you to check them. Be careful to test each part of the 
spreadsheet with normal data from which you would expect your formulae to 
produce appropriate results, with extreme data to test the boundaries and with 
abnormal data which you would not expect to be accepted. Carefully check that 
all formulae work as you expect it to by using simple test data.
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8
EXAMPLE 8.1 TEST THE VALIDATION RULES SET IN 
TASK_8AL

As there are 14 students yet to sit the test, we will need to ensure the 
validation rule works for cells C8 to C80. We should really create test plans 
for each of these cells. Evidence of a single plan for each validation rule, will 
be enough for the practical examinations. As all test scores must be whole 
numbers we will need to test with integer as well as decimal values, test 
with two normal data items and two abnormal data items (decimals). As the 
highest score is 10 and the lowest must be 0, we need to test both extreme 
items 0 and 10 and some other selected normal data items. We also need to 
test with two abnormal data items that are outside the acceptable range.

You need to create the test plan before entering any data into the 
spreadsheet. Test plans should be created for each cell in the range C8 to 
C80. A test plan for these validation rules for cell C8 would be similar to that 
shown in Table 8.7.

Test type Validation Cell C8

Data entry Data Expected result Actual 
result

Remedial 
action

0 Extreme/Normal Data accepted

1 Normal Data accepted

4 Normal Data accepted

8 Normal Data accepted

10 Extreme/Normal Data accepted

-14 Abnormal Validation error message

1.3 Abnormal Validation error message

5.6 Abnormal Validation error message

1004 Abnormal Validation error message

▲ Table 8.6 Sample test plan for Task_8al: cell C8
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EXAMPLE 8.2 TEST THE VALIDATION RULES SET IN 
TASK_8AM

As new products need to be added to the list, we will need to ensure the 
validation rule works for cells G5 to G130 (or more) and for F5 to F130 (or 
more, depending on the range of the entered rule). Again, one example test 
plan for each validation rule will be enough for the practical examinations. 
As the only chipset manufacturers used by this company are AMD and Intel, 
we will need to test with at least two normal data items and two abnormal 
data items (mis-spelled data). As the list of supported socket types can be 
found in the file Socket.csv, we need to test with three normal data items 
including those at the start and end of the list and two abnormal data items 
(mis-spelled data).

Two test plans are needed for these validation rules: one for cell G5, which 
would be similar to that shown in Table 8.8, and one for cell F5, which would 
be similar to that shown in Table 8.9.

Test type Validation Cell G5
Data entry Data Expected result Actual 

result
Remedial 
action

AMD Normal Data accepted

Intel Normal Data accepted

AME Abnormal Validation error message

Intem Abnormal Validation error message

▲ Table 8.7 Sample test plan for Task_8am: cell G5

Test type Validation Cell F5
Data entry Data Expected result Actual 

result
Remedial 
action

775 Normal Data accepted

AM3 Normal Data accepted

FT1 Normal Data accepted

776 Abnormal Validation error message

1FT Abnormal Validation error message

▲ Table 8.8 Sample test plan for Task_8al: cell F5

Advice
There are no examples of extreme data in either of these tests as text data held 
in a list cannot have extremes.

For each test that you perform, write down each test data item and the expected 
results, before trying each number in the cell. Check that the actual result 
matches the expected result for every entry. If not, change the validation rule 
before starting the whole test process again.

Many marks are lost in practical examinations by careless use of ranges within 
formulae. Check by testing, that everything works before using real data in your 
model. If you find an error during testing, correct it, and then perform all of 
the tests again, as one change to a spreadsheet can affect lots of different cells. It 
is very important to test extreme data (where it exists) as it can reduce the errors 
such as greater being used rather than greater than or equal to.
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Task 8ar
Create this spreadsheet to calculate the surface area of a 
closed box.

Test the spreadsheet. Save your test plan as TP_8ar.rtf.

Use the finished spreadsheet to calculate the surface area of a 
box 3.4 cm x 4 cm x 2.7 cm.

Save the spreadsheet as Task_8ar.

Create and save the spreadsheet to appear as shown. 
Highlight cells B2 to B4 and add validation like this.

This rule excludes sides with no length or negative 
values, as a box cannot have sides with a negative 
length.

Four test plans are needed, three for the validation 
rules, one for each cell, although only one example has 
been shown here in Table 8.9 and one test plan for the 
formula in cell B6 which can be seen in Table 8.10.

Test type Validation Cell B2

Data 
entry

Data type Expected result Actual result Remedial 
action

0.00001 Normal Data accepted

42.6 Normal Data accepted

1000 Normal Data accepted

0 Abnormal Validation error message

-0.001 Abnormal Validation error message

One Abnormal Validation error message

-60 Abnormal Validation error message

▲ Table 8.9 Sample test plan for Task_8ar: cell B2

Now we need to plan the test for the formula. The first sizes chosen are for a box 
1 cm square. As a closed box has six sides and each are 1 cm2 the total surface 
area should be 6 cm2. The second items of test data will be 2 cm sides, again six 
sides, each with a surface area of 2 x 2 = 4 cm2 so the total surface area will be 
6 x 4 = 24 cm2. The third items of test data will be for a box that is not a cube 
with square sides, with a length of 2, width of 2 and height of 3. This means 
that the base and top should each be 2 x 2 = 4 cm2 and the four sides should be 
2 x 3 = 6 cm2, so the total surface area will be 4 + 4 + 6 + 6 + 6 + 6 = 32 cm2. 
The fourth items of test data will have a length of 10, width of 5 and height of 
2. This means that the base and top should each be 10 x 5 = 50 cm2, two sides 
should be 10 x 2 = 20 cm2 , two sides should be 5 x 2 = 10 cm2, so the total 
surface area will be 50 + 50 + 20 + 20 + 10 + 10 = 160 cm2. We should also 
include decimal values to test it works for those, so the fifth items of test data 
will have a length of 10, width of 1.5 and height of 2. This means that the base 
and top should each be 10 x 1.5 = 15 cm2, two sides should be 10 x 2 = 20 cm2, 
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two sides should be 1.5 x 2 = 3 cm2, so the total surface area will be  
15 + 15 + 20 + 20 + 3 + 3 = 76 cm2. The initial plan would look like this.

Test type Formula Cell B6

Data entry in cell: Expected 
result Actual result

Remedial 
actionB2 B3 B4

1 1 1 6

2 2 2 24

2 2 3 32

10 5 2 160

10 1.5 2 76

▲ Table 8.10 Sample test plan for Task_8ar: cell B6

Use the test data from Table 8.9 to test the validation rules. Do they work as 
expected? Complete your table as you try each test.

Use the test data from Table 8.10 to test the formula. Do they work as expected? 
Complete your table as you try each test. The completed table with the results of 
each test is shown in Table 8.12.

Test type Formula Cell B6

Data entry in cell: Expected 
result Actual result

Remedial action

B2 B3 B4

1 1 1 6 5 Yes – change formula?

2 2 2 24 20 Yes – change formula?

2 2 3 32 28 Yes – change formula?

10 5 2 160 110 Yes – change formula?

10 1.5 2 76 61 Yes – change formula?

▲ Table 8.11 Completed test plan for Task_8ar: cell B6 – Version 1

We must now identify where the error has occurred and change the formula. 
The first piece of test data is probably the most useful here as it shows that 
only five sides have been calculated. Correct the formula in cell B6 so it 
becomes =2*(B2*B3+B2*B4+B3*B4). Attempt all the tests for cell B6 again. 
The resulting test plan should look like Table 8.13. Save your test plans as 
TP_8ar.rtf.

Test type Formula Cell B6

Data entry in cell: Expected 
result Actual result

Remedial 
actionB2 B3 B4

1 1 1 6 6 No

2 2 2 24 24 No

2 2 3 32 32 No

10 5 2 160 160 No

10 1.5 2 76 76 No

▲ Table 8.12 Completed test plan for Task_8ar: cell B6 – Version 2
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Activity 8u
Open	the	file	you	saved	as	Activity_8s.

Create	a	test	plan	to	test	the	validation	placed	in	cell	C9.	Use	this	to	perform	the	
tests	on	this	cell,	complete	the	test	plan	and	save	the	test	plan	as	Activity_8u.rtf

Save	the	spreadsheet	as	Activity_8u.

8.3	Use	a	spreadsheet
This section includes searching for data extracts, sorting data, summarizing data 
and exporting data. We do not need to cover importing data, as we have already 
imported data may times in this chapter.

8.3.1 Extract data
Search using text filters
This means getting Excel to search through data held in a spreadsheet to extract 
only rows where the data matches your search criteria.

Task 8as
Open	the	file	you	saved	as	Task_8am.

A	customer	requires	a	motherboard	manufactured	by	MSI,	that	use	an	
AMD	chipset	and	DDR3	or	DDR4	memory.	Extract	from	all	the	data	only	the	
motherboards	that	meet	these	requirements.

Save	the	spreadsheet	as	Task_8as.

Open the file you that saved as Task_8am and highlight cells A4 to I20, which 
is the range of data to be searched, and the headings for each column. Select the 
Data tab and find the Sort & Filter group. Click on the Filter icon to display 
an arrow in the top-right-hand corner of each column, like this.

To start this task, you need to use this drop-down arrow in the 
Manufacturer column, to select those boards manufactured  
by MSI.

When you click on the Manufacturer arrow, a small drop-down 
menu appears like this.

In the lower part of the drop-down menu, click on the tick box for 
(Select All) to remove all of the ticks from every box. Then tick only 
the MSI box, then  and the spreadsheet will not display any 
other manufacturer.
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Use the drop-down menu in the Chipset column and select only those 
motherboards with an AMD chipset. What we have done so far is equivalent 
to an AND search using two columns. We have selected only the motherboards 
made by MSI AND have an AMD chipset. For the next stage we are going to 
search in a third column, this time the memory column and the values that 
are required are DDR3 OR DDR4 so we need to tick both the DD3 and DD4 
boxes.

The result of this complex search displays 27 possible motherboards that meet 
the customer’s requirements.

Save the spreadsheet as Task_8as

Search using numeric data
Examine Table 8.14 carefully to relate how comparison operators can be 
interchanged with text in AutoFilter searches.

Operator Text Example:

= Equal to / Like X = Y X is equal to Y

< > Not equal to X < > Y X is not equal to Y

> Greater than X > Y X is greater than Y

< Less than X < Y X is less than Y

>= Greater than or equal to X >= Y X is greater than or equal to Y

<= Less than or equal to X <= Y X is less than or equal to Y

▲ Table 8.13 Comparison operators and their equivalent text

Task 8at
Open the file you saved as Task_8as.

This list meets the customer’s needs but there are too many items to 
select from. Extract from all the data only the motherboards to meet these 
requirements. The customer wants to spend less than $130 but does not want 
to risk using a cheaper motherboard costing less than $80. Extract from the 
results of Task_8as only the motherboards to meet these requirements.

Save the spreadsheet as Task_8at.

Open the file that you saved as Task_8as and select the drop-down menu 
for the Price column. For this task it is possible to tick or untick all the 
boxes, depending on whether each price listed meets both criteria, but this is 
inefficient. Instead, click on Number filters.

From the drop-down list, select Between to open a Custom AutoFilter 
window. Enter the two values as shown. Make sure, using the drop-down lists 
in the Price group, to change ‘is less than or equal to’ to ‘is less than’ to match 
the wording of the task, like this.
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This search is again a form of AND search as the price must be greater than or 
equal to $80 and less than $130. The list of products for the customer will look 
like this.

Save the spreadsheet as Task_8at.

Task 8au
Open	the	file	you	saved	as	Task_8at.

This	list	meets	the	customer’s	needs,	but	the	customer	has	been	advised	that	
Model	S-7778	(2AEO)	is	not	suitable	for	their	needs.	Refine	the	extract	from	the	
results	of	Task_8as	so	that	this	model	does	not	appear.

Save	the	spreadsheet	as	Task_8au.

Open the file that you saved as Task_8at and select the 
drop-down menu for the Model column. For this task it 
is possible to untick the box for this model, but we will 
remove it using a NOT operator. Select the drop-down 
list for model and click on Text filters. 
From the drop-down list to the right, 
select Does not contain to open a Custom AutoFilter 
window. Use the right-hand drop-down and scroll 
down the list of models to highlight S-7778 (2AEO), 
like this.

Click  to refine the list. Save the spreadsheet as Task_8au.

Search using date and time

Task 8av
Open	the	file	Flights.csv.

A	passenger	travelled	on	an	early	morning	flight	in	January	2022.	They	could	
not	remember	the	flight	number	but	knew	that	they	travelled	on	one	of	three	
days.	Extract	from	this	data,	all	flights	that	departed	before	9	a.m.	on	16,	17	or	18	
January	2022.

Save	the	spreadsheet	as	Task_8av.
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Open the file, save it as a spreadsheet and highlight cells A1 to E115. Select the 
Data tab, find the Sort & Filter group and click on the Filter icon. Use the 
drop-down arrow in the Depart_Date column, to select the Date Filters drop-
down menu to open the Custom AutoFilter window.

Advice
There	is	not	scope	in	this	book	to	cover	all	the	different	filters	available	here,	or	
in	the	text	and	number	filter	menus.	Spend	time	experimenting	with	them	to	find	
out	how	they	all	work.

Use the drop-down menus and 
scroll down to select the start 
and end dates for departure like 
this.

Accuracy in the exact dates 
entered is crucial in order to 
produce the correct results. Click 

 to create the extract.

Use the drop-down arrow in the 
Depart_Time column, to select 
the Number Filters drop-down 
menu and the option for Less 
Than… to open the Custom 
AutoFilter window. To reduce 
typing errors, use the drop-
down list on the right to select 
the time value.

Click  to create the list. Save the  
spreadsheet as Task_8av. This will return these  
three flights.

Task 8aw
Open	the	file	Flights1.csv.

Identify	all	flights	with	a	duration	of	less	than	three	hours	that	arrived	in	
February.

Save	the	spreadsheet	as	Task_8aw.

Open and examine the file Flights1.csv. This file has the dates and times 
together in a single column. Select the Home tab. In the Number section of 
the toolbar, format the contents of the cells in column D as time. Place in cell 
D2 the formula =C2-B2 to calculate the duration for this flight. Replicate this 
formula for all flights. Highlight all the cells. 
Select the Data tab, find the Sort & Filter 
group and click on the Filter icon. Use the 
drop-down arrow in the Duration column to 
select the Time Filters drop-down menu to 
open the Custom AutoFilter window. Set 
the duration and value like this.
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Click  then use the drop-down menu for 
the Arrival column to select Date Filters. Near the 
bottom of the drop-down list is an option for All 
dates in the Period; select this and then February 
from the sub-menu. Click  . The results 
will be:

Save the spreadsheet as Task_8aw.

Search using substrings

Task 8ax
Open	and	examine	the	file	you	saved	as	Task_8am.

A	customer	requires	a	motherboard	made	for	gaming.	The	customer	can	
remember	that	the	model	name	she	requires	starts	with	170.	Extract	from	all	the	
data	only	the	motherboards	to	meet	these	requirements.

Save	the	spreadsheet	as	Task_8ax.

Open and examine the file. You will notice that the only reference to the word 
‘Gaming’ is in the Model column. Highlight cells A4 to I120 and select the 
Data tab, in the Sort & Filter group, click on the Filter icon. Select the drop-
down arrow for the Model column and the option for Text Filters. From the 
sub-menu select Contains.

Enter ‘Gaming’ into the box like this.

As this Custom Autofilter window will also be used to find the model name 
beginning with 170, we 
add a second criteria to 
this filter. Make sure 
that the AND radio 
button is selected rather 
than OR and select 
begins with as the 
second filter type. Enter 
the text ‘170’ in the final 
box like this.

Click  . The results will be:

To select a criterion that ends with 
some text, use the same method 
and select ends with as the filter 
type. Save the spreadsheet as 
Task_8ax.
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Activity 8v
Open the spreadsheet you saved as Activity_8s.

Extract a list of students who attained both Maths and English at grade 1.

Save the spreadsheet as Activity_8v.

Activity 8w
Open the file you saved as Activity_8r

Extract a list of flights that departed after 8 a.m. on either 7 January 2022 or 21 
January 2022.

Save the spreadsheet as Activity_8w.

Activity 8x
Open the file you saved as Activity_8q

Extract all the employees with names beginning with the letter S, who live in the 
centre of Bolton or Dundee

Save the spreadsheet as Activity_8x.

Sort data
Before you sort data, make sure that you select all the data for each item to 
be sorted. A common error in practical examinations is to select and sort on a 
single column and therefore lose data integrity. Table 8.15 shows examples of 
correct and incorrect sorting on students’ names for a spreadsheet containing 
their test results in Maths and English. The yellow shaded cells show the areas 
selected for the sort. Note how the results for each person have been changed 
when sorting without highlighting all the data.

Original data Sorted correctly with all data 
selected

Sorted with only the name 
column selected

Name Maths English Name Maths English Name Maths English

Sheila 72 75 Karla 52 75 Karla 72 75

Marcos 64 34 Marcos 64 34 Marcos 64 34

Vikram 61 44 Sheila 72 75 Sheila 61 44

Karla 52 75 Vikram 61 44 Vikram 52 75

▲ Table 8.14 Sorting data with correct and incorrect data selected

Task 8ay
Open and examine the file saved as Task_8ac.

Hide columns L, N and columns B to I inclusive. Sort the data into ascending 
order of Town/City, then ascending order of family name, then into ascending 
order of given name.

Save the spreadsheet as Task_8ay.

Open and examine the file. Hide the specified columns so that only columns A, 
J, K and M are visible. Highlight all visible cells. Select the Data tab, find the 
Sort & Filter group and click on the Sort icon.

483057_08_CAIE_AS_Level_IT_BP_145-228.indd   212 5/7/20   9:24 PM

SAMPLE



213

8.3 U
se a spreadsheet

8
This opens the Sort window. As all the data 
was highlighted, including the column headings 
in row 1, tick the check box for My data has 
headers.

Use the drop-down arrow in the Sort by  
section to select the Town/City column as  
the primary sort.

Check that the right two text boxes contain 
‘Cell Values’ and ‘A to Z’ (ascending) for the 
sort order. Click on the Add Level button.

Use similar methods to select the Family_
name column as the secondary sort, checking 
that the right two text boxes contain ‘Cell 
Values’ and ‘A to Z’ for the sort order. Use 
similar methods to select the Given_name 
column as the tertiary (third level) sort, 
checking that the right two text boxes also 
contain ‘Cell Values’ and ‘A to Z’ for the sort 
order. When the sort window looks like this,
click   to complete the sort. Save this  
as Task_8ay.

Advice
Data	can	be	sorted	into	descending	order	rather	than	ascending	order	by	
selecting	Z to A	rather	than	A to Z in	the	Order	box.

Activity 8y
Open	the	file	you	saved	as	Activity_8b

Sort	the	data	into	ascending	order	of	family	name,	then	into	ascending	order	of	
first	name.

Save	the	spreadsheet	as	Activity_8y.

Pivot tables
A pivot table can analyze and summarize data into a two-dimensional table. It is 
used to see patterns and trends in data.
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Task 8az
Open	and	examine	the	file	BusAnalysis.csv

Analyze	this	data	to	count	the	number	of	buses	between	each	destination.	The	
‘buses	from’	should	provide	the	row	headings	and	‘buses	to’	should	be	the	
column	headings.

Repeat	this	analysis,	with	the	same	display	layout	to	count	the	number	of	buses	
that	were	five	or	more	minutes	late	between	each	destination.

Use	these	analyses	to	display	the	percentage	of	buses	that	were	five	or	more	
minutes	late	on	each	route.

Show	the	information	from	the	first	analysis	in	graphical	form.

Save	the	spreadsheet	as	Task_8az.

Open and examine the file BusAnalysis.csv. Highlight 
the range of cells from B1 to D118 (as column A is not 
needed for this task). 
Select the Insert tab 
from the ribbon and in 
the Tables group, select 
the PivotTable icon. 
This opens the Create 
PivotTable window.

Make sure that the radio button for New Worksheet is 
selected, then click on  .

Whenever you click on a check box
the field automatically appears in the Rows box below.

Click on the check box for From and it appears in the Rows box which is  
fine for our purposes.

Click on the check box for To but now you need to drag this field from the 
Rows box into the Columns box. Click on the Late box and drag this field 
from the Rows box into the Values box. This is displayed as ‘Count of Late’ 
when in this box and will look like this.

Click on the close icon for the PivotTable Fields. Click on the close icon for the 
PivotTable Fields window. The pivot table will appear in a new worksheet. Edit 
the headings so that it looks like this.
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Excel has counted the number of journeys made from one location to another 
during this period of time. You will notice that in cell A3, it has attempted to 
give us a heading for the pivot table, but this is incorrect, as the count includes 
times where the bus was not late. Enter in A3 a new label ‘All journeys’. To 
make it easier to understand the pivot table, change the label in A4 to ‘Bus 
from:’ and change the label in B3 to ‘Bus to:’.

For the second pivot table, filter the original data in the BusAnalysis sheet so 
that only buses who were five or more minutes late, are visible. Copy and paste 
all columns into a new worksheet 
in the workbook (if not all other 
data will appear in your pivot 
table). Highlight all the data in 
this new worksheet apart from 
column A. Create a new pivot 
table as described above but place 
the pivot table in cell A17 of the 
same worksheet that contains the 
first pivot table. It should look 
like this.

To display the percentage of buses that were five or more minutes late on each 
route, we are going to copy the contents of each cell in the lower pivot table. To 
do this, enter into cell A31 the formula =A17 and replicate this to the right and 
down to fill all cells in the range A31 to K41. Do not copy the Grand Totals. To 
calculate the first percentage, type in cell B33 the formula =IF(AND(B19> 
0,B5>0),B19/B5,""). (Type this formula; do not click in cells B19 and B5 or 
the formula will be much more complex.) This 
will only calculate the percentage if both B19 
and B5 contain a number greater than zero. It 
will remove division by zero errors or cells 
displaying 0%. Format this cell as a percentage 
and replicate this to the right and down to  
fill all cells in the range B33 to K41. The 
completed analysis should look like this.

Pivot charts
The final part of this task requires us to show the information from 
the original data in the BusAnalysis sheet in graphical form. Click on 
the filter button to remove the filter which we used when creating the 
pivot table. Highlight the range of cells from B1 to D118 (as we did 
for the first part of Task 8az). Select the Insert tab from the ribbon 
and in the Charts group, select the PivotChart icon.

This opens the Create PivotChart window. Make sure the radio button 
for a New Worksheet has been selected then click on  . When the 
PivotChart Fields pane opens, click on the check box for each of From, To 
and Late. The fields will automatically appear in the Axis (Categories) box. 
Leave the From field where it is but drag the To field into the Legend (Series) 
box and drag the Late field into the Values box. The resultant chart should 
look like this.
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It is easy to see that buses leaving Tawara and Cryette are rarely late compared 
to those leaving other towns. Save the workbook as Task_8az.

Activity 8z
Open	and	examine	the	file	Roles.csv

Analyze	this	data	to	count	the	number	of	employees	working	in	each	department	
at	each	site.	Use	the	sites	for	the	column	headings	and	the	departments	for	the	
row	headings.

Display	the	same	information	in	graphical	form.

Save	the	spreadsheet	as	Activity_8z.

Import and export data
We learnt how to import data at the start of the chapter. The only input formats 
that you are likely to experience are comma separated values (.csv) and text (.txt) 
files, and both have similar properties. It is unlikely that your spreadsheets will 
be exported into either of these formats, as they do not preserve the formulae 
that you have used. However, should you be required to export a spreadsheet 
into either of these formats, from the File tab, use the Save As option and select 
the appropriate file type from the drop-down menu.

Export in portable document format
It is more likely that you will have to export the values view of your spreadsheet 
into portable document format (.pdf).

Task 8ba
Open	and	examine	the	file	you	saved	as	Task_8aq.

Export	the	values	view	of	this	spreadsheet	as	a	single	page	in	portable	document	
format.

Save	the	spreadsheet	as	Task_8ba.

Open and examine the file. Ensure that the contents of all columns are  
fully visible. Select the File tab, then Export. Click on the Create  
PDF/XPS button.

Enter the filename Task_8ba. Set the format as .pdf, then click on  .
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8.4		 Automate	operations	with	a	

spreadsheet
Sometimes the same operations are used repeatedly within a spreadsheet. If this 
is the case it is more efficient to record a macro when performing the operations 
for the first time, then use the recorded macro to perform the same operations 
again.

Task 8bb
Open	and	examine	the	files	Ashford.csv,	Bolton.csv,	Cardiff.csv	and	Dundee.
csv.	Each	of	these	data	files	holds	the	number	of	hours	worked	by	employees	
over	a	two-month	period.	The	company	wish	to	calculate	the	wage	paid	to	each	
employee	each	week	and	the	total	wage	bill	for	each	week	for	each	location,	but	
are	insistent	on	showing	the	wage	column	for	each	week	alongside	the	hours	
worked.

Save	the	spreadsheet	as	Task_8bb.

This task will require a lot of repetitive operations performed on all four 
spreadsheets. As each sheet will have the same functions performed, we can 
record a macro while performing the operations on the first sheet, then use this 
macro to automate the process for the other three sheets.

Record a macro
Save the file Bolton.csv as an Excel Macro-Enabled Workbook called 
Task_8bb. This one has been selected as it has more records than some other 
sites. Import each of the other specified files as new worksheets within this 
workbook. Select the View tab from the ribbon, while in the Bolton worksheet. 
In the Macros group, select the drop-down menu using the arrow below the 
Macros icon.

Select the Record Macro option from the menu.

This opens the Record Macro window. Name  
the Macro with a meaningful name that includes no 
spaces, in this case Calculate_weekly_wage_bill.

Enter an appropriate description of the function 
of the macro in the description box, then click 

 .

Nothing will appear to happen after the window 
closes but the macro has started recording. Insert 
a new column after each column containing the 
working hours for each week, starting with column 
I. Insert into these new columns, formulae that 
calculate the wages for each employee using a rate 
of $15 per hour. When the formulae have been 
entered and replicated into the cells, for each 
employee, for each week, select the drop-down menu below the Macros icon. 
Click on the Stop Recording option to finish recording the macro.
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Create a macro button
To create a macro button in Excel, select 
the File tab from the ribbon, then, from the 
drop-down menu, select Options to open the 
Options window. Select Customize Ribbon 
from the options down the left-hand side of 
the window. In the Main tabs section, click 
on the button for New Tab to open a new tab 
on the ribbon. Make sure New Tab (custom) 
is highlighted as shown, then click on the 
Rename button.

Give the tab an appropriate name, in this case 
My macros, then click  . Click on/
highlight New Group (Custom) and rename 
it with an appropriate name, in this case A 
level Tasks. With this A level Tasks group 
highlighted, select the Choose commands 
from: drop-down menu.

Select Macros from this list.

Highlight the macro Calculate_weekly_wage_
bill. Then click on the  button, then 
on  .

Click on My Macros and 
the new macro button has 
been added to the new tab 
like this.

Move into the Ashford sheet of your workbook. Click on the macro button 
that you have just created. Because there are more employees in Bolton than 
Ashford, you will need to delete the extra formulae that are not required. 
Repeat this for the other two sheets (extra formulae will not need deleting 
from the Dundee sheet). Calculate column totals for the new column totals 
individually. Using a macro would require them all to be on the same row and 
as each site has a different number of employees the use of a macro may be less 
efficient. Save the workbook as Task_8bb.

8.5	Graphs	and	charts
8.5.1 Chart types
Selecting the most appropriate chart type is often difficult to work out. For the 
practical examination, the choice will be between a pie chart, a bar chart and a 
line graph.
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Pie charts
If you are asked to compare percentage values, a pie chart is often the most 
appropriate type because pie charts compare parts of a whole. An example would 
be comparing the percentage of males or females in a class.

Bar charts
Bar charts show the difference between different items. A bar chart is traditionally 
a graph with vertical bars, but this is called a ‘column graph’ in Excel. To 
create a vertical bar chart you would need to use the ‘column chart’ and for a 
horizontal bar chart (with the bars going across the page) you would need to 
use the ‘bar chart’. An example would be showing the prices of five different 
items for sale.

Advice
Do	not	use	stacked	column	charts	or	stacked	bar	charts	instead	of	bar	charts,	as	
these	display	percentages	or	parts	of	a	whole.

Line graphs
Line graphs are used to plot trends between two variables. An example would be 
plotting the distance travelled on a journey against time. You could then find 
any point in time on the graph and be able to read the corresponding distance, 
even if the exact distance had not been measured at that time.

Advice
Keep	your	charts	simple,	do	not	add	features	that	are	not	needed.	A	simple	chart	
is	more	efficient	and	effective.

8.5.2 Create a chart

Selecting the data
To create a chart, you have to highlight the data that you wish to use. This is 
easy if it is all contiguous data (where the data is placed together and can be 
selected in a single range). If you need to highlight non-contiguous data hold 
down the <Ctrl> key while selecting your ranges of data (if you don’t, the 
previously selected data is no longer highlighted).

Task 8bc
Open	and	examine	the	file	Bolton2.csv.	Calculate	the	number	of	employees	and	
the	average	salary	for	each	department.	Produce	an	appropriate	chart	to	display	
the	number	of	employees	for	each	department.

Save	the	spreadsheet	as	Task_8bc.

Open the file. Enter in cell B20 the formula =COUNTIF 
($B$2:$B$17,A20) and in cell C20 the formula =AVERAGEIF 
($B$2:$B$17,A20,$C$2:$C$17). Replicate these formulae 
for each department. Highlight only cells A18 to BB24. The 
highlighted data will be the cells used to produce the graph and 
should look like this.

483057_08_CAIE_AS_Level_IT_BP_145-228.indd   219 5/7/20   6:30 PM

SAMPLE



220

8

8 
SP

R
E

A
D

SH
EE

TS

The cells containing the column headings (A19 and B19) have been included as 
they will be used as the labels in the chart, although they will be edited later to 
make them more appropriate.

Selecting the chart type
Decide what type of chart you will need for this task. Look 
at the data and decide if it compares parts of a whole, shows 
trends between two variables or shows the difference. In this 
task the data shows the different numbers of employees in each 
job type, so a bar chart is the most appropriate chart type, and 
in this case, we can use a vertical bar chart.

Create a bar chart
Select the Insert tab and find the Charts group. Select the Vertical bar chart 
icon (labelled Column in Excel); to access the drop-down menu to select the 
chart type like this.

Advice
The	recommended	charts	icon	will	often	select	the	most	appropriate	chart	type,	
but	not	always.

From the 2-D Column section, choose the first option.

The bar chart will be generated and look similar to this.

Advice
If	you	select	the	wrong	chart	type,	you	can	always	change	this	later.

Formatting the chart
Even though this chart appears to be finished, it does not tell a user clearly what 
it represents. To change the chart title, click within the text ‘Count employees’. 
Edit this text to give a clear description of the chart like ‘The number of 
employees in each department at the Bolton site’. Each axis should also be given 
an axis title, first click on the chart to select it. Axis titles (and many other chart 
features) are found in the Design tab in the Chart Layouts group. Select the 
icon for Add Chart Element to get a drop-down menu like this.
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Select Axis Titles from this menu. Select the option for Primary Horizontal 
and type in ‘Department’ to add this. Repeat this operation for Primary 
Vertical and type in ‘Number of Employees’ to add the second title. Click the 
left mouse button in each title and edit them like this.

Save the spreadsheet as Task_8bc.

Task 8bd
Open	the	file	you	saved	as	Task_8bc.	Produce	an	appropriate	chart	to	compare	
the	relative	salaries	for	each	department.	Emphasize	the	department	with	the	
highest	average	salary.

Save	the	spreadsheet	as	Task_8bd.

Create a pie chart
Open the file. We have already calculated the 
average salaries for each department. This needs 
displaying as parts of the whole, suggesting a 
pie chart. Highlight the non-contiguous data 
holding the <Ctrl> key while selecting the cells 
like this.

Select the Insert tab and find the Charts group.  
Select the Pie Chart icon to access the drop-down  
menu to select the chart type. From the 2-D Pie section, choose the first 
option.

The pie chart will be generated  
and look similar to this.
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Change the title of the chart to a more appropriate 
one like ‘Comparative salaries for each department 
at the Bolton site’. The question also requires you to 
emphasize the department with the highest average 
salary. As this is a pie chart, the best emphasis will be 
to withdraw the largest segment from the pie chart. 
Click on the segment for Management, continue 
holding the left mouse button down and gently drag 
the segment to the right so that it is extracted from 
the rest of the chart like this.

In this chart, the legend looks a little unusual at 
the bottom of the pie chart, so to move it, click on 
the chart to select it, then select the Design tab 
in the Chart Layouts group, then select the Add 
Chart Element icon. Select Legend from the drop-
down menu and, for this example, select the Right 
position.

The legend moves like this.

To add data to the segments of the pie chart, use the Design 
tab in the Chart Layouts group, and select the Add Chart 
Element icon. Select Data Labels from the drop-down menu, 
then select the More data Label Options… from the bottom 
of the sub-menu.
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This opens the Format Data Labels Pane. Click on the Bar Chart icon 
(shown here in green) to Open the Label Options tab.

This tab can be used to display the values like this.

For this chart it would be more appropriate to display the percentage 
for each segment. Remove the tick from the Value check box by 
clicking on it and place a tick in the Percentage check box. As you 
change the tick boxes, the chart changes, so you can constantly check 
your changes. The chart will look like this.

Save the spreadsheet as Task_8bd.

Task 8be
Open	and	examine	the	file	Rain.csv.	Create	an	appropriate	graph	or	chart	to	
compare	the	cumulative	monthly	rainfall	for	the	towns	of	Tawara	and	Affrazzi.

Save	the	spreadsheet	as	Task_8be.

Create a line graph
Open the file and highlight cells A1 to C15. Decide what type of chart you 
will need for this task. Again, look at the data and decide if it compares 
parts of a whole, shows trends between two variables or shows the 
difference. In this task, the data shows trends between the date and the 
total amount of rainfall that had fallen by that date. Because specific dates 
are used and the rainfall is cumulative, a line graph is the most appropriate 
chart type. As there are two towns shown in the data, you will make a 
comparative line graph using both data sets. Select the Insert tab and, in 
the Charts section, select a Line graph and the top-left icon in the 2-D 
Line section.
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The line graph will be generated and look similar to this.

The chart will need appropriate labels, so the text ‘Rainfall in millimetres’ needs 
entering as the value axis title and an appropriate chart title like ‘Comparing 
cumulative rainfall between the towns of Tawara and Affrazzi’ needs adding. 
Add a category axis title of ‘Date’. The finished line graph will look like this.

Save the spreadsheet as Task_8be.

Task 8bf
Open	and	examine	the	file	Rain.csv.	Create	an	appropriate	graph	or	to	show	a	
comparison	of	the	rainfall	and	average	temperatures	for	each	month	in	Tawara.	
Add	a	second	value	axis	to	the	chart	for	the	temperature.	Label	and	scale	these	
axes	appropriately.	Export	the	chart	in	portable	document	format.

Save	the	spreadsheet	as	Task_8bf.

Create a combo chart
Open the file and highlight the dates and data for Tawara; 
this is in cells A1 to B15 and D1 to D15. Select the Insert 
tab then, in the Charts section, select the Insert Combo 
Chart icon.
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Use the bottom option to Create 
Custom Combo Chart, which allows 
you to compare two values using bar 
charts and/or line graphs and opens 
the Insert Chart window set to 
Combo (Excel attempts to predict the 
correct chart type), like this.

Both data series show trends between 
two variables (with both rainfall and 
temperature plotted against the date), 
so using line graphs for both series 
would be the most appropriate chart 
types. To make this happen choose the 
Chart Type as Line for both series 
using the drop-down menu, selecting 
the first diagram of a line graph from 
the options.

Use secondary axes
It is difficult to read the values for the  
temperature, so adding and scaling a  
second value axis will make it easier  
to read the graph. Click the left  
mouse button to place a tick in the check box for Secondary Axis for the 
temperature data series (the one shown in orange).

Your graph will now look similar 
to this.

Click on  to create the 
chart.

Excel has attempted to scale these 
axes, but you are now going to adjust 
them further. You will change the 
primary axis so that it is set between 
0 and 400 and the secondary axis 
so that it is set between -4 and 22. 
These values have been extracted 
from the original data: the total 
cumulative rainfall is 381 mm 
(therefore we will choose 400, so that 
the scale can go up in steps of 50); 
the temperature changes between -3 
and 21 degrees (therefore we will use 
-4 and 22 so the scale can go up in 
steps of two). For this axis it would be 
acceptable to use the values -5 to 25 
suggested by Excel.
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To change the primary axis values, click the right mouse button on the axis 
labels and from the drop-down menu select Format Axis.

This opens the Format Axis pane on the right-hand side of the window. In 
the Axis Options section, the axis Bounds are set to 0 and 450. We want 
the bounds set to 0 and 400, so edit the Maximum boundary to 400.

Press the <Enter> key while hovering over the chart, or click the left mouse 
button on the chart to refresh it.

Click the left mouse button on the secondary axis. In the Format Axis 
Pane change the axis settings with a Minimum value of -4, a Maximum 
value of 22 and, in the Units section, set the Major Unit to 2. The Minor 
Unit will change automatically.

It is important to label these axes appropriately. Label the primary axis 
(the left one) ‘Cumulative rainfall in millimetres’ and the secondary axis 
‘Average daily temperature’. Label the category axis ‘Date’. Label the chart 
with a meaningful title, such as ‘Comparison of rainfall and temperature in 
Tawara by <your name>’. These changes should leave the chart looking like 
this.

Save the file as Task 8bf.
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Export graphs and charts
The final step of this Task was to export the chart into portable document 
format (as a .pdf file). Click on the chart to select it, click on the File tab, select 
Export from the menu on the left, then double-click on the button for Create 
PDF/XPS. Enter the File name: as Task_8bf.pdf, then click on  .

Activity 8aa
Open	and	examine	the	file	Traffic.csv.

Create	an	appropriate	graph	or	to	show	a	comparison	of	the	maximum	and	
minimum	daily	temperatures	and	the	number	of	cars	travelling	on	a	road	each	
day	during	the	month	of	January.	Add	a	second	value	axis	to	the	chart	for	the	two	
temperatures.	Label	and	scale	these	axes	appropriately.	Export	the	completed	
chart	in	portable	document	format.

Save	the	spreadsheet	as	Activity_8aa.

Examination-style questions
Tawara	Construction	is	developing	a	spreadsheet	to	manage	and	analyze	data	
about	building	projects.

1	 Open	the	file	BuildingProjects.csv.
	 Insert	a	new	row	12	and	in	cell	A12	enter	the	text	Project	10.	 [1]

2	 Replace	the	word	Task	with	the	word	Project	wherever	it	appears		
in	the	spreadsheet.	 [1]

3	 Enter	the	following	data	for	Project	10:
	 Outline	plans	 21
	 Planning		 30
	 Ground	work		 43
	 Building		 37
	 Fixings		 11	 [1]

4	 Enter	the	following	dates	into	these	cells:	 [1]

Cell Date

B3 28 August 2018

B4 16 October 2018

B5 2 November 2018

B6 30 November 2018

B7 1 December 2018

B8 2 December 2018

B9 30 December 2018

B10 5 February 2019

B11 2 March 2019

B12 1 April 2019

5	 Delete	row	2	from	the	spreadsheet.	 [1]

6	 Centre	align	and	embolden	the	contents	of	all	cells	in	row	1	and		
all	cells	in	column	A.	 [2]

7	 Place	functions	in	cells	C2,	D2	and	E2	to	extract	the	day,	month	and		
year	as	numeric	values	from	the	start	date	of	this	project.	 [3]
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8	 In	cell	K2,	calculate	the	end	date	for	the	project	using	the	start	date		
and	the	number	of	days	it	will	take	for	outline	planning,	planning,		
ground	works,	building	and	fixings.	 [2]

9	 Format	all	the	date	cells	in	columns	B	and	K	into	the	format	dd/mm/yyyy.	 [1]

10	Column	L	must	display	the	end	date	of	the	project	followed	by	the		
quarter	e.g.	the	date	21/04/2019	should	be	shown	as	21	April	2019		
[Quarter	1].

	 Insert	a	formula	in	cell	L2	to	display	the	date	in	K2	in	the	required		
format	using	the	data	from	the	file	Quarter.csv.

	 Replicate	this	formula	for	all	events.	 [14]

11	Replicate	the	formulae	used	in	steps	7,	8	and	10	for	all	events.	 [1]

12	In	cell	B14,	use	a	function	to	count	the	number	of	events	that	end	in		
the	first	financial	quarter	of	2018.	You	may	include	formulae	in	the		
working	column	to	help	you.

	 Replicate	this	function	for	all	events.	 [7]

13	Create	a	header	which	says	Project	completion	and	a	footer	which		
contains	your	name,	and	automated	fields	for	today’s	date	and	the	time.	 [4]

14	Sort	the	event	data	so	that	the	end	date	of	the	most	recent	event	is	at		
the	top.

	 Save	the	spreadsheet	with	the	filename	EQ1.	 [2]

After	analysing	the	spreadsheet	your	manager	has	noticed	that	some	of	the	
figures	are	incorrect.	The	company	counts	any	business	in	January,	February	
and	March	as	taking	place	in	the	previous	year.	He	knows	that	there	were	
three	projects	that	were	completed	in	the	tax	year	2018.

For	example:	in	the	‘Full	end	date’	column,	5	February	2019	is	shown	as	5	
February	2019	[Quarter	4],	but	this	must	be	shown	in	the	‘Completion	dates	
during’	column	as	2018	[Quarter	4].

15	Correct	your	formulae	to	show	the	correct	counts	for	the	Completion		
dates	during	section	of	the	spreadsheet.	Do	NOT	change	the	data		
displayed	in	the	Full	end	date	column.	 [18]

16	Change	the	header	to	‘Project	completion	–	corrected’.
	 Save	the	spreadsheet	with	the	filename	EQ2.	 [1]

[Total 60 marks]
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9.1 Modelling
Modelling means many things to many people. Many students confuse 
computer modelling with physical modelling, such as creating prototypes. 
A prototype can be a physical model which has been built to a smaller scale 
for use in trials and testing. Prototypes can be very costly since they can be 
damaged during testing and may have to be rebuilt, which means that extra 
raw materials have to be bought. In more recent times it has become possible to 
use a computer model to test new cars, for instance, at the design stage without 
having to build and then damage actual cars.

In this syllabus, modelling means the use of computers to represent real-life 
situations. These models are usually financial, scientific or mathematical. It 
is the creation of a computer-based simulation to see what would happen 
in certain circumstances. It is not the creation of a working model, like the 
prototype of a new car, or a model of a new building, which are also known as 
3-D (three-dimensional) models.

Computer models can be complex and often require expensive purpose-built 
software and a mainframe computer to operate. Spreadsheet software can 
also be used to create a computer model, but often businesses require a more 
sophisticated method or solution.

Before starting this chapter you should:
★	 have studied spreadsheets (Chapter 8).

FOR THIS CHAPTER YOU WILL NEED THESE 
SOURCE FILES:
n TuckShop.csv n Widget.csv

In this chapter you will learn:
★	 about what-if analysis
★	 about the characteristics of modelling software
★	 about the need for computer models
★	 about the effectiveness of spreadsheet models
★	 about the use of a model to create and run 

simulations

★	 about a number of situations where 
modelling is used.

★	 how to use what-if analysis
★	 how to test a spreadsheet model.
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9.1.1 What-if analysis
Later in this chapter you will see how to use what-if analysis, but before you do 
it is worth considering what it is. It is basically asking a question such as what 
will happen if I perform a certain action. For example, if you have $5, what will 
happen if you spend $4? The answer is quite easy to predict; you will have $1 
left. Unfortunately, not all situations are so straightforward.

Consider a company which is making steel ingots. They employ a number of 
workers in their foundry to produce the ingots, a number of office staff to deal 
with company orders and organize the payroll. They also have an office manager 
and a foundry manager.

Look at this spreadsheet which displays data for one week. It shows the 
employees and how much they earn. It also shows how many ingots are 
produced and how much money they are sold for. In order to work out the 
company’s weekly profit, the running costs have to be taken into account. 
Fortunately, in our model, this figure does not change from week to week.

What-if analysis can be used on this spreadsheet. The foundry workers have 
been complaining for some time that they are not paid enough. The owner 
of the company, Morag, could use the spreadsheet to perform some what-if 
analysis. She could ask the question ‘What would happen to my profits if I 
increased their pay from $13 to $14?’ This would be easy to do just by changing 
the value in cell B2 to 14. The value in cell E23 would change, revealing the 
new profit. In this case profits would reduce from $1580 to $1412. She could 
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then ask the question ‘If I now increase the price of the ingots to $12.50, 
would that make up the difference?’ The answer is that it would make more 
money. She could experiment with this model to see the effect on her profits of 
increasing the wages of any, or all, of the workers. She could also investigate the 
effect on her profits of increasing the price she sells the ingots for, or indeed if 
the company produced more ingots.

Another use of this spreadsheet could be to use the Goal Seek feature. You will 
learn how to use this later in this chapter. For now, we will concentrate on what 
it can let you do. It enables you to be more precise when you are using what-if 
analysis. Suppose you know the value you want a formula to produce; however, 
you want to know what values to enter into the formula. This is where Goal 
Seek helps. The Goal Seek feature, available in most spreadsheet software, is a 
what-if analysis tool that enables you to find the input values needed to achieve 
a goal or objective. To use Goal Seek, you select the cell containing the formula 
that will return the result you’re seeking. You then input the value you want the 
formula to return and then enter the cell reference of the input value that the 
spreadsheet can change to reach the target. In our example spreadsheet above, 
Morag could change the value in B2 to 14, as before, but then use the Goal 
Seek feature. She could enter the required profit as $1580. She could then ask 
it to tell us how many ingots (cell F2) the company would have to produce to 
keep the profit at $1580. Alternatively, she could ask it to tell us what price she 
would need to charge for each ingot (cell F3), if the number of ingots produced 
was left at 919.

9.1.2 The characteristics of modelling software
As in most systems, modelling software has inputs, a set of embedded rules used 
to manipulate the data and outputs. There is a significant difference between 
a computer model and a calculator. Sometimes both models and calculations 
process large quantities of numeric data. However, the rules governing the 
model can be changed, whereas they cannot be changed in a calculation.

Spreadsheet software is often used to create computer models. The 
characteristics of spreadsheets that make them so suitable for this purpose 
include:

» the ability to replicate formulae throughout a model, and being able to 
influence this replication through the use of absolute and relative cell 
referencing.

» cell protection, which ensures that the cells crucial to your model are not 
changed accidentally by anyone while using the spreadsheet.

» interface forms, which make it easier to input values into the model by 
showing clearly where data is to be entered.

» macros, which are a way of storing the keystrokes you make on your 
keyboard. They make it easier to create more complex formulae or functions.

» automatic recalculation, which means that when you alter data in a 
spreadsheet, any formula which makes use of that data is automatically 
recalculated. It is not necessary to evaluate a formula every time you change 
data.

» conditional formatting, which allows you to highlight certain values that 
match specific criteria. This means that you can see when positive values 
produced by a formula change to negative if a formula is recalculated.

» graphs and charts, which help to reveal trends over a given period of time.
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9.1.3 The need for computer models
There are a number of reasons why computer models are useful and necessary.

Cost
As has already been implied, one of the major reasons we need models is because 
of cost. We always have to pay for our mistakes. If engineers are designing 
structures such as bridges and high-rise buildings, or designing cars and planes, 
it is very expensive to correct mistakes. If a computer model is used, then the 
costs of any mistakes practically disappears.

Testing
Another reason is the ability to test the design. It would be impossible to build 
several different types of building just to see which is most likely to survive 
heavy flooding. However, it can be done relatively easily with a computer model.

Prediction
It is impossible to travel through time, so in order to predict events over a large 
time span, such as climate change or population growth, computer models are 
used as they are the best way of making predictions. Another use of computer 
models is to accurately predict when storms will occur and the severity of them, 
thus enabling early warnings to the public about how to protect themselves and 
their property.

Time-efficiency
Modelling also saves time as well as money. Car manufacturers can perform 
more tests in a shorter space of time with a computer model than by arranging 
tests of prototypes with crash-test dummies inside them over and over again. 
Computer models make it possible to run many more tests.

Planning
Simulations are a specific type of computer model and are very useful in 
planning for rare or unexpected events. For example, they can be used to 
help predict and plan for the after-effects of natural disasters, such as volcanic 
eruptions, earthquakes, and tsunamis.

Safety
Some situations are dangerous, such as experimenting with a nuclear reactor. 
A computer model is a much safer way to do this.

9.1.4 The effectiveness of spreadsheet models
You learnt in Chapter 8 how to create, edit and use a spreadsheet. Here we are 
going to learn about their benefits and drawbacks.

Benefits of spreadsheets
One benefit you will already have noticed 
is that calculations can be performed a 
lot more quickly than if you were writing 
them down or even using a calculator. 
One of the reasons for this is that 
formulas are recalculated automatically. 
Imagine you have a cell, E2, with a 
formula in it such as B2*C2*D2, like this.
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Every time you want to type a new value in cell B2, the formula will 
automatically recalculate and produce a new value in E2. Here you could type 
7 into cell B2 and the answer 168 would automatically appear in E2. If you 
were doing it manually, even on a calculator, it would be slower as you’d have 
to type in 7*4*6. Obviously, the more complex the formula, the more time 
you save.

It is also possible to automatically import data into a spreadsheet from a 
database. Suppose you want to create a spreadsheet and you already have a 
database which contains the data you are going to use. Most spreadsheet 
software allows you to select the database as your source and then load the data 
directly from that database. This saves you the trouble of having to manually 
input data into your spreadsheet.

Spreadsheet models are very useful for observing patterns which take place over 
a long period of time. They are particularly useful when studying animals and 
population growth. To observe population growth in real time would take many 
years. If an accurate computer model is created, the results will be known quite 
quickly. Also, if certain variables changed within the animal’s environment, the 
effect would be noticed much sooner. Otherwise, waiting for the results could 
take years to happen in real life.

Another useful property of spreadsheet models is the automatic updating of 
graphs. In a business spreadsheet, for example, graphs might be produced 
which show the profits, output, costs, and income, among other variables. It is 
usual to show the trends over a period of time. These are useful when making 
predictions about the future prospects of a company. Often, what-if scenarios 
are carried out with some values within the model changing in order to show 
how this would affect future trends. Any graphs which show these trends are 
automatically updated as values are changed within the model. New graphs are 
produced automatically.

Another feature of spreadsheet models is that they can remove human fallibility. 
This means that the likelihood of decisions being made based on personal 
feelings is no longer a problem. It is still the case that, for example, individual 
representatives of banks or credit unions are faced with making a decision 
regarding offering a mortgage or loan to someone so the person can buy a 
house. Sometimes the decision is a personal one and could even depend on how 
the representative was feeling that day! More and more, spreadsheet models 
are being used to make these decisions. The obvious benefit of this is that the 
decisions made by spreadsheet models are consistent for the same inputs, which 
is not always the case with different humans.

Another benefit of spreadsheet models is that templates exist for regularly used 
spreadsheets. Users can save time setting up the spreadsheet by using a template 
which might just need to be slightly amended to suit the particular situation. 
Users do not have to have great computing expertise and be experts because the 
templates already exist.

Validation rules can also be built into spreadsheet models. This means that 
data input errors are reduced as the validation will ensure only data which is 
reasonable is allowed to be entered. This would have saved the ticket organizers 
of the London 2012 Olympics™, a lot of embarrassment. There were often 
issues with people not getting the tickets they asked for. Some of this was due 
to the high demand for tickets. However, the Olympic Committee sold more 
tickets than the number available for some swimming events. It was reported 

483057_09_CAIE_AS_Level_IT_BP_229-250.indd   233 5/7/20   2:32 PM

SAMPLE



234

9 
M

o
d

e
ll

in
g

9
that the error occurred when a member of staff typed in ‘2’ instead of ‘1’ and 
entered ‘20,000’ into a spreadsheet rather than the correct figure of 10,000 
remaining tickets. The error appeared when organizers compared the number 
of tickets sold with the actual seating arrangements at the venues. They had to 
get in touch with the ticket holders and try to persuade them to accept seats at 
other venues. Of course, if proper validation procedures had been in place this 
would never have happened.

Drawbacks of spreadsheets
However, there are some properties of spreadsheet models which reduce their 
effectiveness. One such problem occurs because it is very difficult to include 
every possible variable in a spreadsheet model. In population growth models, 
it is very difficult to accurately predict patterns. There are numerous variables 
that affect the study of a particular species; factors such as the number of 
predators, birth rate, illness, etc. all need to be considered. In addition, the 
variables involved tend to be considered only at the present time. It may 
be difficult to then predict what the variables may become over the length 
of time the model is covering. It becomes easy to leave out some of these 
variables.

In financial spreadsheet models, there may be a number of variables which are 
fairly straightforward to identify. However, there may be problems in predicting 
future patterns of spending, borrowing and investing, as it is difficult to 
accurately model human behaviour; it is just not possible to quantify or turn it 
into a number.

Another aspect of modelling which makes it difficult to predict trends is the 
effect that sudden emergencies will have on real-life behaviour. The banking 
crisis of 2008 forced governments to make decisions. Some governments reacted 
by putting more money in to their economy. Other governments cut spending. 
There was no way of predicting how individual governments would react. As a 
result, economic spreadsheet modelling became problematic.

Some situations will need software to be specially designed and/or computer 
experts to create a model and neither of these are inexpensive to purchase 
or invest in. Spreadsheets are often used for implementing a new financial 
recording and reporting system. Aspects such as invoicing can be complex if 
different types of invoices and the methods of producing these are required 
for different companies. In this case, it is often easier to bring in expertise 
from outside. Another aspect that spreadsheet users sometimes fail to take 
into account is the fact that it may take a very long time to produce a complex 
model. Various phases are used when producing a model. The problem has to be 
identified and broken down into tasks which make it easier to solve. The inputs 
and outputs of the model have to be identified. The user requirements have to 
be taken into consideration. The spreadsheet model has to be created and then it 
needs to be tested. Documentation for the user has to be produced. Finally, the 
model has to be improved and updated as necessary. All this contributes towards 
the effectiveness of the model, but it can take time.

When an expert has been through all these stages, the staff at an organization 
which is going to use the spreadsheet will need to be trained to use this model. 
This, of course creates an extra expense to the organization on top of paying the 
creator(s) of the spreadsheet model.

One other factor which affects the effectiveness of a spreadsheet model is 
human errors introduced to the model by users. This can cause even the most 
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sophisticated model to give out inaccurate results when incorrect data is input. 
Remember the mistakes made at the 2012 Olympics when a member of staff 
typed in ‘2’ instead of ‘1’ and entered ‘20,000’ into a spreadsheet rather than 
the correct figure of 10,000 remaining tickets? Another problem can occur 
due to the complexity of some spreadsheets. With data spread over different 
workbooks and worksheets this can make them very difficult to test thoroughly.

9.1.5 Uses of computer models
There are many types of computer model. Here, we will look at some examples 
of the uses of modelling. Remember, you will be required to apply and adapt 
all the knowledge you have acquired in the preceding sections: what-if analysis, 
the characteristics of modelling software, the need for computer models and the 
effectiveness of spreadsheet models for each of the following uses.

Financial forecasting
Earlier in this chapter we looked at Morag’s company and we saw a simple 
spreadsheet model which could be used for financial forecasting. Companies 
need to be able to make a profit. It is important to them that they can model 
possible future events. Our model was fairly simplistic but demonstrated how a 
model can be used to predict profits. It involved calculating the costs involved 
in producing ingots and subtracting these from the income obtained when 
selling the ingots. This type of model tends to make use of what we call off-the-
shelf spreadsheet software, software which has been produced for general use 
and does not take into account the needs of specific users. Details of income 
and outgoing costs were entered into the spreadsheet and a formula linking the 
two used to calculate the profit. We can see, using the model, what effect on 
the amount of profit a company makes changing the variables will have. This is 
making use of the what-if feature of spreadsheets. It is also making use of the 
automatic recalculation feature of spreadsheets which means you don’t have 
to ask the computer to run the calculation every time you change individual 
prices. The fact that we can change the variables is the most important property 
of spreadsheets when using them as models. User interface forms make it easier 
to input quantities/costs into the model. Conditional formatting is another 
spreadsheet feature that is beneficial in this context. It allows you to highlight 
particular values that match particular criteria. For example, you can set cells 
which are showing a profit to a particular colour. This enables you to see 
immediately which items are making a profit.

However, most companies require more intricate models than this, Companies 
need to be able to predict the effects of changing the rate of selling a product. Sales 
of certain products vary depending on the time of year. There is no point spending 
money on producing a certain number of a type of product if they are not going to 
sell anywhere near that amount. The company would end up making a loss.

In our model, we assumed that the company’s overheads were fixed. This is not 
always the case. We might, however, want to observe the effects of changing 
rates of taxation, energy prices, rentals or mortgage payments on a company’s 
property. This would obviously require a more complex model. Complex models 
take into account the current economic climate and its effect on customers’ 
willingness to spend money. It also takes into account the effect of purchase 
taxes when predicting the number of products which will be sold over time. 
This is often represented in the form of a graph showing selling trends. Graphs 
are also used to illustrate forecasts, such as which goods are likely to make 
profits over a period of time and allow you to compare the profit levels and sales 

483057_09_CAIE_AS_Level_IT_BP_229-250.indd   235 5/7/20   2:32 PM

SAMPLE



236

9 
M

o
d

e
ll

in
g

9
of different goods; you can see the profit made by each product very clearly. The 
model can then be used to predict profits based on the rate of selling.

As we have seen, one of the most useful features of spreadsheets is the use of 
the Goal Seek facility. This can be used to produce results showing the number 
of products that must be sold in a given period for the company to make a 
specific profit. Alternatively, you can use it to see what price you need to charge 
for certain goods in order to make that profit. Another of the features of a 
spreadsheet is the use of absolute and relative cell referencing. This ensures you 
only increment the parts of a formula you need to, such as the prices or costs of 
individual items to see their effect.

Complex models used by financial organizations mean that they can be used by 
several employees. Some of these employees may be inexperienced in the use of 
spreadsheets. One of the most useful features of spreadsheets is the use of cell 
protection. This prevents these inexperienced users changing formulae or data 
by accident. This is particularly useful when protecting cells containing fixed 
costs such as overheads making sure that only senior staff can amend these as 
changes occur. Macros are another useful feature of spreadsheets; if a company 
wanted to compare the effect of different costs at the same time, macros can be 
used which make it simpler to create more complex formulae or functions.

More sophisticated financial models are often used by governments to predict 
the future of a nation’s economy. Most governments collect money in the form 
of taxes as well as import and export duties They use this money to spend on 
services such as the police, army, education, roads and public transport. Most 
countries have some type of purchase tax, so that when goods are bought in 
shops some of the price paid is sent by the store keeper to the government. 
Most countries also have some form of income tax. People who work have to 
give some of their income to the government. Governments can use computer 
models to see how much extra money would be raised if they increased taxes. 
They can do this for a variety of scenarios. Alternatively, they could change the 
amount they spend and see what effect this would have on the need to raise or 
decrease the tax rate. There are other variables, such as interest rates that could 
be changed to observe their effect on the model.

Population growth
Population growth is the study of how populations of any type of organism, such 
as animals, bacteria, fungi or plants, increase in size over time. Population growth 
tends to fall in to one of three classifications. The first is termed ‘exponential 
growth’. This means that the number of animals increases in an unlimited way. An 
example of this is the explosion of the rabbit population after their introduction 
to Australia. Although prior to 1859 there had been some rabbits introduced to 
Australia, with no noticeable consequence, it was in this year that a farmer called 
Thomas Austin imported 24 wild English rabbits and set them free on his land. It 
is claimed that the population had increased within six years to 22 million. This 
may be an exaggeration, but it is, however, documented that rabbits had become so 
numerous that within ten years of their introduction in 1859, two million could be 
shot or trapped annually without having any noticeable effect on the population. 
By 1950, the population was estimated to be 600 million. It shows that given 
enough food, water and other resources required for life, populations can increase 
exponentially without limit. The exponential growth rises rapidly when animals 
such as rabbits have several young instead of just two. As long as exponential 
growth is in effect, the areas that experience it become more densely populated 
regardless of the number already included in the population.
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However, it is unusual for populations to grow in an unlimited way because 
there are natural limiting factors which stop the population increase. Limiting 
factors include the lack of food, water or even shelter. If organisms can’t find 
enough food and water, they will have fewer or no young and the rate of 
population growth goes down. If there are predators or disease, population 
growth is also reduced. Limiting factors have the greatest effect on large 
populations that have grown quickly. This was the case in Australia where 
the rabbit population reduced to 100 million. Although there were no real 
predators, the deliberate introduction of myxomatosis into Australia in the 
1950s, a killer disease for rabbits, caused a reduction in the rabbit population. 
Exponential growth with limiting factors, such as disease or lack of food, is 
often referred to as a ‘logistic model’.

Another type of model is the ‘chaotic model’ whereby rabbits breed exponentially but 
eventually the amount of grass and water is insufficient to sustain the population and 
so the rabbits die out. A few might survive and the grass will grow back, so the cycle 
repeats itself. Because the numbers might be low and the time taken to reestablish 
the population varies, the growth is often referred to as being chaotic.

A population-growth computer model tries to predict the population of an 
organism. It assumes that the organism reproduces according to a set of rules. 
There are a number of variables such as how often the organism reproduces, 
how many new organisms it produces each time, limiting factors, such as limited 
resources like food and water, natural death rates and types of predators.

Models provide a way of understanding how populations of organisms change 
over time or when compared to each other. Many patterns can be identified 
by using computer modelling. Other studies can be made such as the age 
distribution within a population and how this changes. Computer models 
are used to calculate the maximum harvest for farmers and also to help with 
environmental conservation. Computer models are also used to understand the 
spread of parasites, viruses, and disease. They are also useful when modelling 
the future of particular endangered species.

Weather systems
Weather forecasting used to involve several weather forecasters and days of 
calculations. The arrival of satellites and computer models has really helped 
forecasters to make more reliable predictions. Weather presenters on television 
will sometimes refer to the uncertainty of their predictions because the 
computer models are not in agreement. The technical term given to producing 
weather forecasts using a computer is ‘numerical weather prediction’ (NWP). 
The computer needs to know the current state of the atmosphere, which is 
provided to it through observations from weather stations, weather balloons as 
well as satellites. These readings are fed into models that analyze the data and 
combine it with the most recent forecasts to produce a 3-D model of the Earth’s 
atmosphere. It uses mathematical equations that represent horizontal and 
vertical air motions, temperature changes and moisture processes among other 
variables to calculate what the atmosphere might look like. Computer models 
have to include hundreds of mathematical equations to produce a weather 
forecast. A lot of computing power is needed to run a computer model. It is 
usual for supercomputers to be used in such activities. As we have seen, these 
supercomputers are able to perform quadrillions of calculations every second! 

The UK Met Office uses the Unified Model (UM) approach. This is a numerical 
model of the atmosphere used for both weather and climate applications. It is a 
model which is being continuously developed by the Met Office and its partners. 
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The Met Office uses a seamless modelling approach, whereby a single group 
of related models can be used to make predictions over a number of timescales 
involving short-term weather forecasts as well as long-range climate forecasts.

The models used take variables like atmospheric pressure, humidity, rainfall, 
temperature, wind speed and wind direction, which are recorded all over the Earth’s 
surface, into account. The model is suitable for NWP, seasonal forecasting and 
climate modelling, with forecast times ranging from a few days to hundreds of years. 
Furthermore, the UM approach can be used both as a global and a regional model.

For the weather forecasting aspect, atmospheric models can be used to compare 
the current conditions with previous days at similar times of the year with 
the same or similar conditions. This enables a reasonably accurate forecast to 
be made. Maps are produced showing isobars, temperatures and wind speed. 
Predictions can be made because similar weather conditions will have been 
observed over very long periods of time.

Climate change
Climate can be measured using a number of variables (quantities that change) 
such as rainfall, hours of sunlight, wind speed and temperature among others. 
Temperatures in most regions of our planet vary according to the time of year. 
Summer in the southern hemisphere tends to be December to February while 
in the northern hemisphere it is June to August. The temperature differences 
between different regions of the world cause differences in atmospheric pressure 
which, in turn, leads to winds, storms, and, in some cases, hurricanes. Many 
scientists believe that the increasing levels of carbon dioxide in the atmosphere, 
which is leading to hotter temperatures for our planet, will give rise to major 
changes in our climate. Climate change is already beginning to happen in the 
Arctic and Antarctic. This does not necessarily mean that all regions on the 
planet will become hotter, but some will. The result will be more changeable 
weather conditions such as extremely high levels of temperature, rain- and 
snowfall becoming far more frequent than they are now. Forecasting the 
possible changes to the Earth’s climate, in other words, the long-term patterns 
of weather for the entire planet, is obviously going to be more complex than 
relatively short-term weather forecasting for specific regions of the planet.

For a long time now, the Earth’s climate has been monitored and records 
have been kept of the actual values of the variables involved over a number of 
years. This data can be input into a computer model made up of a collection of 
equations representing different parts of the climate. Each equation contains 
variables like temperature, rainfall, the amount of carbon dioxide in the 
atmosphere, and sea-level. It shows how each of these affects the other variables. 
The variables can be changed to see what effect they will have on the climate. 
These equations together give an approximation of the Earth’s climate. The 
model can be used to predict trends and examine the effect of increasing and 
decreasing each variable. When the model is created it is tested. The weather for 
any particular year in the past is known. The data for several years prior to that 
year are entered into the model. The model’s predictions can be compared with 
the real data for that year and so its accuracy can be judged. The model is then 
refined until the results accurately match the known climate. If it makes accurate 
predictions, it can be used to see what will happen in the future. The accuracy, 
however, is limited by the number of years into the future the model extends.

In order to create a computer model, climatologists have to make several 
assumptions about how the climate works. Problems arise because climate is 
affected by a large number of variables and relating all these variables to each other 
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is a very difficult task. When you consider that even the largest supercomputer 
has its limitations, there are a number of people who are very sceptical about the 
accuracy of computer models in this scenario. The sceptics think that these models 
are too approximate and may not represent how the climate functions in real life. 
Many experts are not convinced about the accuracy of global models. Models take 
into account the effect of greenhouse gas emissions such as water vapour, carbon 
dioxide, methane, nitrous oxide and ozone, including car exhaust gases. Since it 
is not possible to predict future government policies, developments in technology 
or economic forces relating to these factors, it is difficult to predict with any 
accuracy what their effect on the climate will be in the future. Some countries 
are discouraging the use of internal-combustion-engine-powered vehicles and 
positively advocating the use of electric cars. How fast, and what the effect of, this 
change will be is difficult to calculate. However, looking into the future, as climate 
scientists have more and more data to work on and more-powerful computers are 
developed, the models will become better able to predict climate change.

Queue management
Queue management, sometimes referred to as ‘waiting line management’ is crucial 
to many aspects of the service industry. The aim is to reduce the time customers 
wait to be served and therefore improve the quality 
of the service provided. Queue management deals 
with cases where the customer arrival is unpredictable 
and varies a great deal for different times of the day. 
A service business can reduce their costs leading to 
increased profitability by managing queues effectively. 
The length of time customers have to queue incurs a 
cost to the business, because there is a cost associated 
with putting extra employees at checkouts to reduce 
service time. Queue management is used to weigh up 
one cost against the other and provide solutions to 
these problems for the management of the business. If 
customers are walking away unhappy because of the 
lack of supermarket checkout operators, for example, 
the business should weigh up the cost of hiring more 
staff against the value of increased income and maintaining customer loyalty. This 
is illustrated by the graph in Figure 9.1 which shows the relationship between 
service capacity (e.g. the number of operating checkouts) and queuing cost (the 
cost the supermarket must bear when there are queues).

To begin with, the cost of waiting in line is at a maximum when the business is 
at its lowest service capacity. As service capacity increases, there is a reduction 
in the number of customers in the queue and in their waiting times, which 
in turn decreases the cost of queuing. The ideal total cost is found where the 
service capacity and waiting line curves meet. This is fine for the queuing at 
supermarkets but what about other queuing systems?

In order to be able to solve the problem of queue management, it is important 
to understand the characteristics of a queue. Queuing, or waiting in line, is 
a normal feature of daily life, for example customers queue in bank branches 
in order to be served by a bank teller, cars queue up for petrol or diesel and 
people queue for service at a checkout in a supermarket. It follows that business 
managers will need to employ people who will work on mathematical formulae, 
which will reduce the waiting time and satisfy their customers without incurring 
additional costs. There are many other forms of queuing, such as data packets 
traveling across the internet or even programs running on your computer.

C
o

st
 $

Optimal capacity

Cost of service capactity

Waiting line cost

Aggregate cost
Minimum

▲ Figure 9.1 Service capacity vs. cost
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There are a number of factors that need to be taken into account when studying 
queue management. Customers can arrive one at a time, as a group or even en 
masse. They can arrive evenly over a period of time. The number of customers 
can be finite, such as the boarding of an aeroplane when it is known exactly 
how many passengers will be queuing to board the flight. Or it can be what is 
referred to as infinite, which is a queue management term for when the number 
is unpredictable such as the number of customers in a supermarket during the 
course of a day.

Queue management theory also has to take into account the type of queue 
set-up in particular situations. Some set-ups involve just one queue and one 
outcome, such as queuing at a drive-through car wash. You have to wait for 
the car in front of you to be washed before you can drive your car through. 
Some have one queue but several outcomes, such as at a fast-food drive-through 
where there may be one queue of cars but you could be required to first place 
your order at one window, drive on and pay for your food at a second window 
then finally, collect your food at a third window. Some have more than one 
queue but only one outcome, for example at an airport when boarding a flight,  
there may be two queues – for business and economy passengers respectively 
– but only one outcome, passing through the same gate to board the plane. 
The business passenger queue boards first, then afterwards the economy 
passengers board. The final type is several queues and several outcomes. This 
is best illustrated by the example of a launderette where there may be a number 
of queues for each washing machine, but then once customers have used the 
washing machine, they proceed to form queues for each dryer.

The equations needed to cover all possible eventualities in queue management 
are extremely complex and can involve the use of an advanced form of 
mathematical formulae called differential equations, as well as Petri nets, a 
sophisticated mathematical modelling technique.

Let us consider a supermarket which has an automatic queue measurement 
system using computers. A number of the large supermarket chains use such 
systems. Automatic queue measurement systems can use people counting sensors 
at entrances to the supermarket and above checkouts. They accurately detect the 
number and behaviour of people in the queue. Built-in predictive algorithms can 
provide information on how many checkouts will be needed to move customers 
through quickly. This is done as the queues are forming and the information 
can be displayed on computer monitors or tablet devices. A range of information 
is provided, such as the length of the queue at any given time and how long the 
waiting time for customers is. Management teams can be automatically alerted 
before the waiting times get too long. Outputs produced by such systems are:

» the number of people entering the supermarket
» queue length
» average wait time
» amount of time each checkout operator is idle
» total wait time.

Other software is available for more complex queuing systems.

Traffic flow
Traffic flow is the study of the flow of vehicles on the road, and their 
interactions with other vehicles, pedestrians and methods of traffic control, 
present on the road. Free movement of traffic is affected by many factors like 
speed, the number of heavy vehicles, the number of lanes and intersections 
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present along the road. Mathematicians and civil engineers, particularly, carry 
out research into this subject. Their aim is to attempt to understand and develop 
a road network which causes traffic to flow smoothly with few hold ups.

Traffic flow in a road is calculated as being the number of vehicles using a 
particular road in one hour. This is done by counting the traffic at a specific 
point in a road for a given length of time. What time of day it is will affect 
the traffic count. Particular attention is paid to the traffic flow during peak 
hours. Traffic-flow measurement is used on the road to identify places where 
congestion occurs. This often leads to decisions being made as to whether traffic 
lights or roundabouts will be needed or, indeed, the need for variable speed 
control. Variable speed control is the use of speed limits which are used to slow 
down traffic on busy motorways or highways; the normal speed limit for that 
road is temporarily suspended. Traffic flow depends on two variables: the speed 
of the traffic and the density of vehicles on the road (the number of vehicles per 
given length of road). Traffic flow can be measured using sensors, (induction) 
loop detectors, video cameras, and manually counting the number of vehicles.

Since as long ago as the 1920s, attempts have been made to produce a 
mathematical theory of traffic flow. However, even with the use of sophisticated 
computer processing power, it has still proved difficult to produce a general 
theory that can be applied consistently to modern traffic flow as it exists in 
reality. Current traffic models are based on observed conditions as well as 
theoretical techniques. These models are then developed so they can forecast 
the amount of traffic, taking into account factors such as increased vehicle use as 
well as changes in the methods of transport people use, such as changing from 
taking the bus to taking the train or car.

Traffic-flow computer models use a series of complex algorithms. Some 
models treat each mode of transport such as vehicle, bus, train, tram, cyclist or 
pedestrian as a unique object. Each object has its own behaviour and targets. 
Other models concentrate on traffic-flow characteristics such as density, flow, 
and the average speed of the traffic.

Construction
Models are frequently used in the construction industry. The most common 
type of software used is computer-aided design (CAD). It is used by architects 
and engineers to create precise drawings or technical illustrations. CAD 
software can be used to create two-dimensional (2-D) drawings or 3-D models. 
CAD software is used to design structures such as bridges and buildings. and 
can also be used to generate animations and other presentational material. 
The software often allows for the inclusion of additional information, such as 
dimensions and descriptions of components.

CAD packages also incorporate libraries. A library is a collection of pre-
drawn parts and features that you can insert into drawings. If a building is 
being designed, a library could be used which would have parts such as doors, 
windows, staircases and roofs available. All that is needed is to select the 
required parts, changing the dimensions to suit. CAD packages produce 3-D 
views and different viewing angles. Most packages can create 3-D walkthroughs 
so that the viewer can actually see inside buildings or other structures. Printers 
are used to produce hard copies of designs; however, it is more usual for plotters 
to be used to produce blueprints. More recently 3-D models can be produced 
using 3-D printers.
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Advantages of CAD

» CAD allows a user to design a part much faster than traditional drawing. 
There’s a library of shapes and designs so only minor modifications need to 
be made.

» Using CAD software makes it much easier to make any required changes to 
the design, because you can fix the errors and modify the drawings more 
easily.

» CAD improves accuracy. The number of errors that used to occur with 
manual designs has been significantly reduced.

» The different parts of the design can be reused several times over again.
» CAD tools make it easier to save files of the drawings and store them in a 

way that they can be used time and again.
» Opensource CAD software is available for free, though it tends to be limited 

in scope.

Disadvantages of CAD
» The better forms of CAD software can be expensive to buy.
» It takes time for users to learn how to use the software.
» It costs a lot of money to train workers how to use the software.
» With every new release of the CAD software, the user has to update their 

skills which can take time.
» It is expensive to regularly update CAD software or operating systems.
» Work can be lost because of the sudden breakdown of computers.

Building information modelling
Building information modelling (BIM) is an extension of CAD. It utilizes many 
of the aspects of CAD but has additional benefits. CAD refers to the use of 
computers systems to aid in creating designs using high quality drawings. BIM 
uses software that applies CAD concepts to designing buildings It is used to 
create models that include not just the physical aspects, such as walls, roofs and 
windows, but also heating, ventilation, and air conditioning (HVAC) and the 
electrical aspects of a building.

The US National BIM Standard Project Committee uses this definition:

Building information modelling (BIM) is a digital representation of physical and 
functional characteristics of a facility. A BIM is a shared knowledge resource for 
information about a facility forming a reliable basis for decisions during its life-
cycle; defined as existing from earliest conception to demolition.

▲ Figure 9.2 Laptop showing a 3-D drawing using CAD

FPO
[insert 09_04]

483057_09_CAIE_AS_Level_IT_BP_229-250.indd   242 5/7/20   2:32 PM

SAMPLE



243

9.2 Sim
ulations

9
BIM is a new process and methodology used by teams of architects, engineers 
and contractors who work together to design and build a commercial building 
using the same database and computer model. This allows the team to analyze 
and visualize design decisions long before a project starts. BIM allows a team to 
bring all its designs, including CAD models, into a single database. Using the 
Cloud, BIM provides access to this database to all project members. The use of 
BIM extends beyond the planning and design phase of a project and covers the 
whole of the building life-cycle.

9.2 Simulations
A computer simulation is when a computer is used to imitate an event as it 
happens in the real world. A simulation is created usually from a mathematical 
model which represents the real system. It consists of computer programs, which 
are written to include the main features of this real-world system. The model 
is the representation of the system, whereas the simulation is how the system 
performs over time.

Computer simulations are often used to represent environments that may be 
difficult or even dangerous to replicate in real life. Natural-disaster planning and 
nuclear-science research come under these categories.

To begin with we will look at the use of computer simulators in training pilots 
and in learning to drive a car.

Advantages of simulations
» With a simulator you don’t have to worry about repairing and replacing 

damaged cars or airplanes.
» They can provide results that are generally difficult to measure such as 

reaction times.
» With a simulator you can see how a system might work before you design or 

modify it resulting in fewer mistakes in the system.
» It prevents injury or even death in the event of a car or plane crash.
» Some events, such as extreme weather conditions, can be recreated fairly 

easily without having to wait for it to happen in real life.
» You may need fewer driving or flying instructors resulting in lower costs.

Disadvantages of simulations
» Sometimes there is not sufficient data to produce a mathematical model.
» The unpredictability of human behaviour means that it may be impossible to 

create a simulation that covers all eventualities.
» Inaccurate outputs from the simulation can occur as the formulae and 

functions used may not accurately represent all possible scenarios.
» Buying a simulator with a fast processor and large amounts of memory can 

be very expensive.
» A simulator may make drivers or pilots overconfident and too casual 

regarding their abilities.
» A driving school using a simulator from scratch will need to retrain driving 

instructors, costing money and taking time.
» Technical support for such systems can prove to be more expensive than 

regular servicing of airplanes and vehicles.
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9.2.1 Pilot training
As the number of people who travel by air increases, the number of pilots will 
need to increase too and as new aircraft are developed, the need to train existing 
pilots to fly these new aircraft likewise increases. This, obviously, has to be 
done as cheaply and safely as possible. It is for this reason that airlines use flight 
simulators. A simulator is designed to react to a pilot’s instructions just like 
an actual aircraft would. Many students think that the flight simulator games 
available for a PC are authentic simulators. In actual fact, a flight simulator used 
by airlines is a purpose-built cabin as shown in Figure 9.3. Inside the simulator 
it looks just like a real cabin in an aircraft with all the controls of a real aircraft 
as you can see in Figure 9.4.

▲ Figure 9.3 A flight simulator pod

FPO
[insert 09_05]

▲ Figure 9.4 A flight simulator flight deck

FPO
[insert 09_06]

The cabin contains an aircraft cockpit just like the real thing. It includes screens, 
flight controls and instrumentation, an adjustable pilot seat, as well as a sound 
system and computer hardware. In a flight simulator, the control panel in the 
cockpit is identical to one in a real plane. Displays are generated by computers 
on the screens in the cockpit. In order to create realism, as the pilot ‘takes off’ 
in the simulator, he or she sees the airport as well as its surroundings. The 
simulation might show a baggage cart to the side of the runway and countryside 
in the distance. The sound system recreates the rush of air around the wings 
even though they are not there. In order to recreate the feeling of movement, 
the simulator is tilted and shaken by a number of hydraulic systems. These are 
designed to make the pilot feel that he or she is actually controlling a real plane.

Modern military and civilian aircraft are very expensive to build and because 
of the high production cost, airlines are reluctant to train beginners using real 
aircraft. Although a flight simulator is also expensive to buy, it is still regarded 
as the most cost-effective method for training pilots. The reason is that it can be 
operated without damaging any real aircraft. Trainee pilots just beginning their 
training obviously do not have much experience in flying aircraft, which means 
it is likely that they will crash and damage a real aircraft, putting their lives at 
risk and also creating a danger to the general public. For these reasons flight 
simulators are much more effective in training pilots to fly.

For a flight simulator to be realistic, it should make the pilot think that he or 
she is actually inside the cockpit of a real plane. Every instrument must function 
identically to a real airplane. For example, fuel gauges must show the rate at 
which the engine consumes fuel, taking into account the simulated thrust being 
applied as well as engine temperature. The cockpits are constructed using an 
array of instruments such as joysticks, levers, switches, buttons and sliders.

In order to recreate the sensation of a pilot manually landing the plane, it is 
important that what the pilot sees through the cockpit windows is life-like. To 

483057_09_CAIE_AS_Level_IT_BP_229-250.indd   244 5/7/20   2:32 PM

SAMPLE



245

9.2 Sim
ulations

9
this end, sophisticated computer graphics are used in addition to the realistic 
cockpit instrumentation. The hardware involved is often a group of projectors, a 
back-projection screen and a panoramic spherical mirror. It is important for the 
display to have very high resolution.

In a flight simulator, the created environments are based on actual international 
airports, constructed from plans, maps, photographs and site visits. A database is 
needed which also contains information of the surrounding area of each airport 
for several miles. Building such a database requires special software tools.

9.2.2 Learning to drive a car
For similar reasons, simulators are also used to teach people to learn to drive. It 
is safer to allow drivers to learn how to drive without causing damage to the car 
or themselves or, indeed, other drivers and the general public. The same type of 
graphics and animation software used for pilot training can be used to reproduce 
the situations that car drivers experience. Driving simulators can take several 
forms. One used by a driving school would probably be a full cab model which 
looks like the driver’s side of a car and includes real car parts, such as clutch, 
accelerator and brake pedals, signals, windshield wipers and an ignition key.

Driving simulators replicate actual driving experiences. They allow you to 
experience driving at different times of day or night and driving in different 
weather conditions such as fog, heavy rain, snow, driving into a setting sun, etc. 
Driving simulators can also be used to monitor driver behaviour, performance, 
and attention spans.

9.2.3 Natural-disaster planning
Most natural disasters have a human cost, whether this is in terms of displaced 
persons, the spread of disease, disruption to transport, or damaged and 
destroyed homes. Natural disasters occur unexpectedly and usually result in 
huge loss of life and property. How to make effective contingency plans is an 
intriguing question constantly faced by governments and experts.

In order to plan for natural disasters, such as a tsunami for instance, simulations 
are created to represent the flow of floodwater and the debris it carries. 
Computer modelling allows us to understand and analyze natural disasters. 
In recent years, the huge increase in computer power and speed together with 
advances in the development of computer-based algorithms has made it easier 
to produce computer models. This has made it possible to model the movement 
of billions of water particles to allow more accurate predictions of the effects of 
natural disasters such as tsunamis, floods and mudslides. This can help town 
planners to build structures which can withstand such disasters, as well as 
allowing the emergency services to co-ordinate an efficient response.

The major task for the creators of natural-disaster models is to provide 
information about disasters before they occur. The purpose of such modelling 
is to anticipate the likelihood and severity of natural disasters, from earthquakes 
and hurricanes to major crop failure. It can also be used to model what might 
happen in the event of a terrorist attack. The very first task is to create a 
catalogue of events, which is then used in the simulation. This is more difficult 
than it seems. It should be simple to create a catalogue from historical records. 
This does not work well, however, as only the most catastrophic events are 
likely to have been recorded; the smaller events might not have been deemed 
worthy of record or might not even have been witnessed by anyone at all. 
This leads to a lack of reported small events, which leads to such events being 
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underestimated. Equally troubling is that this can lead to the assumption that 
because a particular event has never been recorded as happening in the past, it 
is unlikely to happen in the future. In recent times, however, there has been an 
improvement in the collection of meaningful data and also in the methods of 
describing the collective behaviours of people in disaster situations.

In addition, there are mathematical models available. Mathematics is often used 
to describe natural phenomena. A tsunami is a high-speed sea wave usually caused 
by an underwater earthquake, landslide, or volcanic eruption. A tsunami, when it 
reaches land is considered to be a shallow water wave. That means the height of 
the wave is smaller than the length of the wave. Mathematicians have produced 
equations relating the depth of water to the velocity of the wave, the length of the 
waves, the density of the sea water, the acceleration due to gravity and the energy 
of the wave. Similarly, mathematicians have produced equations and functions 
which represent the behaviour of volcanoes, earthquakes and tornadoes. These 
equations and functions can then be converted into computer models.

9.2.3 Nuclear science research

▲ Figure  9.5 A diagram of a nuclear reactor

FPO
[insert 09_07]

Systems like nuclear reactors are very complex and very costly to construct and 
operate. If these systems are operated incorrectly, they can cause dangerous 
and even disastrous consequences. There is a great need to train the operators 
of nuclear research facilities. This is being done, increasingly, through the use 
of simulators. Nowadays, most reactors have a simulator. These simulators 
imitate all the devices in the reactor control room such as meters and sensors. 
Operators’ skills are refined through the use of a simulated control-room 
environment. Computer simulations use mathematical algorithms to predict 
how different reactors will function.

Because scientists cannot forecast exactly how a nuclear reactor will respond 
to variations in its set-up or the conditions under which it is operated, every 
facility has to be designed and operated within large safety margins. This means 
that its efficiency is reduced. The core of a fast-nuclear reactor may consist of 
an arrangement of stainless-steel pins which contain rods made of uranium or 
plutonium metallic alloys or oxides. Once the reactor is operating, these pins 
become extremely hot. In order to convert this heat to electricity and to prevent 
melting the stainless steel, thousands of gallons of liquid metal coolant such 
as liquid sodium are used. Rearranging these rods affects the neutron chain 
reaction and consequently the flow of coolant and the transfer of heat. In a 
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real-life reactor, this can create extra expense and increase safety concerns. For 
these reasons, research scientists tend to use computer simulations. Reactors 
convert the uranium and plutonium inside each pin into energy through nuclear 
fission. The hope of nuclear scientists is to have more powerful computers in 
order to recreate experiments at a microscopic or even atomic level. High-speed 
supercomputers are increasingly being used to solve extremely difficult problems.

9.3 Using what-if analysis
Computer models all use a what-if analysis to base their model upon. It involves 
changing a model to find out what the results would be, if different input values 
are chosen. The Cambridge International AS Level syllabus requires you to 
know how to build, test and change data within models, or change the model 
itself to produce different sets of results.

Simple computer models can be created, tested and used in Excel. Some models 
only require a change in data.

Open the file and enter into cell B6 the formula =60/MINUTE(B5) to 
calculate the number of widgets a worker makes in one hour. Enter into cell 
B7 the formula =B3*B6 to calculate the number of widgets that are made 
per hour by all the workers. Enter in cell B9 the formula =B4+B8/B6 to 
calculate how much it costs to make each widget. Enter in cell B12 the formula 
=ROUNDUP(B11/(B7*8),0) to calculate the time taken to manufacture, 
which is the number of widgets required by the customer divided by the 
number that can be made in the factory in one working day by all employees, 
rounded up to the nearest whole working day. Enter in cell B17 the formula 
=B11*(B16-B9) to calculate the number of widgets multiplied by the sales price 
of each widget minus the cost to make each widget.

9.3.1 Test the spreadsheet model
Before modelling the data, we must test the data model using a test plan and 
data that gives us (easy-to-calculate) known results. Check that the formulae 
you have entered give the correct results using data like this: one worker, $1 
cost of raw materials, ½ hour to make one widget and $10 per hour as the rate 
of pay. Each widget would cost $6 to make ($5 for ½ hour labour) + $1 for 
raw materials. If 20 widgets were required it would take 1¼ working days (if 
each widget takes ½ hour to make, 16 can be made in one day), so the formula 

Task 9a
Open the file Widget.csv. Enter appropriate formulae in cells B6, B7, B10, B12 
and B17. Workers only work for eight hours a day. Calculate the cost to make 
each widget. Apply appropriate formatting to all cells (all currency values are to 
be shown in $ to two decimal places). Test your spreadsheet model.

The cost of raw materials is $2, and the time taken to make each widget is 10 
minutes. At the moment the company has two workers.

Use the spreadsheet model to calculate:
» how many workers are required to complete an order for 500 widgets 

placed on 7 January and required by 10 January
» the sales price required per widget to make a $50 profit.

Save the spreadsheet as Task_9a.
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should round this up to two full working days. To test the Profit/Loss formula, 
again values that make the calculations easy have been used (for example if a 
widget costs $4.50 to make, then to sell it for $5.50 makes the value 1 which is 
easy to multiply by). Cell B9 will already have been tested (in Table 9.4) so will 
not need testing again, but the results from B9 will be used for this test. The 
test tables for this data and two other examples are shown in Tables 9.1 to 9.6.

Test type Formula Cell B6
Data entry in cell: Expected results Actual result Remedial action

B3 B4 B5 B11
1 1 00:30:00 20 2 2 No
1 1 01:00:00 10 1 Division by 

zero error
Yes - error

2 2 00:15:00 200 4 4 No

▲ Table 9.1 Completed test plan for Task_9a: cell B6 – Version 1

Identify where the error has occurred. Correct the function in cell B6 so it 
becomes =60/(60*HOUR(B5)+MINUTE(B5)).

Attempt all the tests for cell B6 again. The resulting test plan for the retest 
should look like Table 9.2.

Test type Formula Cell B6
Data entry in cell: Expected results Actual result Remedial action
B3 B4 B5 B11

1 1 00:30:00 20 2 2 No
1 1 01:00:00 10 1 1 No
2 2 00:15:00 200 4 4 No

▲ Table 9.2 Completed test plan for Task_9a: cell B6 – Version 2

Continue with the testing for the other formulae.

Test type Formula Cell B7
Data entry in cell:

Expected results Actual result
Remedial action

B3 B4 B5 B11
1 1 00:30:00 20 2 2 No
1 1 01:00:00 10 1 1 No
2 2 00:15:00 200 8 8 No

▲ Table 9.3 Completed test plan for Task_9a: cell B7 – Version 1

Test type Formula Cell B9
Data entry in cell: Expected results Actual result Remedial 

actionB3 B4 B5 B11
1 1 00:30:00 20 $6.00 $6.00 No
1 1 01:00:00 10 $11.00 $11.00 No
2 2 00:15:00 200 $4.50 $4.50 No

▲ Table 9.4 Completed test plan for Task_9a: cell B9 – Version 1
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Test type Formula Cell B12
Data entry in cell: Expected results Actual result Remedial action
B3 B4 B5 B11
1 1 00:30:00 20 2 2 No
1 1 01:00:00 10 2 2 No
2 2 00:15:00 200 4 4 No

▲ Table 9.5 Completed test plan for Task_9a: cell B12 – Version 1

Test type Formula Cell B17
Data entry in cell: Expected 

results
Actual 
result

Remedial 
actionB11 B16 B4 B8 B6 B9

10 $5.50 2 10 4 $4.50 10 10 No
10 $6.50 2 10 4 $4.50 20 20 No
20 $6.50 2 10 4 $4.50 40 40 No

▲ Table 9.6 Completed test plan for Task_9a: cell B17 – Version 1

After testing, enter the data for two workers, with the cost of raw materials $2 
and the time taken to manufacture each widget as 10 minutes.

Now the model has been created, we will use it to calculate how many workers 
are required to complete an order for 500 widgets, placed on 7 January and 
required by 10 January.

Enter 500 in cell B11. Enter in cells B13 and B14 the dates 7 January and 
10 January and enter in cell B15 the formula =B14-B13 and format this cell as 
a general number. To model the number of workers required you can just guess 
what number to place in cell B3 and keep trying until you get cell B12 to say 3, 
but this is not efficient.

Goal Seek
Instead of guessing the values (which may be reasonably easy in this simple 
model) we can use the Goal Seek feature. Place the cursor in cell B12. Use the 
Data tab and locate the Forecast group. From the What-if Analysis icon, use 
the drop-down menu to select Goal Seek.

In the Goal Seek window, enter in the To value: box, the value 3 
(the number of days for the order taken from cell B15). Enter in the 
By changing cell: box, the cell reference B3, then click .

Goal seek will run, and after testing all possibilities will return a 
solution in the Goal Seek Status window.

The solution 
offered by 
Excel’s Goal 
Seek is to employ 
4.08 workers.

This also 
suggests that 
these workers 
would make 
24.48 widgets 
per hour.
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To produce a realistic working solution, the number of workers will 
need changing to 5 which will change the contents of cell B7 to 
30. To calculate the sales price required per widget to make a $50 
profit, place the cursor into cell B17, then from the Data tab select 
the What-if Analysis icon, then Goal Seek. Edit the Goal Seek 
window to look like this.

Click  to run the Goal Seek. Goal Seek will run, and after 
testing all possibilities will return a solution in the Goal Seek 
Status window.

This returns in cell B16 a value of 3.76666666666667, which 
needs to be rounded up to $3.77 (it may appear to hold this 
already if you have formatted the cell to two decimal places). 
Change the value in cell B16 to $3.77 which will return a 
profit of $51.67.

Examination-style questions

1 A company that sells cars uses a driving simulator so that customers and 
their teenage children can test drive the latest models of cars without going 
on the road.

 Describe the effects using this driving simulator could have on customers  
and the car sales company. [6]

2 An engineering company requires a new computer system to control a 
production process. Staff will need training before they can use the new system.

 Describe the benefits of using a computer simulation for this training. [4]

3 Climate change is another way of describing global warming. Many experts are 
using computer models to predict the changes which are occurring.

 Describe the drawbacks of using computer models to predict climate change. [6]

Activity 9a
Open the file TuckShop.csv and format it to look like this.

Enter appropriate formulae in 
rows 10 and 12. Enter formulae 
into row 13 to calculate the 
percentage profit/loss, which 
is the profit/loss divided by the 
wholesale cost per pack. Test 
your model.

Use the spreadsheet model to 
calculate the unit sales price 
for each product to return a 
percentage profit of (at least):
l 50%
l 20%.

Save the spreadsheet as 
Activity_9a.

Advice
Remember, formatting to a number of decimal places does not 
change the original value.

FPO
[insert 09_14]

FPO
[insert 09_13]
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10.1 D
atabase basics

	 10	 Database	and	file	concepts

In this chapter you will learn about:
★	 flat	file	and	relational	databases
★	 relationship	types	in	a	relational	database:	

one-to-one,	one-to-many	and	many-to-many
★	 entity	relationship	diagrams
★	 key	fields
★	 referential	integrity
★	 the	characteristics	of	data	in	unnormalised	

form
★	 the	normalisation	of	data	into	first,	second	

and	third	normal	form

★	 the	components	of	a	data	dictionary
★	 query	selection	using	static	and	dynamic	

parameters
★	 different	file	types	and	their	use
★	 proprietary,	generic	and	open-source	file	

formats
★	 indexed	sequential	access
★	 direct	file	access
★	 hierarchical	database	management	system
★	 management	information	systems.

In this chapter you will learn how to:
★	 create	a	relational	database
★	 assign	appropriate	data	types	and	field	sizes
★	 create	and	use	relationships
★	 assign	key	fields
★	 use	referential	integrity
★	 validate	and	verify	data	entry
★	 perform	searches
★	 perform	calculations	within	a	database
★	 sort	data

★	 design	and	create	an	appropriate	data	entry	
form

★	 design	and	create	a	switchboard	menu	within	
a	database

★	 import	and	export	data
★	 normalise	a	database	to	first,	second	or	third	

normal	form
★	 create	a	data	dictionary	and	select	

appropriate	data	types.

Before starting this chapter you should:
★	 understand	the	terms	‘file’,	‘record’	and	

‘field’
★	 be	able	to	create	a	flat-file	database
★	 have	studied	validation	and	verification	

(Section	1.4)

★	 have	studied	test	a	spreadsheet	(Section	8.2)
★	 have	studied	the	IF	function	in	a	spreadsheet	

(Section	8.1)
★	 have	studied	custom-written	and	off-the-

shelf	software	(Section	2.4).

10.1 Database basics
A database is a program used to store data in a structured way. This includes the 
data that is stored and the links between the data items. All databases store data 
using a system of files, records and fields. There are two types of database: a 
flat-file database and a relational database.

FOR THIS CHAPTER YOU WILL NEED THESE SOURCE FILES:
n boat.png
n ellmau.csv
n FA-Cust1.csv
n FA-Cust2.txt
n FA-Invoice.csv

n FA-Product.csv
n freezer.png
n jobs.csv
n NP-Boat.csv
n NP-Customer.csv

n TB-Driver1.csv
n TB-Driver2.csv
n workers.csv
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